Learning Lattice Variables for Matrix-Free
Wilson-Dirac Preconditioning in Lattice QCD

Adam Shaw * Srinivas Eswar
Argonne National Laboratory Argonne National Laboratory
William Detmold Phiala Shanahan
Massachusetts Institute of Technology Massachusetts Institute of Technology
Xiaoye Sherry Li Yang Liu
Lawrence Berkeley National Laboratory Lawrence Berkeley National Laboratory

Yixuan Sun'
Argonne National Laboratory

Abstract

Solving large, sparse, and ill-conditioned linear systems dominates the computa-
tional cost of lattice quantum chromodynamics (LQCD). Preconditioners effectively
accelerate the convergence of iterative solvers but generally need careful design
and tuning. This work develops an encoder—representation—decoder framework to
produce a matrix-free neural preconditioner for the Wilson-Dirac operator. The
encoder maps the gauge configuration U to a representation V', which the decoder
turns into a Hermitian positive-definite (HPD) preconditioner M ~! for the Krylov
solver. Because the representation consists of matrix-valued lattice fields, the
decoder is assembled from lattice operators and never forms the actual precondi-
tioning matrix—a computationally prohibitive operation for typical systems. No
learned quantity in either the encoder or the decoder is tied to the lattice volume,
so a trained encoder—decoder pair applies unchanged at any lattice size. Across
five encoder—decoder pairs, we train the framework using gauge configurations
of lattice size L* = 8* against the unrolled preconditioned Conjugate Gradient
(PCG) objective and show that the generated preconditioners effectively reduce
the number of iterations required for convergence, achieving a 7.8 x reduction
compared to the unpreconditioned case. In addition, we directly apply the trained
encoder—decoder pairs to a larger system of L* = 16%, where the convergence
behavior and relative ordering are preserved (~8X iteration reduction) without
retraining.

1 Introduction

LQCD requires the repeated solution of large, sparse linear systems
Ap=b, A= (D'D)U], b=D'[U]n, M

where DIU] is the discretized Wilson-Dirac operator on a background gauge configuration U =
{U,(2)}en, y=1,...,a with U, (z) € SU(3) C C3*3, 4 is the quark field, 7 is a fermion source, A
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Figure 1: The encoder—representation—decoder pipeline. An encoder maps the data defining the sys-
tem to a representation of site and/or link variables, which the decoder uses to build a preconditioner.

denotes the finite four-dimensional hypercubic lattice of sites, and € {1,...,4} labels a lattice
direction (jz denotes the unit lattice vector in direction p) [Wilson,|1974]]. These systems are extremely
high dimensional (dim(A) > 10®) and ill-conditioned in production-scale calculations, hence solving
them dominates the computational cost of computing observables [Jod et al.l 2019].

Preconditioners, often denoted as M ~!, accelerate the convergence of solving the Dirac equation
by reducing the condition number of the linear system. However, classical preconditioners require
careful design and tuning, often incurring a substantial setup cost for each new system [[Saad, 2003].
Meanwhile, learned preconditioners amortize this into a one-time training cost, producing M ~* for
a new system in a single forward pass [Hausner et al.| 2024, |Pfahler et al., 2026, [Sun et al.| 2026,
Cali et al., [2023| [Lehner and Wettig, 2023]]. Due to the high dimensionality, learned preconditioners
for the Dirac equation in LQCD must be matrix-free—circumventing storing the entire matrix at
once—and ideally applicable across variations of the lattice dimensionality. When paired with PCG
solvers, the preconditioners additionally need to be fixed linear HPD operators.

Inspired by the matrix-free neural preconditioner for the U(1) Schwinger model [Sun et al.| 2026]],
we propose a general encoder—representation—decoder framework that constructs preconditioners
for the Dirac operator associated with each SU(3) gauge configuration, shown in Figure|l| Having
the unrolled PCG residuals [Nytko et al.,[2025]] as the training objective, this framework is effective
across four encoder and four decoder architectures, significantly reducing the number of iterations
needed for convergence compared to the unpreconditioned case. Trained on gauge configuration
data with lattice size L* = 8*, the framework provides up to a 7.8 x reduction in the number of
iterations, and is immediately applicable to a larger lattice size (L* = 16*) with up to an 8.1x
reduction, preserving the convergence acceleration without further training or tuning.

2 Related work

Preconditioning. Preconditioning replaces a linear system with an equivalent one that an iterative
method solves faster. When using the CG solver, the iteration count grows as O(y/x(A)) where £(+)
is the condition number; hence, an effective preconditioner M ~1 will be such that M ~! A4 is better
conditioned than A alone. Classical preconditioners such as incomplete Cholesky and even-odd
(Schur complement) decomposition are built directly from the entries of A and must be rebuilt for
every new system (here every gauge configuration) [Saad, [2003], a significant setup cost that affects
the speed of these solves. Adaptive multigrid (AMG) [Trottenberg et al.,|2000, Brandt and Livne,
2011]], the current state-of-the-art for the Wilson-Dirac equation [Frommer et al., 2014, |Clark et al.,
2010l 2016, Brezina et al., 2006], has such a setup cost (grid hierarchy, null-vector computations, and
associated hyperparameters) and must be re-tuned for each new lattice size for optimal results.

Learned preconditioners. Learned preconditioners replace this per-system construction with a
one-time training cost, producing M ! for a new system in a single forward pass [Hiusner et al.,
2024]. However, existing learned preconditioners fall short in different ways. Some form A or M ~!
explicitly [Cali et al.| [2023| [Sappl et al.| 2019], and others must be retrained for each lattice size
[Hiusner et al., [2024], both impractical at production scale. Recent work [[Sun et al.,[2026] learns



amap U, (x) — U, () (a new link variable) and defines M~ = (D' D)[U], which is matrix-free
and transfers across volumes. However, the authors work only with U(1) gauge links and their
preconditioner (decoder) is restricted to the same Dirac normal operator D' D the system is defined
by.

3 Methods
The proposed framework consists of three stages (Figure|[T)).

Encoder. The goal of an encoder &y is to produce a preconditioner-generating representation of the
physical gauge configuration U that determines the target Dirac equation to be solved. The encoder
is parameterized by 6 and maps U to the preconditioner-generating representation

Eo(U) ={v, ... vy 2

where each of the N}, heads h carries a set of matrix-valued lattice variables V(") = {T7(") 1y (m},

Representation. U(") is a set of link matrices {U,Sh)(m) € C3*3},en, p=1,...4, and W) is a set

.....

operations (e.g., parallel transport) consume, so the decoder can be assembled from them without ever
forming a matrix. We require neither linearity nor SU(3) representations since linearity is required
only of the preconditioner (which the decoder fully controls) and the lattice operators of the decoder
do not require unitary inputs.

Decoder. The role of a decoder M in the proposed framework is to construct linear operators Py,
from the representations V"), which are the building blocks of M ~!:

M7= H Py [V, Py, [VY]), 3)

where Py, [V(l)] yeee ,P¢Nh [V(Nh)] = M¢(V(1), ceey V(Nh)) and H is a fixed (not learned) func-
tion chosen so that M ! is HPD. The (possibly empty) learnable parameters are ¢ = (¢, . .., ¢, ),
where ¢y, is used only by Py, and hence only on head h.

The encoder and decoder are jointly trained unsupervised using the unrolled PCG objective [Nytko
et al.,[2025],

_ ri (0,
Ux(6.0) = PCG(A, b My UL K) . ric(6,0) = b= Avnc(6,0), £(0,6) = "GO,
“
where PCG is run for K steps (a hyperparameter), L is the loss, rx is the PCG residual after K steps,
and A and b define the linear system in Eq. (T).

For simplicity, we drop the head index when Nj, = 1, writing Eg(U) = V and M~ = H(P,[V]).

4 Numerical Experiments

We use 3 + 1 dimensional hypercubic lattices of size L* with lattice spacing set to unity for simplicity.
Gauge configurations are generated from the Wilson plaquette action [Wilson| |1974} |Gattringer and
Lang| [2009] using a heatbath algorithm implemented in Gaugefields. j1 [Nagai and Tomiya, 2024]],
with the coupling 8 = 6.0. For the Dirac operator, we set the hopping parameter £ = 0.155, near
the critical value x. = 0.158 for this lattice size and coupling. We train and evaluate the proposed
framework with different encoder—decoder pairs on L = 8 lattices, and test zero-shot transfer by
evaluating models trained exclusively on L = 8 directly on L = 16.

We compare four choices for the encoder &. The identity map, V' = &£ (U) = {U} (a singleton),
passes the physical links directly to the decoder and serves to isolate its effects. The CNN of Sun et al.
[2026], extended here to 3 + 1 dimensions and SU(3), is a multi-head (N, = 3) fully convolutional
network that produces v = {U (h) }. The remaining two, L-CNN and site-L-CNN, are variants
of the lattice gauge-equivariant CNN of [Favoni et al.|[2022], which constructs gauge-equivariant



Table 1: PCG iterations (speedup) at 8 = 6.0, x = 0.155, averaged over 400 solves from 20 gauge
configurations and 20 right-hand sides each. All models except AMGj¢ are trained or tuned on L = §;
AMG; is re-tuned on L = 16. Speedup is relative to unpreconditioned CG. Lower iterations and
higher speedup are better. The lower block lists encoder — decoder pairs built with our framework.
Of these, CNN — WNO is the preconditioner of |Sun et al.| [2026] extended to SU(3) and 341
dimensions, and Identity — PTLN corresponds most closely to the model of |Pfahler et al.| [2026]; the
other three pairs are new combinations enabled by the framework.

Encoder — Decoder L=8 L =16

None (Unpreconditioned) 436 (1.0x) 1331 (1.0x)
AMGs 117 (3. 7x) 409 (3.3x)
AMGs - 264 (5.0x)
L-CNN — PTLN 56 (7.8%) 165 (8.1x)
Identity — PTLN 56 (7.8%) 168 (7.9x)
Site-L-CNN — CM-PTLN 57 (7.6%) 170 (7.8 %)
CNN — HMP 277 (1.6x) 841 (1.6x)
CNN — WNO 278 (1.6x) 841 (1.6x)

features from untraced Wilson loops and parallel-transport convolutions; the L-CNN is a single-head

model that produces link variables V = {U} with each U,,(z) € SU(3), whereas the site-L-CNN
(also Ny, = 1) outputs each of its layer’s hidden activations, giving V' = {W} (see Appendix [A).

We evaluate four decoder architectures M ;. The WNO decoder is parameter-free, using P[V ("] =
(DTD)[V(M)], the Wilson-Dirac normal operator built from head h; setting N}, = 1 recovers the
decoder used in|Sun et al.|[2026], but we find best results with /V;, = 3. The HMP decoder uses a
polynomial in the hopping operator H[V ("] [Gattringer and Lang, 2009} Sec. 5.3.11, f(H[V("]),
fed into P, [V "] = fT f. Both decoders use a palindromic composition of (P[V ("], 1 < h < N},)
for H. The remaining two decoders both use N;, = 1 and admit exact adjoints which we use in
H(P,[V]) = P4[V]TPs[V]. The PTLN [Pfahler et al., 2026] uses V-dependent parallel-transport
layers with prescribed paths and learnable linear layers; we fix the path set at L = 8 and reuse it
unchanged at L = 16 so nothing changes between lattice sizes. Finally, the CM-PTLN adds color

mixing to the PTLN’s linear layers using the site-L-CNN’s final-layer output {WC(N( ) (z)}. See
Appendix [B] for more decoder construction details.

We train five combinations of the listed encoders and decoders using the objective in Eq. (@), setting
K = 20. Implementation details, model hyperparameters, and training set up are in Appendix [C] We
evaluate preconditioners by the number of PCG iterations required for convergence, averaged over a
set of gauge configurations from held-out L* = 8* data and new L* = 16* data.

Table ]| summarizes the results. The best learned preconditioners require fewer iterations than both
unpreconditioned CG and AMG in this small-volume setting. Their relative gains are preserved
under zero-shot transfer from L = 8 to L = 16, with approximately 8x reductions in iteration
counts at both lattice sizes. In contrast, AMG’s iteration reduction drops from 3.7x to 3.3x when
transferred without modification, and re-tuning at L = 16 raises it to 5.0x. A complete assessment
of computational efficiency would also compare wall-clock solve times and floating-point operation
counts, including both setup and solve costs. Limitations of our current implementation prevent
a fair comparison of these measures (see Appendix [C.6). Nevertheless, the low setup cost of the
learned preconditioners may offer an advantage over AMG when solving systems across many gauge
configurations, each of which requires a new preconditioner.

The most effective preconditioner on both L = 8 and L = 16 in terms of iterations is L-CNN —
PTLN, although its improvement over Identity — PTLN is small. Both require 56 iterations at
L = 8, while at L = 16 they require 165 and 168 iterations, respectively. Inspection of the learned
representations suggests why this margin is so narrow: During training, the L-CNN encoder converges
close to the identity map, i.e. L-CNN(U) = U and the L-CNN — PTLN effectively becomes Identity
— PTLN (see Appendix D).

We hypothesize that this is due to the shared structure of the PTLN and the true inverse (DT D)[U] L.
In Appendix [E} we show that for any choice of weights, the PTLN is a sum over lattice paths of
parallel transporters along V', each multiplied by a learned matrix acting only on the spinor indices,



and that the hopping expansion of (D' D)[U]~! has the same form with transporters along U. For
V = U, the two thus share the same color structure on every common path, so approximating the
inverse reduces to learning the spinor weights, whereas a deviation U # U alters the transporters in a
way the spinor weights cannot undo. Since this holds for any weights, including at initialization, it
is consistent with the rapid decay in Figure however, it only shows that U = U is a possible
good solution, not that it is the unique one. Verifying this hypothesis, and identifying regimes where
a learned encoder helps (e.g., larger volumes or lighter quark masses), is left for future work.

5 Conclusion

We present an encoder—representation—decoder framework for training neural preconditioners for the
Wilson-Dirac operator. Trained with an unsupervised unrolled PCG residual objective, the encoder
takes the lattice gauge configuration as input and produces a representation that is used by the
decoder to construct matrix-free preconditioners. Across five encoder—decoder pairs with different
architectures, we show that the proposed framework reduces the number of PCG iterations required
for convergence and transfers zero-shot to a larger lattice size without additional training. Future
work will explore additional encoder—decoder architectures, investigate the learned preconditioners
through spectral analysis, and evaluate the framework at production-scale lattice sizes.
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A L-CNN Architecture and Variants

A.1 Changes to the Original L-CNN

A lattice gauge-equivariant CNN (L-CNN) [Favoni et al.,[2022]] builds gauge equivariance into the
architecture rather than learning it. It operates on a pair (U, W), where U = {U,(x) € SU(3)} are
link variables and W = {W,(x) € C3*3} are N, = N, channels of matrix-valued site variables.
The channels are initialized with untraced Wilson loops built from the links and refined by a stack
of gauge-equivariant blocks that parallel transport them between neighboring sites and take learned
products of them. These can form Wilson loops of arbitrary shape and size and make L-CNNs
universal approximators of gauge-equivariant functions on the lattice [[Favoni et al., [2022].

Our use of the L-CNN differs from the original in two respects:

1. The output is a gauge field, not a scalar. [Favoni et al.|[2022] terminate their networks with
a trace layer, producing scalars for each site that a conventional CNN then regresses onto a
physical observable. We do not use a trace layer, but instead terminate with their (proposed,
but unused) L-Exp layer,

0,(z) = exp (7 S B [Wela)] ah) U,(z), (A1)

where [ - | is the traceless anti-Hermitian part and the 3 1..c € R are learned. The exponent
lies in su(3), so U, (z) € SU(3) is guaranteed [Gallier, 2001, Theorem 14.4.2]. The whole
model is a gauge-equivariant map from SU(3) links to SU(3) links, with a single head
(N, = 1), so its representation is V' = {f]} and it is compatible with all of our decoders
(Appendix @) We initialize 3. ~ A(0,0.12), a small perturbation of the identity map
(Bu,c =0 Vu, creproduces U="0).

2. A gauge-equivariant normalization layer. We insert a per-channel RMS normalization

after each block,

We

Vmean, [We(@)[7 + ¢
where v, € R is a learnable scalar and || - || ¢ is the Frobenius norm. The Frobenius norm
is gauge invariant [Tomiya et al.| 2025, so rescaling by it preserves equivariance. This
stabilizes training and prevents the exploding activations caused by the repeated products
that build up the channels.

We

Ve (A2)

A2 Site-L-CNN

The site-L-CNN is identical to the L-CNN in Appendix except that it omits the L-Exp layer and
outputs the site variables from every layer. It has a single head (/V;, = 1), and its output representation
is

V ={W}={We(@)}sen, 1<c<n.,  Welz) € C**3, (A3)
where N, = N, - Ny is the number of channels per layer times the number of layers. These are the
site variables consumed by the CM-PTLN decoder (Appendix [B].
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Figure A.1: The L-CNN architecture used with added L-Exp and RMSnorm layers.

B Decoder construction
Here we go into more detail on some of the decoders we use.

Wilson Normal Operator (WNO). This parameter-free decoder uses P[V ("] = (DT D)[V (M)
(the Wilson normal operator) and

M=t =H(PVWO] .. PV = pyW]. Py ... plyOu].. ply@]. plv 1] (B.1)

which is HPD by construction. When using link variable representations U™ and N, = 1, this
recovers the decoder of |Sun et al.|[2026]).

Hopping Matrix Polynomial (HMP). We can write the Wilson-Dirac operator as D[V] = 1 —
k H[V], where H[V] is the hopping matrix [|Gattringer and Lang| 2009, Section 5.3.1] and & is the
hopping parameter. The Neumann series D[V|™" = > .-+’ H[V'}? then converges for x < 1/8
[Gattringer and Lang}, 2009, Eq. (5.58)], which our value of x = 0.155 falls outside of. This suggests
instead trying a learnable, truncated polynomial in the hopping matrix,

FV®) =Yy W HVOP, Ry, V0] = fy®) s ),
= (B.2)
¢n = {an;}j—o C R learnable,

using the same H operator as the WNO decoder (Eq. [B-I)), making the preconditioner HPD by
construction. We find best results with n = 1.

Parallel-Transport Linear Network (PTLN). The PTLN [Pfahler et al.,[2026] is built from two
layer types: a parallel transport layer (PT) applies a chain of single hops along a fixed (hardcoded)
path to each of its input fields, acting on the color indices, and a traditional linear layer (L) then
transforms the spinor indices; the linear layer weights are the only trainable parameters. Straying
from |Pfahler et al.[[2026], we construct the exact adjoint P(l by reversing the order of the layers,
conjugate-transposing each linear layer weight matrix, and reversing and flipping each parallel
transport path; we then use H(Ps[V]) = P,[V]TP[V], which is HPD by construction. Importantly,
we have the PT layers transport along the representation V' = Eg(U) rather than along the physical
links U.

Color-Mixing PTLN (CM-PTLN). This model replaces each PTLN linear layer weight S with
a sum of Kronecker products ) S, ® WC(NZ) (x), in which S, acts on the spinor indices as before

while the site-L-CNN’s final-layer output W, Ne) (x) acts on the color indices. This lets the linear
layers mix the three colors at a site, something the PTLN’s linear layers cannot do.

C Model hyperparameters and training details

C.1 Implementation

The framework is implemented in JAX with Equinox modules and Optax optimizers [Bradbury et al.|
2018, [Kidger and Garcia, 2021} [DeepMind et al., [2020]. All lattice operators (the Wilson-Dirac
operator D[U], the hopping matrix H [U], parallel transport, and the L-CNN layers) are written as
matrix-free matrix vector products, so no preconditioner is ever assembled. Boundary conditions are
periodic in the three spatial directions and antiperiodic in time. Training runs data-parallel on a single
node with eight Nvidia A100 GPUs.



C.2 Data

Gauge configurations are generated with the heatbath algorithm of Gaugefields. j1 [Nagai and
Tomiya, [2024] from the Wilson plaquette action [Wilsonl (1974, Gattringer and Lang| [2009]] at
B = 6.0, using independent Markov chains run in parallel, 100 thermalization sweeps per chain, and
10 sweeps discarded between saved configurations. The L = 8 ensemble is split 80/20 into training
and validation sets by a fixed random permutation. The L = 16 ensemble is generated by the same
procedure and is used only for zero-shot evaluation; no model sees L = 16 data during training. The
hopping parameter is £ = 0.155 for both training and evaluation.

C.3 Model Hyperparameters

The hyperparameters used for the encoders and decoders are listed in Tables[C.Tand [C.2] respectively.

Table C.1: Hyperparameters used for encoders.

Encoder Hyperparameters
Identity None (no parameters)
CNN 4 complex 4D convolutions, kernel 3%, hidden width 16, PReLU; 36 input and output

channels (4 directions X 3 x 3 color entries); a 3-layer shared backbone feeding 3
output heads, each producing its own U (®)
L-CNN 3 (L-Conv + L-Bilin) blocks, each with 8 channels, kernel size 2 (single hop); gauge-

equivariant RMS norm after each block (¢ = 107%); channels seeded with the 6
plaquettes and 4 Polyakov loops; L-Exp read-out with 3, .. initialized to A/ (0, 0.1%)

Site-L-CNN  Same as the L-CNN but without the L-Exp read-out

Table C.2: Hyperparameters used for decoders.

Decoder Hyperparameters

WNO (D' D)[V]; no parameters of its own

HMP We use a polynomial of degree n = 1, so two learnable real coefficients ag, a; per head
PTLN 3 PT layers with 25 paths each (the identity plus shifts of £1, 2, =4 in each of the 4

directions) giving 2 hidden linear blocks and layer widths 1 — 25 — 25 — 25 — 1;
each linear layer acts as a complex 4 x 4 matrix on the spinor indices; weights initialized
as A(0, (1073)2); a channel-0 residual skip follows every linear layer, including the
output layer

CM-PTLN N, = 8 in the color-mixing linear layer, matching the number of channels in the
site-L-CNN; otherwise identical to the PTLN

C4 Training

All five pairs are trained with the unrolled PCG objective of Eq. (@) with K = 20 steps. At every
optimizer step we draw 8 fresh complex Gaussian right-hand sides per gauge configuration, run K
steps of PCG, and average ||k ||/||b|| over right-hand sides and over the batch. No right-hand sides
are reused between epochs.

The validation loss is the same unrolled-PCG residual evaluated on the held-out split, computed once
per epoch. Training stops when it fails to improve on the best value by at least 1% for patience
consecutive epochs, and the checkpoint with the lowest validation loss is the one evaluated. The
epoch cap is never reached: every run early-stops within 20—60 epochs, or roughly 30 minutes to a
few hours of wall time.



Table C.3: Hyperparameters used for training.

Setting Value

Optimizer Adam

Peak learning rate 1073

Schedule Cosine decay over 10,000 steps
Batch size 32 gauge configurations (4 per GPU)

Unrolled PCG steps K 20
Right-hand sides per step 8
Early-stopping patience 10 epochs

C.5 Evaluation

Test-time solves use PCG on A = (D' D)[U] with b = D[U] 5 for complex Gaussian sources 7, run
in double precision to a relative residual tolerance of ||7||/||b|| < 10~8 with no iteration cap; every
solve reported in Table|l|converged. The encoder forward pass producing V' is run once per gauge
configuration and reused across all right-hand sides for that configuration.

C.6 Cost Comparison

To complement the iteration counts, we report floating-point operation counts (FLOPs) and wall-clock
times per application for the current PCG implementations. Table[C.4]reports the cost of applying
the normal operator A = D' D for unpreconditioned CG or the preconditioner for PCG. Table
reports setup FLOPs per gauge configuration. The neural methods use compiled JAX, whereas AMG
and an additional unpreconditioned CG control use C++/QUDA. Application times are medians for
both backends.

Table C.4: FLOPs and median wall-clock time per application in the PCG benchmark. For unprecon-
ditioned CG, application cost refers to A; otherwise, it refers to the preconditioner alone M ~ 1.

Method Backend GFLOPs Time (ms)
Unpreconditioned CG JAX 0.011207 0.7519
Unpreconditioned CG QUDA  0.011207 0.0391
AMG QUDA  0.277381 0.9429
Identity — PTLN JAX 4.446065 8.4520
L-CNN — PTLN JAX 4.446065 8.4457
Site-L-CNN — CM-PTLN JAX 21.366970  11.4374
CNN — HMP JAX 0.219955 2.8430
CNN — WNO JAX 0.217006 2.9436

The unpreconditioned controls illustrate the effect of implementation on wall-clock performance.
Applying the same normal operator requires 0.011207 GFLOPs in both backends, yet takes 0.7519
ms in JAX and 0.0391 ms in QUDA, a difference of approximately 19x. Within QUDA, applying the
current matrix-free AMG preconditioner requires 0.277381 GFLOPs and 0.9429 ms, substantially
more than an application of A. Our AMG implementation is adapted for use with PCG on the
normal equations, and this adaptation may introduce additional overhead. Meanwhile, the learned
preconditioners, not yet optimized for speed, have higher per-application costs than the normal
operator in JAX. These backend differences and implementation costs prevent a fair comparison of
the preconditioning methods’ computational efficiency in the current setup.

Despite these limitations, setup costs suggest a potential advantage of learned preconditioners when
solving systems across many gauge configurations. AMG requires approximately 483.3 GFLOPs
of setup per configuration, compared with 0-12.1 GFLOPs for the five neural methods. Setup is
performed once per configuration and reused across its right-hand sides, making lower setup costs
particularly relevant when relatively few right-hand sides are solved per configuration. As immediate
future work, we will compare optimized implementations using consistent timing statistics and
measurements of both setup and solve times to assess the resulting end-to-end performance.
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Table C.5: Setup FLOPs per gauge configuration for the PCG benchmark. Setup is performed once
for each new gauge configuration and reused across all right-hand sides on that configuration.

Method Backend Setup (GFLOPs)
Unpreconditioned CG JAX / QUDA 0
AMG QUDA 483.257319
Identity — PTLN JAX 0
L-CNN — PTLN JAX 12.116460
Site-L-CNN — CM-PTLN  JAX 3.665756
CNN — HMP JAX 1.474560
CNN — WNO JAX 1.474560

D Analysis of trained L-CNN

We find that during training of the L-CNN — PTLN model, extra gauge-equivariant capacity (the
L-CNN) added to the model (the PTLN) is discarded in favor of an effectively simpler architecture.
Although the L-CNN is not initialized to the identity mapping, it converges during training to
L-CNN(U) =~ U. We track this deviation from identity as

deviation(U) = mean U () UM(”J‘)HF.
e 10 (@)l

D.1)

IfU u(x) = Uy, (x) on average, then deviation ~ 0. From Figure we see that the L-CNN —
PTLN model becomes essentially equivalent to the simpler Identity — PTLN model.

° o °
= = ]
=) o =3

Deviation from Identity
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=)
G
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Figure D.1: Deviation from identity during training for an L-CNN encoder paired with a PTLN
decoder. The L-CNN converges close to the identity mapping, showing that extra gauge-equivariant
capacity is discarded in favor of a simpler architecture.

E The PTLN as a learned hopping expansion

In this section, we show that the PTLN [Pfahler et al.,[2026| has the same structure as the hopping
expansion of D[V]~! [Gattringer and Lang, 2009, Section 5.3.1].

Writing U, () for the link variables of V, we define the forward and backward hops along V' in
direction o € {1,...,4} as

(Typ ) (@) = Up(@) Yz + ), (T-p)(2) = Uplz — @) o(x — f), (E.1)

with U, (z) acting on the color indices of the quark field ¢ and the antiperiodic temporal boundary
condition absorbed into the links. The parallel transport along a path p = (py,...,p,) of hops
p; € {£1,...,£4}isthen T, = T}, - -- T}, [Gattringer and Lang} [2009] Eq. (5.61)], and we have
T,T, = T,, for concatenated paths.
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A PTLN alternates N PT layers with N 4 1 linear layers. We write linear layer % as a block matrix
S®) | where SZSZ) € C**4 is the weight from channel a to channel b; PT layer k, which transports each

of its channels a along a path pgk), we write as the diagonal matrix Tk = diag (pr) , Tpm, ... )
1 2

Note that S(© is a column of blocks and S() is a row of blocks since the PTLN maps a single field
to a single field. The PTLN is then the product

P[V] = S 7)) gIN=1) p(N=1) ___ g() (1) §(0), (E2)

The weights act only on the spinor indices and are identical at every site, and the transporters leave the
spinor indices untouched, so S T}, = T}, S for every weight .S and path p. Multiplying out Eq. (E2)

gives one term per channel route @ = (aq,...,ay), and commuting the weights to the left and
concatenating the transports in each term gives
P¢[V] = Z Sa Tq(a) [V]7 (E.3)
a

where S, = S((LJJX) e 5511211 S((l?) is the product of weights along the route and ¢(a) = pg]x) e pflll)

is its composite path. Distinct routes can produce the same composite path; e.g., if the PT layers
contain the empty path (no hop), a path can be selected in any one of the layers with the empty path
in the others. Grouping these terms yields

Py[VI=> S, Ty[V],  Sq= > Sa, (E.4)
qeQ a: q(a)=q
where Q = {¢(a)} is the set of all composite paths. Importantly, this decomposition holds for any
choice of weights, including those at initialization.
The hopping matrix
4
HIV] =3 [(1 =) T+ (14 7,) T
p=1
[Gattringer and Lang| [2009, Eq. (5.56)] is itself a sum of single hops with fixed spinor weights (the

Euclidean gamma matrices +y,,). Labeling the eight hops by h € {£1, ..., +4}, we write it compactly
as

H[V] = ZS{;’ T, SE, =1F7,. (E.5)
h
The spinor weights S} commute with the transports by the same argument as for the PTLN, so
expanding the j-th power gives one term per sequence of hops ¢ = (h1, ..., h;),
HVY = Y SET,, - ST, [Gattringer and Lang, 2009, Eq. (5.60)]
hl,...,h]‘
=Y sfrT,v), SF=si...sf, (E.6)
lal=y
where |g| is the number of hops in ¢. Each path ¢ appears in exactly one power, j = |q|, so for

k < 1/8 the Neumann series becomes a single sum over all paths,

DIVt = Z K H[V) [Gattringer and Lang} 2009} Eq. (5.58)]
j=0
=> sl siT,v]. (E.7)
q

Comparing Egs. (E4) and (E.7), the hopping expansion sums over all paths with fixed weights
m"”S’f , while the PTLN sums over the restricted set Q with learned weights S;. Since we use
k = 0.155 > 1/8, the Neumann series may not converge, and the PTLN effectively replaces the
standard coefficients with learned ones while retaining the path structure. Since the adjoint of a
transport is the transport along the reversed path, the adjoint of a path sum is again a path sum,
and multiplying two path sums, commuting the spinor weights to the left as before, yields a sum

12



over concatenated paths; therefore, the same correspondence holds between our HPD preconditioner
M=t = P,[V]TP4[V] and its target (DTD)[U]~! = D[U]~Y(D[U]~1)". In addition, because the
weights act only on spinor indices, all color information in M ~! comes from the transports T, [V],

and hence from the representation V' produced by the encoder. With the identity encoder, U = U,
and these are the same transports that appear in the hopping expansion of (DT D)[U] 1.
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