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Abstract

Extraordinary materials have properties beyond the range of typical training
datasets, so discovering them requires predictors that can extrapolate past the
labels they were trained on. Here, we test whether the representations learned
by machine learning interatomic potentials (MLIPs) support this out-of-support
(OOS) prediction. On seven crystal properties, we hold out the largest 5% of labels
and compare a pretrained MLIP, probed or finetuned, against training from scratch
and against two classical descriptors under the same predictor. Physics-based
descriptors are the conventional choice for extrapolation and led earlier tests, yet
we find that MLIP embeddings lead on OOS error on every task. Probed, they
correctly identify a median 55% of the held-out materials, against 8% from scratch
and 23% for the better descriptor, and their error falls faster with data. Finetuning
aligns the property along the first principal component of the embeddings, and the
pretraining prior extends that axis only a finite distance past the training range:
within it the held-out materials stay ordered, beyond it they scatter into the training
mass.

1 Introduction

Much of materials science is a search for extraordinary materials whose properties take extreme
values [1].

High-throughput screening and AI-guided generative design both rely on learned property predictors
to identify promising candidates [2–6]. The extraordinary candidates often lie outside the label range
these predictors were trained on, so discovery depends on the ability to predict beyond it. Labels are
also scarce, since each requires an expensive density-functional theory calculation or experimental
measurement.

Pretraining is the standard answer to label scarcity, and in molecular property prediction representa-
tions learned from large unlabeled corpora already lead the MoleculeNet benchmarks [7, 8]. Inorganic
crystals now have pretraining at a comparable scale: machine learning interatomic potentials (MLIPs,
or foundation potentials) learn energies and forces from hundreds of millions of density-functional
calculations spanning the periodic table [9, 10].

In our setting, the test labels are proxies for extraordinary materials, as these properties lie above
the support of the training labels. Regressing these is a task we call out-of-support (OOS) predic-
tion [11, 12]. We compare MLIP embeddings on seven crystal properties, by probing raw embeddings
or finetuning, against training from scratch and classical descriptors, and find that the MLIP represen-
tation extrapolates best and is the most label-efficient. We then analyze the representations via PCA
and ask whether transductive OOS methods, previously successful on composition descriptors [12],
still help on the MLIP embeddings.
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Related work. The learned representations of MLIPs also transfer to different properties [13–16],
but those results use random splits [17] or hold out compositions inside the training label range [18].
A study of molecular and crystal property prediction on out-of-support labels shows that most of
the pretraining gain in error vanishes out of distribution [19]. Beyond that range the evidence is
ambiguous: scaling training labels is marginal or even adverse out of distribution [20], and linear
models on physics-based descriptors perform best where a target range of molecular properties is
held out [21].

2 Method

Task. We adopt the extrapolation setup of Segal et al. [12]. Each dataset D = {(xi, yi)} pairs
structures xi with scalar property labels yi, and a task splits it by the label: the largest 5% of property
values (y larger than threshold τ ) form the OOS test set Doos

test (Fig. 1b). The remainder divides into
a training set Dtr (90% of the dataset) and two disjoint hold-outs of 2.5% each, Did

val for model
selection and Did

test for in-distribution (ID) evaluation. We measure each task’s extrapolation distance
as the gap between the mean OOS and ID test labels, in units of the training labels’ mean absolute
deviation (MAD, App. A.1).

Data. We use seven property datasets, chosen to maximize target diversity. Band gap, bulk modulus,
refractive index, and phonon peak come from Matbench [22]. The other three are Debye temperature
from AFLOW [2, 23], thermal conductivity from the Phonix database [24], and critical temperature
from the superconductor set of Cerqueira et al. [25] (thresholds and label distributions for all seven in
App. A.1).

Model and training methods. An MLIP model composes a backbone fθ : x 7→ {hi}, which maps
a structure to one embedding per atom, with a predictor rψ : {hi} 7→ ŷ, a shallow MLP around
a mean pool over atoms that reads out the property (App. A.5). We use Orb-v3 (direct-inf) [26],
pretrained on energies, forces, and stresses from the MPtrj and Alexandria datasets, and take {hi}
from its final message-passing layer (App. A.3 and A.5). Training from scratch randomly initializes θ
and ψ. The two transfer methods start from the pretrained backbone, where finetuning trains both end
to end and probing freezes θ and trains ψ alone on the raw embeddings (App. Fig. 4). The MLIP’s
pretraining corpus holds almost every crystal we score but none of our property labels, so only the
label lies outside its support (App. A.2).

Descriptor baselines. We compare against two classical structure-based descriptors, the conven-
tional route to extrapolation, from opposite ends of the design space. The smooth overlap of atomic
positions (SOAP) [27] expands the local atomic density and carries geometry alone, while classical
force-field inspired descriptors (CFID) [28] form a fixed global vector that carries chemistry as well.
A fixed descriptor cannot be finetuned, so each is followed with a predictor matched in depth and
width to the MLIP probe’s readout (App. A.4 and A.5).

Training and metrics. All models are trained with an L1 loss using Adam with a warmup-cosine
schedule, fixed training budgets, and three seeds per reported configuration. The learning rate is
the only swept hyperparameter, selected on Did

val. We report MAE in each task’s label units on both
test sets, and OOS recovery, the share of the OOS test set predicted above τ . Metric definitions,
learning-rate grids, budgets, and checkpoint selection are given in Appendices A.7 and A.8. Every
swept choice is selected in distribution, which against an OOS oracle [29] raises median OOS error
by 1.7% but lowers recovery by up to 42 percentage points on single tasks (App. C.4).

3 Results

3.1 Extrapolation and OOS recovery

At the full training set the MLIP probe recovers a median 55% of the OOS set, against 37% finetuned
and 8% from scratch (Fig. 1a). Probed with the same readout, raw MLIP embeddings recover
more of the OOS set than either classical descriptor on six of the seven tasks, at 2.4× the better
descriptor’s median. Phonon peak is the exception, where SOAP recovers slightly more while making
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Figure 1: Pretrained MLIP embeddings recover more of the OOS set than any baseline, and their
error falls faster with data. a, OOS recovery at the full training set, tasks ordered by extrapolation
distance. b, the label split on band gap, largest 5% held out. c–d, OOS MAE against training-set size
for the three GNN training methods, with the label saving marked. e–f, the same for the three probed
representations, with power-law fits and their exponents b. Error bars: ±1 s.e., Wilson in a.

2.2× the embeddings’ OOS error, so SOAP crosses τ by overprediction (App. B.1). The MLIP
probe’s false-positive rate on Did

test is a median 0.4% (max 3.2%), so its recovery does not come from
overprediction (precision at 5% prevalence in App. Table 4).

Which transfer method leads depends on the extrapolation distance (Section 2). Past an extrapolation
distance of about 6 MAD the probe recovers 2.8× to 5.8× what finetuning does, while below it
neither method leads consistently (the same threshold divides the tasks on OOS error). On the
long-tailed tasks finetuning fits the bulk of the training labels and mis-orders the OOS set, whereas
probing keeps the ordering the prior induces (Section 3.2).

Pretraining lowers OOS error and the label cost. Both transfer methods beat training from
scratch on every task, the better of the two cutting OOS error by 33% at the median (Fig. 1c–d,
App. Table 5; also in distribution, App. B.1). The advantage holds from a few tens of labels to the
full training set, and the gain is largest on band gap (67%), which has no direct link to the pretraining
objective. Finetuning reaches the best from-scratch OOS error with 3.3× fewer labels, 318× on band
gap (App. B.2), and the probe leads or matches finetuning up to a hundred labels on every task.

Raw MLIP embeddings beat both descriptors, and scale better. Among the three probed
representations, the MLIP embeddings beat both descriptors on OOS error on every task at the full
training set (Fig. 1e–f), by 35% at the median against the more accurate descriptor and by as much as
64% on band gap (App. Table 5; in distribution by 38% at the median, App. B.1). That lead holds at
every predictor size (App. C.5). The MLIP embeddings also lead at every smaller training-set size N ,
and their probed error falls faster with N , on every task and test set (App. B.2), so they hold more
extractable information than a fixed descriptor.
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Figure 2: In the raw MLIP embeddings the property varies along the first principal component, more
than in either descriptor, and finetuning aligns it almost fully with that component. PCA fitted on the
training set, test points colored by label. e, j, the boxed region of the finetuned panel, OOS set alone.

3.2 Embedding space geometry

We map every representation by PCA, fitted on the training set, and measure how well its first
principal component orders the materials by the property (Fig. 2; all tasks in App. B.3). In the raw
MLIP embeddings the property already varies along the first principal component (Fig. 2c, h). Its
rank correlation with the label on Did

test is 0.54 at the median, against 0.22 on CFID and 0.20 on
SOAP, so the pretraining objective alone induces an ordering by the property. Finetuning aligns the
property with that component almost completely, above 0.90 on every task (Fig. 2d, i)—an expected
consequence of supervised training, which collapses features onto the direction of the label [30, 31].
The alignment is nearly affine, with a linear probe reaching 6.9× lower ID error than the best constant
predictor at the median, against at most 3.3× on the other representations (App. B.4). Finetuning’s
two-layer readout removes only 8% of the ID error beyond that linear map, so the ordering along that
component is nearly the ordering of the predictions.

Under finetuning no supervision signal reaches the OOS set, so where it lies along that component is
set by the prior (from scratch, the same labels order the OOS set far less, App. B.3). The reach of the
prior past the training range appears finite. On three of the four tasks with the smallest extrapolation
distance the OOS set is compact and well ordered at the far end of that component, most visible on
band gap (Fig. 2e), with the gradient continuing past the training range. On the long-tailed tasks the
ordering reverses, and on critical temperature the highest labels scatter into the training mass (Fig. 2j).
The parity plots show the same limit in the predicted values, which past that distance fall inside the
training range (App. B.1).

Finetuning absorbs the geometry transduction exploits. Segal et al. [12] reported OOS gains
from bilinear transduction (BLT) [11], which predicts a query material from a training material, the
anchor, and the difference between their embeddings. The anchor is chosen so that this difference
stays within the range seen in training (App. A.6). The error reduction they found on composition
descriptors reproduces here with structures as input (tables in App. B.4). On both descriptors and on
the raw MLIP embeddings, swapping the MLP predictor for BLT lowers median OOS error by 4% to
6%, usually at some cost in ID error, as in their setting. The gain, however, is uneven across tasks and
does not extend to screening, where recovery rises only on CFID and falls on SOAP and on the raw
embeddings.

Yet on the finetuned embeddings the swap moves median OOS error by under 1% and BLT reduces
to the MLP it replaced (App. B.4). With an affine label the anchor’s contribution cancels against
that of the difference, so the prediction can be read off the query alone (Proposition 1, App. B.4).
Additionally, the anchor cannot correct an OOS structure the backbone has misplaced, since BLT
and the MLP read the same embedding. Finetuning therefore absorbs the geometry that transduction
exploits, and the argument extends to any transductive predictor of that form.
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4 Conclusion

Across seven properties, pretrained MLIP embeddings outperform the two classical descriptors we test
and training from scratch in OOS prediction and label efficiency, inverting prevailing intuition [21].
With matched nonlinear predictors, their advantage over descriptors isolates the learned representation
as the source of improved extrapolation. Pretrained MLIP embeddings are therefore the representation
to start from for OOS property prediction.

One limitation is the property labels, which come from density-functional calculations, least reliable
at the extremes of the property range [24, 25]. We keep those entries, since removing them would edit
exactly the OOS set under test (App. A.1). The other is the pretraining corpus, which holds almost
every test crystal, though not its label. Four of the seven properties derive from higher derivatives of
the energy the MLIP learns and are thus related to its pretraining objective. The largest pretraining
gain is nevertheless on band gap, which requires electronic information a potential does not provide.
It is also the one property with a test set that a pretraining corpus verifiably excludes, and there we
show that an MLIP pretrained on that corpus keeps the advantage (App. C.1). The advantage also
holds when four further backbones replace Orb-v3 and when two published crystal GNNs replace the
from-scratch model (App. C.2 and C.3). As foundation potentials improve, the label efficiency and
OOS recovery we report are likely a lower bound for this setup.
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A Method details

A.1 Datasets

The seven tasks draw on public datasets of computed properties, chosen to spread the target across
electronic, mechanical, vibrational, optical, and superconducting behavior (Table 1 and Fig. 3).
They differ in size and in label distribution, so the extrapolation distance defined below orders them
throughout the paper.

Units and filters. Bulk modulus, Debye temperature, and thermal conductivity are modeled and
reported in log units, base 10 everywhere in this paper. Matbench ships the bulk moduli in this
form, and the logarithm on the other two follows Kauwe et al. [1] and Segal et al. [12]. We filter
the thermal-conductivity set on the database’s own convergence diagnostics, dropping structures
with imaginary phonon modes or badly fit third-order force constants, as its authors do [24]. The
critical-temperature set is restricted by its authors to non-magnetic metals with at most eight atoms
per cell, and we apply no further filter [25].

Label reliability. Two of our source papers report the limitation of Section 4 directly, with the
thermal-conductivity database reporting unconverged solutions of the transport equation at its highest
values [24] and the critical-temperature database reporting soft-mode false positives among its
outliers [25]. A random split scatters such entries into training, whereas the largest-5% label split
concentrates them in the set being scored. Beyond the thermal-conductivity filter above we apply no
exclusions, since a further filter would edit exactly the OOS set under test.

Tail statistics. Write Ytr, Y id
test, and Y oos

test for the labels of the training set, the ID test set, and the
OOS test set. The extrapolation distance (Section 2) is the gap between the mean labels of the two
test sets,

doos =
mean(Y oos

test)−mean(Y id
test)

MAD(Ytr)
,

in units of the training labels’ MAD, their mean absolute deviation around the median (defined with
the metrics in App. A.8). The same order follows from the training labels alone, as the gap from their
95th percentile to their maximum in the same unit, so the order is known before any OOS evaluation.

A.2 Pretraining overlap

The backbone we use, Orb-v3 (direct-inf-mpa), is pretrained on MPtrj [32] and Alexandria [33],
which together form the MPA corpus of 4.6M relaxed structures, one per material. Corpora of this
size are built to cover the known inorganic crystals, so overlap with any downstream property dataset
is expected. Essentially every structure in the seven property datasets has been seen, in the training
set and in both test sets alike (Table 2, counting the structures the corpus does not hold).

Criterion and calibration. Every structure is matched against every corpus entry of its composition
with pymatgen’s structure matcher [34] at its defaults, and counts as seen if any matches. Calibrated
in both directions, the defaults match 99.5% of the 6,538 thermal-conductivity structures that carry
Materials Project identifiers, and falsely match 4.9% of pairs known to be distinct materials of one
composition. The net effect slightly overstates exposure, which is the conservative direction here.
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Table 1: The seven tasks, ordered by extrapolation distance. Each |D| column gives a set size, and
the ID validation and test sets, equal in size, share one column. The threshold τ is in the task’s unit,
and the extrapolation distance doos is defined above. Where the short names drop a qualifier, the full
names are Voigt–Reuss–Hill bulk modulus, lattice thermal conductivity, superconducting critical
temperature, and last phonon-DOS peak.

Task Source |Dtr| |Did
val,test| |Doos

test| Unit τ doos

Bulk modulus Matbench [22] 9,889 275 549 log GPa 2.4 2.2
Debye temperature AFLOW [2, 23] 5,087 141 283 log K 2.9 3.5
Thermal conductivity Phonix [24] 6,066 169 337 log W/mK 1.5 4.0
Band gap Matbench [22] 95,501 2,653 5,306 eV 4.5 4.4
Phonon peak Matbench [22] 1,139 31 63 cm−1 1400 7.3
Critical temperature Cerqueira et al. [25] 7,425 206 412 K 11 7.8
Refractive index Matbench [22] 4,288 119 238 — 4.4 11.0
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Figure 3: Label distributions of the seven tasks in report units, as per-task counts on a linear axis (top)
and on one shared logarithmic axis (bottom), with the threshold τ drawn. The refractive-index view
(g) is capped at a refractive index of 25, matching the parity plots (App. B.1), and 9 structures lie
above it.

Scope. As far as we are aware, no large dataset with diverse property labels has measured exclusion
from a pretraining corpus, so Appendix C.1 tests structure novelty on band gap alone, on a pool the
OMat24 corpus verifiably excludes.

Table 2: Share of structures not found in the pretraining corpus in each set, with the unseen count in
parentheses. Tasks in extrapolation-distance order and set sizes as in Table 1.

Task Dtr Did
test Doos

test

Bulk modulus <1% (1) 0% (0) 0% (0)
Debye temperature <1% (16) <1% (1) <1% (1)
Thermal conductivity <1% (28) <1% (1) 1% (5)
Band gap <1% (433) <1% (6) <1% (50)
Phonon peak 0% (0) 0% (0) 0% (0)
Critical temperature <1% (10) 0% (0) 0% (0)
Refractive index <1% (2) 0% (0) 0% (0)
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Figure 4: a, A structure enters the Orb-v3 backbone, whose native energy, force, and stress heads
are dropped, and the per-atom embeddings feed a readout of an MLP per atom, a mean pool, and
an MLP to the scalar property. A descriptor takes the lower path to a predictor whose size matches
the whole readout. b, Finetuning trains backbone and readout, probing freezes the backbone, and
from-scratch training runs the same architecture from random initialization.

A.3 MLIP backbone

An MLIP predicts a structure’s energy, the force on each atom, and the cell stress. A conservative
model obtains the forces and the stress by differentiating its energy, while a direct model emits all
three from heads of its own. The backbone builds a graph over the atoms of a structure x, one node
per atom with edges to every neighbor within a cutoff radius, and a stack of message-passing layers
updates each node’s embedding at constant width. We drop the native heads and keep the final layer’s
embeddings, fθ(x) = {hi}, as the representation a readout pools (Fig. 4).

Orb-v3 is a graph network simulator [35] with 24M parameters, released in a conservative and a direct
variant. We take the direct checkpoint orb-v3-direct-inf-mpa-20250404, whose architecture
the Orb papers give in full [26, 36]. Five message-passing layers act on a graph with a 6 Å cutoff,
and each edge carries the distance and relative direction between its endpoints in a fixed basis
expansion. The architecture is not rotation-equivariant, so its rotational invariance is learned and
approximate. The final layer emits one embedding per atom, with each hi ∈ R256. Orb-v3 is
pretrained in two phases, a self-supervised denoising stage and then supervised training on MPtrj [32]
and Alexandria [33], with the direct force and stress predictions distilled from the conservative
variant.

A.4 Descriptor construction

SOAP. SOAP describes each atom by the density of its neighbors within a cutoff, expanded in a
radial and an angular basis, and its power spectrum makes that expansion invariant to rotation. We
compute SOAP with DScribe [37] at its canonical example configuration (nmax = 8 radial basis
functions, angular frequency limit lmax = 6, and a 6 Å cutoff). The full multi-species power spectrum
grows quadratically with the number of species [38], to about two million components per atom over
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94 elements, so the species dimension must be compressed. DScribe’s built-in µ2 compression [38]
sums the per-species neighbor densities into one total density before the power spectrum is formed,
which cuts the vector to 252 dimensions and drops the identity of the neighbors. Per-atom vectors are
then averaged within each element type and concatenated over the fixed 94-element basis, so a block
position carries the central atom’s species and a structure becomes one 23k-dimensional vector.

CFID. We use matminer’s implementation of the JARVIS descriptor with all seven blocks on [28,
39]. The result is a 1,557-dimensional global vector whose largest block is 438 element-property
statistics and whose remainder holds charge, radial, angular, dihedral, nearest-neighbor, and cell
features. It therefore carries chemistry as well as geometry, whereas SOAP carries geometry alone.

Dimensionality reduction. In a hand-crafted descriptor the magnitude of a component is set by the
formula that produces it, so the magnitude says nothing about how informative that component is.
We standardize each descriptor component of nonzero training variance first and only then project
onto the leading principal components without whitening, both fitted on the training samples alone
and applied to every set. In contrast, a learned embedding fits the magnitude of each coordinate
to data, so its variance already reflects how much information that coordinate holds, and the MLIP
embeddings enter their readouts raw.

The reduction truncates SOAP alone, from 23,688 components to 1,024 (on band gap the stan-
dardized spectrum reaches 95% of its variance in about 700 components and 99% in about 1,400).
CFID is small enough to go untruncated, so its reduction amounts to standardizing the components
with nonzero training variance. In the learning curves every training-set size reuses the same stan-
dardization and projection, fitted on the full training set, so the sizes vary the number of labels
alone.

A.5 Readouts and predictors

A predictor maps a representation to the scalar property, and every method in this paper uses one of
the same form. What differs between them follows from the representation, since an MLIP emits one
embedding per atom and the predictor must reduce that set to a single vector, while a descriptor emits
such a vector already. The shared form is

rψ = rmat ◦
⊕

◦ ratom, (1)

with ratom an MLP applied to each atom,
⊕

an aggregation, or pool, over the atoms, and rmat an
MLP on the aggregate. Our targets are all intensive, so

⊕
is an unweighted mean throughout, which

is the one place the property’s physics constrains the predictor. We write Z =
⊕

i r
atom(hi) for the

per-material embedding the pool emits. All MLPs use SiLU activations and no normalization.

MLIP readouts and descriptor predictors. On an MLIP the input is the set {hi} and the composed
map, which the MLIP literature calls a readout, is trained as one. Here, the probe gives each of ratom
and rmat two 256-wide layers (1.1% of the backbone), while finetuning and from-scratch training
drop ratom, since everything before Z can adapt, so their Z is the mean of {hi} itself and their rmat

has two layers. A descriptor’s predictor is an rmat alone (App. A.4), four layers at width 256 with the
last emitting the scalar. Two further predictors replace rmat on Z, the linear probe (App. A.7) and
bilinear transduction (App. A.6). The three probes therefore share depth and width, so a comparison
between them holds the predictor fixed and varies the representation alone, and the predictor capacity
ablation brackets every representation with the same four sizes (App. C.5).

Pool position. We ablate the position of the mean pool, moving it through the four-layer stack at a
fixed parameter count, on every task at the full training set and on band gap at all eight training-set
sizes. No OOS metric moves, and the reported two-and-two split is as often ahead of the other
positions as behind.

Why an MLP. We use an MLP as the predictor because the common alternatives in materials
property prediction do not extrapolate. Tree ensembles predict an average of training labels [40, 41],
so no prediction leaves the training range, and prior-data fitted models such as TabPFN [42–44] place
almost all of their mass inside it. Neither can flag a structure past τ , so neither recovers the OOS set
whatever representation it reads.
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A.6 Bilinear transduction

Bilinear transduction (BLT) [11] was developed for inputs that leave the training support, and Segal
et al. [12] applied it to label extrapolation, which is the setting here.

Formulation. The predictor is a bilinear form on two MLP trunks u and v, one reading the
difference between query and anchor embeddings and one the anchor,

ŷj = ⟨u(Zj − Zi), v(Zi)⟩, (2)

trained on pairs (i, j) of training structures ordered by label, anchor i below query j, so that the
difference points toward the large-value tail. At inference the anchor is not given, and it is chosen so
that the difference stays inside the training support,

a(Z) = argmin
i∈Dtr

min
δ∈∆

∥(Z − Zi)− δ∥2, (3)

where ∆ is a reference set of differences sampled between the candidate anchors and oriented by label
as the training pairs are. Eq. 2 is then evaluated at (Z − Za(Z), Za(Z)), following the full treatment
of Netanyahu et al. [11]. Any predictor on such a pair is a transductive predictor in their sense, and
BLT is the instance whose map is bilinear. Here each trunk is an rmat, two 256-wide layers on the
pooled Z, and the form has rank 32 (148k parameters).

Baseline. The matched baseline is an instance of rmat of the same shape, two 256-wide layers on
Z (66k parameters), and on the finetuned embeddings it is already the reported readout. The raw
MLIP embeddings and both descriptors are reported with larger predictors, but BLT acts on Z alone,
so both sides of those comparisons take this smaller one instead (App. C.5). Each side selects its
own learning rate under the rule of Appendix A.7, and every run is at the seven tasks and the full
training-set size of the main results.

Implementation. Following Segal et al. [12], the predictor outputs the query’s label directly rather
than a residual on the anchor’s, and it uses the single nearest anchor instead of an average over the
admissible ones. We draw both anchor and reference sets at random once, 1,024 anchors from the
training set and 4,096 differences between them. Larger sets, up to the whole training set as anchors
and sixteen times as many references, gave no gain on validation error. Both test sets are queried
against the same anchor and reference sets, drawn from training structures alone.

A.7 Training and model selection

Training setup. The three GNN training methods and the descriptor probes share one training setup
(Table 3), and the linear probes are described below. Batch size 64 is the largest that fits GPU memory
when the backbone trains, probes run at 512 with no such limit, and the batch drops to N wherever
the training set is smaller. The step targets are set so that every configuration converges inside its
budget. Every evaluation reads the EMA-averaged weights, and each run keeps the checkpoint with
the lowest MAE on Did

val. Weight decay is zero throughout, with that checkpoint selection supplying
the regularization in its place, following Orb’s own training [36] and the usual practice for probes on
a frozen backbone [15, 19, 43].

Seeds and subsampling. A seed sets the parameter initialization and the training subsample, and
each subsample comes from the full training set alone, as the first N of a seeded permutation, so the
subsamples of one seed are nested, every size a subset of the next.

Learning rate. For every model but the linear probes the learning rate is the only swept hyperpa-
rameter. Four points are run per task and method at the first seed, and the lowest MAE on Did

val is
selected. The sweep runs at the full training set, and the selected rate is held fixed for the reduced-N
runs of the learning curves. Probing and finetuning share the grid {10−4, 3×10−4, 10−3, 3×10−3},
and from-scratch training uses {3×10−5, 10−4, 3×10−4, 10−3}, one step lower because there the
backbone trains at the readout’s rate. Where the selected rate falls on an edge of the grid, the grid is
extended by one point past it. Predictors introduced elsewhere in the appendix follow the same grids
and rule. The learning rate, the stopping point within a run, and the ridge penalty of the linear probes
described below are all selected on Did

val. Appendix C.4 compares those picks against the ones an
OOS oracle would make.
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Table 3: The training setup, shared settings above the rule and per-method settings below. The probe
column also covers the descriptor probes. A run converts its step target to epochs at its batch size and
clamps the result to the epoch range.

Scratch Finetune Probe

Loss L1
Optimizer Adam
Schedule cosine, warmup over 5% of epochs, anneal to 1% of peak
Gradient clipping global norm 10
Weight averaging EMA over a window of 5% of the steps
Seeds 3

Step target 20,000 20,000 100,000
Epoch clamp 150–3,000 150–3,000 100–8,000
Batch size 64 64 512
Backbone learning rate equal to the readout’s 0.05× the readout’s frozen

Linear probes. As the linear probe we use a ridge-penalized Huber regression with an unpenalized
intercept, fitted with scikit-learn’s HuberRegressor [45], with the features standardized and the
target centered on the training samples. The penalty λ is the only swept quantity, taken from one
shared grid of 16 points a decade apart from 10−5 to 1010 and selected on the MAE of Did

val, which is
held at full size at every training-set size. The grid reaches 1010 because the descriptor fits run with
more components than training samples at the small training sets, where the strong-penalty endpoint
(the intercept-only fit predicting the training mean) is the right limit.

A.8 Metrics and confidence intervals

We report MAE in each task’s report unit (Table 1). MAD:MAE condenses the error into one metric
where higher is better [46]. It divides the spread of the test labels, their mean absolute deviation
around the median mean |y − median(y)|, by the model’s MAE, so 1 matches the best constant
predictor under the L1 loss.

On the OOS set the median lies above every training label, so far smaller MAD:MAE values are
expected there. The two test sets are therefore not comparable on any metric, and every comparison
the paper draws is between methods within one test set. We center the constant on the median, the
optimum under L1, where ALIGNN [46] uses the mean.

Screening. A screen is run to find the extraordinary materials, so the metric of interest is the share
of them a model recovers, as in Kauwe et al. [1] and Segal et al. [12]. OOS recovery, the screen’s
true-positive rate (TPR), measures it as the share of Doos

test whose prediction clears the threshold τ .
The false-positive rate (FPR), the share of Did

test predicted above that same τ , rules out a model that
gains recovery by predicting everything higher. Spearman ρ measures how well a method ranks the
set it scores.

Confidence intervals. The interval on every scalar is ±1 standard error (Wilson for the two rates,
below) and combines the training randomness, measured across the three seeds, with the sampling
uncertainty of the finite test set. Both terms come from the standard two-way random-effects
decomposition of the per-sample score matrix, estimated by method of moments, following the
variance accounting of Bouthillier et al. [47],

Var(m̄) = σ2
seed/S + σ2

sample/n+ σ2
resid/(nS),

with m̄ the reported mean score over S seeds and n test samples, σ2
seed the variance of the shift a seed

applies across all samples, σ2
sample that of the per-sample difficulty shared by every seed, and σ2

resid

their interaction. MAE enters the decomposition directly, while MAD:MAE and ρ are nonlinear in
the samples, so their sample term is a bootstrap with one shared draw per replicate and the MAD
recomputed inside it. For the two rate metrics the variance is converted to an effective sample size
neff = m̄(1− m̄)/Var(m̄) and the interval is Wilson at neff , which stays correct at a measured zero.
The precision at 5% prevalence derived in Appendix B.1 has no estimator of its own, and the two
rates’ Wilson edges propagate through its formula.
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Two methods on one task share their test samples and seeds, so their contrasts are paired and
overlapping intervals are conservative for a difference. One table reports such a difference as its
entry and pairs its interval accordingly (Table 7). Every other interval in the paper is marginal, so no
difference between two methods’ rates is tested. The linear probes are deterministic and have no seed
term.

B Complete results

B.1 Results at the full training set

Three tables report every method at the full training-set size: the screening rates and the precision
they imply (Table 4), the MAE on both test sets (Table 5), and the Spearman ρ between prediction
and label (Table 6).

In distribution. Finetuning has the lowest ID error of the five methods on every task, and the
MLIP embeddings lead both descriptors on every task (Table 5). The best transfer method cuts the
from-scratch ID error by 37% at the median, and the MLIP embeddings cut the better descriptor’s by
38%.

Precision at deployment prevalence. Recovery is a screen’s true-positive rate (TPR), and its
false-positive rate (FPR) is measured on the ID test set (App. A.8). At a prevalence π of extraordinary
materials in a candidate pool, the two rates fix the precision:

precision(π) =
TPR · π

TPR · π + FPR · (1− π)
.

Our two test sets together hold two extraordinary structures per ordinary one, so a precision read off
them describes that prevalence alone. The label split of Section 2 defines extraordinary as the largest
5% by label, so we evaluate the precision at π = 5% (Table 4, third block).

At this deployment prevalence the MLIP probe has a precision interval above 0.5 on five of the seven
tasks, with lower edges of 0.63 to 0.90.

Parity plots. The predictions themselves are in the parity grids (Fig. 5), with the label threshold τ
ruled on both axes so the four quadrants are the confusion matrix of a screen at τ .

OOS predictions compress toward the training range, so the OOS errors of Table 5 are mostly a
failure to reach the OOS label range. The exception is SOAP on phonon peak, as in Section 3.1,
whose highest recovery in Table 4 comes from overprediction. The compression sets in at a reach past
the training range that varies by task and method. Under finetuning or probing the predictions follow
the label for a stretch past τ and then level off, furthest on band gap and Debye temperature, where
the finetuned predictions track the label at a slope below one, and, probed, on critical temperature.
Beyond that reach the OOS structures are predicted at or below τ . Training from scratch levels off at
τ on every task, as do the descriptor probes on band gap, thermal conductivity, critical temperature,
and refractive index. Section 3.2 reads the same limit off the embeddings.

B.2 Learning curves

The learning curves measure every method at training-set sizes from 10 labels to the full training
set (App. A.7). Every curve is fitted as a power law MAE ∝ N b, one least-squares line through the
three seeds’ points in log-log space over the whole measured range. The predictor is the reported one
at every size, whereas an asymptotic scaling law would resize it to each training-set size, so b is an
effective exponent over the range measured.

GNN training methods. On the seven-task learning curves behind the main-text pair (Fig. 6,
extending Fig. 1c–d) the ordering of Section 3.1 holds along the learning curves, a transfer method
leading from-scratch training at every size beyond a few tens of labels on both test sets. Finetuning
takes its ID lead over the probe within a few hundred labels on every task. On the OOS set the
division of the tasks by extrapolation distance repeats, with finetuning overtaking the probe at one to
three thousand labels on three of the four short-tailed tasks, while the probe leads the three long-tailed
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Figure 5: Parity plots of all five methods, one per column (a–e), on the seven tasks as hexagonal
density tiles, ID in grey and OOS in red, with the label threshold τ ruled on both axes. Each tile is
shaded by the logarithm of its point count, scaled within its panel. The upper-right quadrant holds
the recovered OOS structures, drawn in orange, and their share of the OOS points is the recovery of
Table 4. The upper-left holds the false positives, whose share of the in-distribution points is the FPR.
Points outside the drawn window are marked as triangles on the frame. Single seed.
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Table 4: Screening rates and derived precision at the label threshold τ and the full training-set size,
with recovery, the false-positive rate and the intervals as defined in Appendix A.8. The third block is
the precision the two rates imply at 5% prevalence. Brackets: Wilson intervals, propagated through
the derivation for the precision block. Read the FPR entries as upper bounds, so only the recovery
block marks best (bold) and second best (underlined). ∗A zero-count FPR gives a precision point of
1.00, so the interval is the number to read. †Phonon peak’s ID test set holds 31 structures, too few to
resolve its FPR.

Orb-v3 CFID SOAP

Task Scratch Finetune Probe Probe Probe

Recovery (TPR, %), OOS test set
Bulk modulus 61.7 [59.1, 64.3] 68.5 [65.1, 71.8] 73.7 [71.5, 75.8] 48.4 [45.1, 51.7] 12.0 [9.7, 14.8]
Debye temperature 45.9 [42.0, 49.9] 74.6 [71.9, 77.1] 66.0 [62.7, 69.1] 36.6 [33.8, 39.6] 34.3 [31.4, 37.3]
Thermal conductivity 2.3 [1.5, 3.4] 37.0 [34.4, 39.7] 39.7 [36.6, 42.8] 22.9 [20.2, 25.9] 7.6 [6.3, 9.2]
Band gap 9.3 [8.7, 10.0] 76.9 [76.1, 77.6] 56.3 [55.0, 57.6] 2.9 [2.6, 3.2] 6.1 [5.7, 6.4]
Phonon peak 8.5 [4.3, 16.0] 9.5 [6.2, 14.3] 55.0 [48.5, 61.4] 20.1 [15.5, 25.6] 59.8 [52.8, 66.4]
Critical temperature 5.1 [3.4, 7.5] 17.5 [15.4, 19.8] 49.1 [46.6, 51.6] 0.2 [0.0, 0.6] 1.6 [1.0, 2.6]
Refractive index 7.4 [5.3, 10.3] 8.5 [6.8, 10.7] 29.8 [26.9, 32.9] 1.8 [0.9, 3.7] 1.7 [1.0, 2.7]

False-positive rate (%), ID test set
Bulk modulus 0.36 [0.14, 0.94] 0.12 [0.02, 0.70] 0.36 [0.14, 0.94] 0.36 [0.12, 1.08] 0.12 [0.02, 0.70]
Debye temperature 0.0 [0.0, 0.70] 0.0 [0.0, 0.70] 0.0 [0.0, 0.70] 0.0 [0.0, 0.70] 0.7 [0.3, 1.8]
Thermal conductivity 0.0 [0.0, 0.58] 1.2 [0.6, 2.3] 1.8 [0.9, 3.4] 0.39 [0.11, 1.35] 1.2 [0.6, 2.3]
Band gap 0.09 [0.04, 0.18] 0.08 [0.04, 0.15] 0.20 [0.13, 0.31] 0.09 [0.04, 0.18] 0.28 [0.17, 0.45]
Phonon peak† 0.0 [0.0, 3.1] 0.0 [0.0, 3.1] 3.2 [1.2, 8.1] 3.2 [1.2, 8.1] 3.2 [1.2, 8.1]
Critical temperature 0.0 [0.0, 0.48] 0.0 [0.0, 0.48] 0.49 [0.19, 1.26] 0.0 [0.0, 0.48] 0.32 [0.09, 1.11]
Refractive index 0.0 [0.0, 0.82] 0.0 [0.0, 0.82] 0.0 [0.0, 0.82] 0.8 [0.3, 2.2] 0.0 [0.0, 0.82]

Precision at 5% prevalence, derived∗

Bulk modulus 0.90 [0.77, 0.96] 0.97 [0.83, 0.99] 0.91 [0.80, 0.97] 0.88 [0.69, 0.96] 0.84 [0.42, 0.97]
Debye temperature 1.00 [0.76, 1.00] 1.00 [0.84, 1.00] 1.00 [0.83, 1.00] 1.00 [0.72, 1.00] 0.72 [0.47, 0.88]
Thermal conductivity 1.00 [0.12, 1.00] 0.62 [0.44, 0.78] 0.54 [0.36, 0.71] 0.75 [0.44, 0.92] 0.25 [0.12, 0.45]
Band gap 0.85 [0.71, 0.93] 0.98 [0.96, 0.99] 0.94 [0.90, 0.96] 0.63 [0.44, 0.79] 0.54 [0.40, 0.67]
Phonon peak† 1.00 [0.07, 1.00] 1.00 [0.10, 1.00] 0.47 [0.24, 0.72] 0.25 [0.09, 0.52] 0.49 [0.26, 0.74]
Critical temperature 1.00 [0.27, 1.00] 1.00 [0.63, 1.00] 0.84 [0.66, 0.94] 1.00 [0.01, 1.00] 0.21 [0.05, 0.59]
Refractive index 1.00 [0.25, 1.00] 1.00 [0.30, 1.00] 1.00 [0.63, 1.00] 0.10 [0.02, 0.37] 1.00 [0.06, 1.00]

tasks from a thousand labels at the latest. Critical temperature has a larger training set than two of the
three where finetuning overtakes, and the probe still leads finetuning there.

The label saving, the factor by which finetuning needs fewer labels to reach the best from-scratch
error, is present on the ID test set too, at a median 2× (OOS the median saving is 3.3×, Section 3.1).
Every saving is quantized to the measured training-set sizes and is a lower bound. On band gap that
ID saving is 9.6× against the 318× OOS.

On the OOS set the probe has the steepest median exponent, b = −0.16 against −0.13 finetuned and
−0.10 from scratch, while in distribution finetuning descends fastest, at −0.26. The fits are tight, at a
median R2 of 0.94 over the 42 fits (three methods, seven tasks, two test sets).

Probed representations. On all seven tasks and both test sets (Fig. 7, extending Fig. 1e–f) the
ordering holds without a crossing, the MLIP embeddings leading both descriptors at every measured
size apart from two 10-label points inside the seed spread.

The MLIP embeddings descend faster in each of the 28 comparisons of task, descriptor, and test set
(Section 3.1). The difference exceeds its standard error in 27, the exception being thermal conductivity
against CFID OOS. These fits are as tight as those of the GNN training methods, at a median R2 of
0.93 over the 42 fits.

B.3 Embedding-space analysis

The maps of Section 3.2 extend to all seven tasks and all five representations (Fig. 8). The embedding
vector for the three GNN training methods is the mean of the backbone’s final per-atom features,
while the probe applies ratom before the pool (App. A.5), and its column shows the mean of {hi}
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Table 5: MAE in report units, both test sets, at the full training-set size. Each task is in its own unit,
so entries are read along a row and not down a column. Intervals: ±1 s.e. The best method per task
and test set is bold, the second best underlined.

Orb-v3 CFID SOAP

Task Unit Scratch Finetune Probe Probe Probe

ID test set
Bulk modulus log GPa 0.060± 0.005 0.055± 0.006 0.060± 0.005 0.089± 0.006 0.089± 0.006
Debye temperature log K 0.032± 0.004 0.021± 0.004 0.025± 0.003 0.041± 0.005 0.054± 0.006
Thermal conductivity log W/mK 0.16± 0.01 0.12± 0.01 0.13± 0.01 0.18± 0.01 0.25± 0.03
Band gap eV 0.152± 0.006 0.081± 0.004 0.112± 0.004 0.345± 0.011 0.302± 0.010
Phonon peak cm−1 45± 9 28± 9 36± 9 50± 11 100± 21
Critical temperature K 0.82± 0.09 0.52± 0.07 0.64± 0.08 1.34± 0.12 1.35± 0.23
Refractive index — 0.10± 0.03 0.04± 0.02 0.06± 0.01 0.25± 0.06 0.20± 0.02

OOS test set
Bulk modulus log GPa 0.069± 0.005 0.050± 0.005 0.048± 0.004 0.087± 0.005 0.144± 0.008
Debye temperature log K 0.148± 0.007 0.091± 0.005 0.110± 0.005 0.170± 0.012 0.199± 0.009
Thermal conductivity log W/mK 0.98± 0.06 0.72± 0.06 0.76± 0.06 0.84± 0.05 1.10± 0.06
Band gap eV 1.80± 0.12 0.594± 0.012 0.772± 0.010 2.243± 0.032 2.113± 0.024
Phonon peak cm−1 1117± 94 1010± 97 751± 91 1000± 120 1650± 470
Critical temperature K 7.99± 0.33 6.40± 0.30 4.77± 0.29 10.24± 0.31 9.65± 0.33
Refractive index — 4.09± 0.49 3.77± 0.50 3.69± 0.50 4.12± 0.49 4.34± 0.49

Table 6: Spearman ρ on both test sets at the full training-set size. A negative entry ranks the OOS set
backward. Intervals: ±1 s.e. The best method per task and test set is bold, the second best underlined.

Orb-v3 CFID SOAP

Task Scratch Finetune Probe Probe Probe

ID test set
Bulk modulus 0.96 ± 0.01 0.97 ± 0.01 0.97 ± 0.01 0.94 ± 0.01 0.94 ± 0.01
Debye temperature 0.98 ± 0.01 0.99 ± 0.00 0.98 ± 0.00 0.96 ± 0.01 0.94 ± 0.01
Thermal conductivity 0.89 ± 0.03 0.93 ± 0.02 0.93 ± 0.02 0.87 ± 0.03 0.81 ± 0.04
Band gap 0.90 ± 0.01 0.92 ± 0.01 0.91 ± 0.01 0.82 ± 0.01 0.84 ± 0.01
Phonon peak 0.99 ± 0.01 0.99 ± 0.01 0.99 ± 0.01 0.98 ± 0.02 0.94 ± 0.04
Critical temperature 0.85 ± 0.02 0.94 ± 0.01 0.91 ± 0.02 0.61 ± 0.05 0.73 ± 0.04
Refractive index 0.94 ± 0.05 0.96 ± 0.04 0.96 ± 0.03 0.88 ± 0.05 0.90 ± 0.03

OOS test set
Bulk modulus 0.60 ± 0.04 0.69 ± 0.03 0.66 ± 0.03 0.48 ± 0.04 0.12 ± 0.05
Debye temperature 0.48 ± 0.07 0.84 ± 0.02 0.68 ± 0.04 0.46 ± 0.06 0.15 ± 0.07
Thermal conductivity −0.19 ± 0.05 0.39 ± 0.06 0.19 ± 0.06 0.25 ± 0.06 −0.06 ± 0.06
Band gap −0.43 ± 0.02 0.75 ± 0.01 0.51 ± 0.02 −0.25 ± 0.02 −0.22 ± 0.01
Phonon peak −0.14 ± 0.14 −0.44 ± 0.11 −0.09 ± 0.14 0.08 ± 0.16 0.10 ± 0.15
Critical temperature −0.22 ± 0.05 −0.05 ± 0.05 0.20 ± 0.05 −0.19 ± 0.05 −0.17 ± 0.05
Refractive index −0.23 ± 0.06 −0.49 ± 0.06 −0.35 ± 0.06 −0.38 ± 0.06 −0.24 ± 0.06

itself. For the descriptors it is the vector their predictors receive (App. A.4), and projections are fitted
on Dtr throughout.

The plane of the first two components keeps 33% of the in-distribution variance for the raw MLIP
embeddings at the median and 31% for CFID, but only 1% for SOAP. The standardization of
Appendix A.4 leaves SOAP with a flat spectrum, so its panel is a thin slice of a near-isotropic cloud.
The raw MLIP embeddings are never trained on the property, yet their leading component orders it in
distribution (Section 3.2), while on the OOS set its rank correlation is +0.04 at the median against
+0.05 on CFID and −0.08 on SOAP.

The alignment finetuning produces extends to the OOS set only in part. The same correlation falls to
+0.27 at the median on the OOS set, from +0.75 on Debye temperature to −0.45 on phonon peak,
and the plane keeps 45% of the in-distribution variance against 15% for the OOS set. Of the four
shortest-tailed tasks three are ordered outside the training range and thermal conductivity is not, as
Section 3.2 reads off the maps.
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Figure 6: Learning curves of the three GNN training methods on all seven tasks, one panel per task
(a–g) with the ID curve above the OOS curve, MAE in each task’s unit. Annotations give the label
saving over the from-scratch model per test set. Error bars: ±1 s.e.

From-scratch training, the same objective without MLIP pretraining, aligns the property in distribution
almost as well as finetuning (0.92 against 0.94) but not out of support (−0.07 against +0.27). Both
train on the same labels, so the OOS ordering comes from the MLIP pretraining alone.

B.4 Transductive methods

Each comparison below pairs BLT against the matched MLP baseline of Appendix A.6 on one
representation at the full training-set size, so the bilinear form is the only difference in the pair.

Raw and finetuned representations. Across the three raw representations the swap moves OOS
error in transduction’s favor, lowering OOS MAE on five of seven tasks on each of them at medians
of 4% to 6% (Table 7). The size matches the error reduction Segal et al. [12] report against their
strongest model, a few percent of OOS MAE. Single task-and-representation entries swing far past
the medians in both directions, from a 52% reduction to a 107% increase in OOS MAE. The gains
cost ID error at the median on CFID and on the raw MLIP embeddings, by 14% and 21% (upper
block). On SOAP the ID changes go both ways, at a median absolute change of about 6%, and on
Debye temperature the swap lowers error on both test sets, by 18% in distribution and 52% out of
support. On every representation both predictors are selected on Did

val, so the trade is not a selection
artifact.

The effect of the swap on OOS recovery differs by representation. On CFID the swap raises OOS
recovery on all seven tasks, by a median 5.1 points and by 14.7 on refractive index (sign test
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p = 0.016), while on SOAP and on the raw embeddings it lowers recovery on five of the seven, by a
median 3.2 points on each. Median OOS error falls on all three regardless.

The finetuned embeddings have the lowest ID error of the four representations and are the one
representation shaped by the task itself, so transduction is expected to work best there, yet BLT does
not improve on the matched MLP on any task by more than a few percent. The OOS MAE shifts stay
within 2.4% in either direction, the ID shifts within 3.7%.

Degeneracy under an affine label. Finetuning drives the per-material embedding Z (App. A.5)
toward a representation in which the label is close to affine (Section 3.2), and the readout explains
why. Above Z lies only a two-layer MLP, small and nearly linear, so driving the training loss down
forces the label toward linearity in Z itself, which leaves the transductive construction nothing to do.

Proposition 1 (Anchor invariance under an affine label). Let the label be affine in the embedding
on the training set, yi = w⊤Zi + c for every i ∈ Dtr, and let T0(δ, Zi) = w⊤δ + w⊤Zi + c, the
affine increment plus the anchor’s label. Then for any query embedding Z and any anchor i ∈ Dtr,
T0(Z−Zi, Zi) = w⊤(Z−Zi)+yi = w⊤Z+ c, so T0 fits every pair of Dtr with zero error, and it is
the bilinear form of Eq. 2 with two-dimensional trunks u(δ) = (w⊤δ, 1) and v(Zi) = (1, w⊤Zi+c).
Let T (δ, Zi) be any predictor of a difference and an anchor, applied at a query as T (Z − Zi, Zi),
and let η = supZ, i |T − T0| be the largest gap between the two over the test queries and over every
anchor the rule of Eq. 3 selects from. Then any two anchors give predictions within 2η of each other.
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own variance the plane keeps, both computed on the full test set while the panel shows the middle
99% of the points. Only the finetuned column carries an OOS-only enlargement, since its OOS set
collapses too tightly to read at full scale. Single seed.
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Table 7: Change in MAE from replacing the matched MLP predictor with bilinear transduction, as a
percentage of the MLP’s MAE at the full training-set size, on the ID (top) and OOS (bottom) test sets.
Negative favors transduction. Intervals: ±1 s.e. per Appendix A.8, a paired bootstrap over the shared
test samples plus the seed term. The last row of each block is the median. The shaded column is the
finetuned embeddings, where the swap moves the median by under 1% on either test set.

CFID SOAP Orb-v3

Task Probe Probe Probe Finetune

Change in ID MAE (%)
Bulk modulus +23.1 ± 7.7 +13.0 ± 12.6 +24.3 ± 8.3 +1.6 ± 1.2
Debye temperature +2.3 ± 6.2 −17.6 ± 7.4 +10.7 ± 5.9 −1.1 ± 1.5
Thermal conductivity +5.4 ± 5.7 −6.4 ± 10.1 +20.2 ± 6.3 +0.7 ± 0.5
Band gap +29.3 ± 3.2 +33.4 ± 2.2 +67.9 ± 6.6 +3.7 ± 0.4
Phonon peak +14.1 ± 13.8 +0.2 ± 14.7 +20.7 ± 32.1 +2.8 ± 5.6
Critical temperature +4.4 ± 4.2 −1.0 ± 8.8 −2.2 ± 7.6 −1.3 ± 0.9
Refractive index +16.3 ± 13.1 +4.5 ± 8.4 +24.3 ± 14.4 +0.1 ± 1.7

Median +14.1 +0.2 +20.7 +0.7

Change in OOS MAE (%)
Bulk modulus −6.2 ± 3.1 −12.5 ± 2.4 +3.0 ± 3.0 +1.1 ± 1.3
Debye temperature +106.7 ± 70.0 −51.6 ± 4.9 −6.1 ± 3.1 −2.4 ± 1.1
Thermal conductivity −5.7 ± 6.3 +2.1 ± 1.8 −7.6 ± 1.7 +0.4 ± 0.2
Band gap −24.8 ± 0.8 −6.4 ± 1.0 −8.1 ± 1.4 +1.7 ± 0.8
Phonon peak +33.2 ± 19.2 −7.1 ± 10.4 −2.6 ± 1.2 +0.9 ± 0.6
Critical temperature −2.6 ± 4.9 +6.6 ± 4.6 +4.9 ± 4.2 +0.1 ± 0.4
Refractive index −4.1 ± 0.8 −3.2 ± 1.7 −6.3 ± 1.3 +0.1 ± 0.2

Median −4.1 −6.4 −6.1 +0.4

Furthermore, for any predictor r that reads Z alone, with η′ = supZ |r(Z) − w⊤Z − c| over the
same queries, |T (Z − Zi, Zi)− r(Z)| ≤ η + η′ at every query.

Proof. The first equality of the identity is the hypothesis at the anchor, the second cancels Zi. For a
pair (i, j) of Dtr, the identity at Z = Zj and the hypothesis at j give T0(Zj−Zi, Zi) = w⊤Zj+c =
yj , and ⟨u(δ), v(Zi)⟩ = T0(δ, Zi). By the identity and the definition of η, every prediction lies within
η of the one value w⊤Z + c, so two predictions lie within 2η of each other. The last bound is the
triangle inequality through w⊤Z + c.

The last bound makes the two predictors agree wherever both stay near the affine map, and says
nothing about whether either is right. Affinity is assumed over the training set alone, so beyond the
training range both predictors extend the same affine map and inherit the same error in it. The MLP
gain of Table 8 indicates the size of η′ in distribution, and the anchor sweep below measures the
spread that the bound caps at 2η. The guarantee of Netanyahu et al. [11] does not cover this setting,
since their Theorem 1 assumes a square loss and an averaged anchor rule that we do not deploy
(App. A.6).

Two in-distribution statistics, the linearization conditions of Table 8, measure how close a repre-
sentation comes to affinity. Linear decodability, the MAD:MAE of the linear fit of Appendix A.7,
measures how close to affine the label is in Z, and the trained MLP’s gain over that fit indicates how
much of the label the linear map leaves unexplained. Neither statistic alone is decisive: SOAP has the
smallest MLP gain of the four yet the decodability furthest from affine, and BLT still swings single
tasks by 33% ID there. Band gap has the finetuned row’s median decodability yet keeps a 43% MLP
gain, and on the finetuned embeddings it is the task where BLT and the MLP part furthest, the largest
of the finetuned shifts that resolve. The finetuned embeddings are the one representation that meets
both conditions and the one where BLT degenerates.

We measure the trained trunks u and v of Eq. 2 directly, and they behave as the argument predicts.
Each responds to the anchor on its own, yet the two responses anti-correlate at −0.98 and −0.99 (bulk
modulus and band gap) on the OOS test set and cancel, where the two terms of T0 in Proposition 1
give exactly −1. Sweeping the anchor across the whole label range moves the OOS prediction by 2%
and 11% of the model’s own error on band gap and bulk modulus (the two tasks measured).
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Table 8: The linearization conditions and the size of the BLT effect, per representation, at the full
training-set size, both conditions as defined in the text. Decodability and MLP gain are medians over
the seven tasks, higher decodability being better. The largest shift is the largest single-task MAE
change from swapping the matched MLP for BLT, on each test set. The shaded row is the finetuned
embeddings, the one representation that meets both conditions and the one where BLT degenerates.

Largest BLT shift (%)

Representation Linear decodability (MAD:MAE) MLP gain (%) ID OOS

SOAP 1.5 6 33 52
CFID 1.6 19 29 107
Orb-v3 raw 3.3 34 68 8
Orb-v3 finetuned 6.9 8 3.7 2.4

C Additional experiments

C.1 Unseen materials

Every result above is measured on structures the backbone’s pretraining corpus already holds, with
only the labels new (App. A.2). No decontaminated dataset with diverse property labels exists to
repeat the comparison on unseen structures. This subsection repeats the comparison in the scope that
does exist, with a second Orb-v3 checkpoint, pretrained on a different corpus, and two pools outside
that corpus, one of them excluded by the corpus’s own documentation.

Setup. The comparison runs on three band gap tasks, the MP band gap task and two extension tasks.
The WBM search [48] substitutes chemically similar elements into Materials Project prototypes
in successive rounds, five in the release distributed with Matbench Discovery [49]. WBM-1 is the
search’s first substitution round, with PBE band gaps (61k crystals, 55.3k training and 3,073 OOS).
QMOF band gap holds relaxed metal-organic frameworks [50, 51] (20k, 18.3k training and 1,019
OOS). WBM-1’s training labels are 80% exactly zero against about half on the MP band gap task of
the main results. QMOF’s structures are metal-organic frameworks of up to 300 atoms per primitive
cell, a shift in structure as well as in label, since the pretraining corpus holds inorganic crystals alone.

OMat24 is the one pretraining corpus that documents the exclusion of a labeled pool: generated from
relaxed Alexandria structures, it excludes every structure whose parent carries a WBM prototype
label (5.3M structures in all) [9]. We therefore switch to orb-v3-direct-inf-omat-20250404,
identical in architecture to the MPA checkpoint and pretrained on OMat24 instead of MPtrj and
Alexandria. Each of OMat24’s 9.4M rattled-relax records ships the prototype label of its
Alexandria parent, a Wyckoff-position key our overlap audit computes alongside the geometric rule
of Appendix A.2. The shipped labels confirm the exclusion of WBM-1 up to one label match in the
training split (Table 9).

The training setup of Appendix A.7 is held fixed, the descriptor reductions are refit per task as in
Appendix A.4, and each checkpoint is calibrated on its own learning-rate grid, where the optimum
moves with the corpus in four of six task-and-method combinations (three tasks, two transfer methods).
The checkpoint change itself costs accuracy: on MP band gap the OMat24 checkpoint makes 1.2×
the MPA checkpoint’s OOS error finetuned and 1.3× probed, at matching ID error.

Results. On WBM-1, the pool OMat24 excludes, the decontaminated checkpoint reproduces the
method ordering of Section 3.1 (Fig. 9). Both transfer methods beat the from-scratch model and both
descriptor probes on error in distribution and on the OOS set, and on recovery. They also order the
OOS set forwards, at Spearman ρ of +0.71 finetuned and +0.22 probed, where the descriptor probes
and the from-scratch model rank it backwards. The MLIP embeddings stay ahead of both descriptors
as they do in Section 3.1, the better descriptor making about 2× the MLIP probe’s OOS error on
either extension task, and no method on either task exceeds a 0.2% false-positive rate. On QMOF,
outside both corpora, the error ordering holds with compressed margins, and on screening the probe
recovers 6.9× what finetuning does. The comparison the paper draws therefore does not depend on
the overlap.

23



Table 9: Share of structures unseen per split under MPtrj and Alexandria, by the geometric rule of
Appendix A.2, and under OMat24, with the unseen count in parentheses. †OMat24 is audited for
WBM-1 alone, by the parent prototype labels it ships, with one label match in the training split. The
other two rows of the OMat24 block are not audited and count a structure as unseen if its prototype
label is absent from Alexandria, which OMat24 is generated from. Those shares are lower bounds,
since OMat24 holds a subset of Alexandria, loosened by the matches the label rule misses (5 points
on WBM-1 against the geometric rule).

MPtrj and Alexandria OMat24†

Task Dtr Did
test Doos

test Dtr Did
test Doos

test

MP band gap <1% (433) <1% (6) <1% (50) 22% (20,552) 22% (575) 25% (1,342)
WBM-1 band gap 1% (302) 1% (9) 1% (21) 100% (55,319) 100% (1,537) 100% (3,073)
QMOF band gap 99% (18,239) 100% (507) 96% (980) 100% (18,288) 100% (507) 98% (997)
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Figure 9: Three band gap tasks at the full training-set size, for the two transfer methods on the
OMat24 checkpoint against the from-scratch model and the two descriptor probes. Error bars: ±1 s.e.,
Wilson in c.

C.2 Other MLIP backbones

The main paper shows results for one backbone. This subsection repeats the comparison of the three
GNN training methods on band gap across five pretrained backbones, to test whether the ordering the
paper reports is specific to Orb-v3.
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Table 10: The five backbones by architecture. Forces is the route each released checkpoint deploys,
width is the per-atom feature width the probe reads, and size counts the backbone alone. The
architecture values are read off the loaded checkpoints, and Released is the month each checkpoint’s
weights became public.

Backbone Released Rotation Forces Layers Width Size

Orb-v3 [26] 2025-04 augmented direct 5 256 24M
MACE [52] 2024-12 equivariant cons. 2 256 9.1M
UMA [10] 2026-03 equivariant cons. 4 128 291M
PET [53] 2026-02 augmented cons. 3 1024 26M
DPA-3 [54] 2025-12 invariant cons. 24 128 4.7M

Setup. The comparison keeps Orb-v3 (direct-inf-mpa) and adds MACE-MPA-0-medium, UMA-
S 1.2, PET-MAD-1.5-S, and DPA-3.2-5M (Table 10). In the Rotation column of Table 10, an
equivariant backbone constrains its features to transform correctly under rotation, an invariant one
admits only rotation-invariant quantities such as distances and angles, and an augmented one learns
approximate invariance through rotation augmentation during pretraining. The Forces column is the
conservative or direct route of Appendix A.3. The probe keeps its architecture, with the first layer
sized to each backbone’s feature width, and finetuning and from-scratch training keep their readouts
(App. A.5). Every other element of the training setup of Appendix A.7 is held fixed, with three seeds
per backbone-and-method combination. Each backbone is calibrated on its own learning-rate grid.
Compute limits the training set to 10k labels, against band gap’s full training set of 95.5k, so no bar
in Figure 10 is comparable with the results of Section 3.1 at the full training set. The two classical
descriptors of Section 2 are probed on the same 10k labels with their reported predictor (App. A.5).

MACE trains on the same MPtrj and Alexandria lineage as Orb-v3 (App. A.3), UMA-S and DPA-3
train multi-task across corpora spanning materials, catalysis, and molecules, and PET-MAD-1.5
is finetuned from an OMat24-pretrained checkpoint onto the all-electron r2SCAN MAD (Massive
Atomic Diversity) set, so the five share little beyond pretraining itself.

Results. Both transfer methods beat training from scratch on every backbone, in distribution and
on the OOS set (Fig. 10), as they do on every task in Section 3.1. Finetuning cuts OOS error against
training from scratch by a median 59%, from 49% on MACE to 77% on DPA-3. Every from-scratch
model ranks the OOS set backwards, at a median Spearman ρ of −0.12 and below zero on all five, as
Orb-v3’s does on band gap at the full training set (−0.43, Table 6). The finetuned models reach a
median +0.59 (0.21 to 0.64). No backbone and method combination exceeds a 0.3% false-positive
rate on the ID test set. MACE gains the least from finetuning, 18 percentage points of recovery over
its from-scratch model against 37 to 55 on the other four. Both descriptors trail both transfer methods
on OOS error and recovery on every backbone. They recover 0.26% (CFID) and 2.4% (SOAP) of the
OOS set against 26% to 49% for the MLIP probes, and their OOS MAD:MAE (0.23 and 0.20) lies
inside the from-scratch range (0.14 to 0.28). Hence the ordering of Section 3.1, embeddings over
descriptors over training from scratch, holds on band gap for every backbone.

C.3 End-to-end GNN comparison

We read the from-scratch model as a stand-in for a conventional end-to-end crystal GNN. Yet the
from-scratch model carries an architecture built for interatomic potentials, at four to six times the
size of a typical crystal GNN, and is trained by us, so we add two published crystal GNNs to the
seven-task comparison.

Setup. ALIGNN [46], a line graph network with explicit bond angles (four line-graph and four
graph layers), and iComformer [55], an invariant graph transformer (four node-wise and one edge-
wise attention layer), are two published supervised crystal property predictors (sizes in the caption of
Fig. 11). Both read the same splits as every other method, train on each task’s full training set under
the loss, optimizer, schedule, and step budget of Appendix A.7, and carry three seeds. The learning
rate is again the only swept hyperparameter, selected on Did

val from a grid per architecture and task.

Results. The three networks trained on labels alone behave alike (shaded group, Fig. 11). In
distribution they lie within 20% of each other on five of the seven tasks. On the OOS set the published
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Figure 10: Five pretrained backbones under the three GNN training methods on band gap at a reduced
training set of 10k labels, and the two classical descriptors probed on the same labels with their
reported predictor. Error bars: ±1 s.e., Wilson in c.

GNNs are slightly ahead, the better of the two beating the stand-in on six of the seven tasks by 3%
to 42% of MAD:MAE and losing on bulk modulus by 18%. The stand-in therefore behaves as an
end-to-end crystal GNN does, so the comparisons of Section 3.1 read as comparisons against that
class of model. Neither published architecture correctly orders the OOS set, at an OOS Spearman ρ
below zero in ten of the fourteen task-and-architecture combinations as the from-scratch model’s is,
so training on the task’s labels alone leaves the OOS set mis-ordered whichever network does it.

Over the same seven tasks, the better transfer method beats the better published GNN on every task,
cutting OOS error by a median 36% against the 33% it cuts of our own from-scratch model (Fig. 11b).
The two medians fall on different tasks, and on bulk modulus, where both GNNs make more OOS
error than the from-scratch model, the cut against them is 42% against 30%. The better transfer
method recovers more of the OOS set than either GNN on every task, from 1.4× on bulk modulus to
10× on phonon peak, and no GNN exceeds a 0.8% false-positive rate in distribution (Fig. 11c). On
band gap we also measure the OOS learning curves, where ALIGNN tracks the from-scratch model
to within 3% at every size below the full training set and iComformer stays within 18% of it, ahead at
most sizes. At the full 95.5k labels iComformer stays behind the OOS error the probe reaches at 3k.

C.4 Selection rule

In-distribution selection can disagree with an OOS oracle (the pick with the lowest OOS MAE,
which no reported run uses), as in domain generalization [29]. Every validation label lies below the
threshold τ , so a model is scored in distribution alone, and a ranking obtained there can invert on the
OOS set. Table 11 measures the disagreement over the learning-rate grids of Appendix A.7.

The two criteria pick different learning rates in 46 of 63 task-and-method combinations. Over all
63 the ID-selected pick costs a median 1.7% (at most 160%) in OOS error, against a 1.5% median
cross-seed spread in the reported runs, and a median 0.2 percentage points of recovery (at most 42).
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Table 11: The cost of the ID-validation pick against the pick an OOS MAE oracle would make,
in OOS MAE and in OOS recovery, over the learning-rate grids on the seven tasks at the reported
predictors. Cells counts the task-and-method combinations, and Differ those where the two picks
disagree.

MAE penalty (%) Recovery penalty (pp)

Comparison Cells Differ Median Max Median Max

GNN training 21 14 3.9 15 0.0 13
Descriptor probes 14 12 3.0 160 3.6 42
Bilinear 28 20 1.1 41 0.0 9.5

Overall 63 46 1.7 160 0.2 42

The MAE penalty is an upper bound, since the grid points are single-seed and their best is a maximum
over four to six of them, while the recovery penalty, read at the same pick, can be negative.
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C.5 Predictor capacity

The reported configuration matches predictor size across representations (App. A.5), and here we
vary that size on each raw representation, with the splits and the training setup held fixed, from the
linear probe of Appendix A.7 to the trained sizes of Figure 12.

Setup. Every trained probe is an instance of Eq. 1. Medium is the reported configuration of
Appendix A.5, and Small is the readout that finetuning and from-scratch training use and the matched
MLP baseline of the transduction comparison (App. A.6). Large widens the hidden layers to 1024
(caption of Fig. 12), and the linear probe of Appendix A.7 is fit on the same Z.

Nonlinear probe capacity. Every representation carries four predictor sizes at the full training set
(Fig. 12), and the learning curves repeat the comparison at every training-set size. A larger descriptor
predictor lowers ID error and leaves OOS error nearly unchanged. Across the learning curves (not
shown) the large predictor has a lower ID MAE than the small one on 94 of the 96 task, descriptor,
and training-set size combinations (seven tasks, two descriptors, five to eight sizes each), and a lower
OOS MAE on 37. The small descriptor predictor also recovers more than the medium one (Fig. 12c),
but with more false positives, its ID false-positive rate exceeding the medium predictor’s on 12 of
the 14 task-and-descriptor pairs, so its extra recovery comes from predicting high. On the MLIP
embeddings the small predictor costs a median 14% ID MAE against the medium one, while ρ,
recovery and the false-positive rate are as often ahead as behind. The large readout moves neither
experiment.

ID validation selects the large or the medium predictor on all 21 task-and-representation combinations
and ranks the linear probe last on 20 of them. Thus the small descriptor predictor’s recovery margin
is out of reach in deployment.

The descriptor comparison of Section 3.1 holds at every MLP predictor size. At the small, medium,
and large sizes the MLIP probe leads both descriptors on OOS error on all seven tasks and on recovery
on six, with phonon peak the exception as in Section 3.1. Only the median per-task recovery ratio to
the better descriptor changes, from 1.3× to 1.8×.

Linear probe. In distribution the linear probe trails on every task, at a median 1.5× the medium
predictor’s MAE and 4.1× on band gap with the MLIP embeddings, with a gap that widens as
the linear curve saturates at the larger training-set sizes while the trained curves keep descending
(learning curves not shown). On the OOS set it narrows the gap on error to a median 1.2×, eight of
the 21 task-and-representation combinations within 5% or better, while on screening it recovers far
less than the MLP predictors on the MLIP embeddings, a median 21% against 49% to 57% (Fig. 12c).
Even that recovery overstates the linear probe on CFID’s Debye temperature and phonon peak, where
a few of its OOS predictions leave the label range by orders of magnitude and clear τ trivially. The
MLIP embeddings’ median margin over the descriptors on OOS error narrows at the linear size from
1.54× to 1.30× but stays above 1 on every task.
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Figure 12: Each predictor size on the three raw representations at the full training set. Small is a
2× 256 MLP after the pool (66k parameters on the MLIP embeddings, 263k on SOAP and 392k on
CFID). Medium, the reported size, adds a 2× 256 per-atom MLP on the MLIP embeddings (263k)
and deepens the descriptor probe to 4× 256 (390k and 520k). Large widens both to 1024 (3.4M on
the MLIP embeddings, 3.1M and 3.7M on the descriptors). Counts cover the MLPs of Eq. 1 alone,
the scalar output layer excluded, and Linear is the probe of Appendix A.7. Error bars: ±1 s.e., Wilson
in c.
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