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Abstract

Recent approaches to pre-training atomistic neural networks refine the denoising
objective to improve the implicitly learned force-field, assuming a direct link
between force-field accuracy and downstream gains on property prediction. We
test this premise with a matched comparison of denoising against supervised force
regression, relating output and representation-level force alignment to fine-tuning
performance. While denoising yields poorer and degrading force alignment, it
still achieves decreasing downstream error and maintains an advantage over force
regression. These results question whether explanations of downstream gains
should be based on the accuracy of the learned force field.

1 Introduction

Molecular property prediction is limited by label cost and dataset size, which motivates self-supervised
pre-training, an approach well established in vision and language [2, 4, 6, 16]. The forces acting on
atoms and numerous properties derive from the same potential energy surface, so a model trained
on forces may transfer to property prediction. For structures drawn from the Boltzmann distribution
those forces are the score of that distribution, and such a score can be estimated without labels
by denoising [21]. Zaidi et al. [23] therefore pre-train by coordinate denoising, adding isotropic
Gaussian noise to an equilibrium conformation and training a network to predict the perturbation.

Follow-up work [5, 11, 12, 14] proposes perturbations more faithful to the anisotropic potential energy
surfaces encountered in practice, and the resulting downstream gains are presented as evidence that
force-field learning is what makes denoising work. This hypothesis remains empirically unverified,
and alternative explanations exist. For instance, Perez & Gomez-Bombarelli [15] conjecture that
denoising primarily fosters smoother, more distinguishable atomic embeddings. We investigate this
premise in a controlled setting by contrasting a denoising model with a force regression model trained
on identical data. Force regression learns the force-field by construction and therefore helps isolate
what downstream gains can be attributed to force accuracy. We compare the forces they produce, the
force information they retain internally, and how well either predicts finetuning performance.

Contributions According to Vincent [21] denoising approximates a force-field, but: (1) its output
aligns far less with reference forces than force regression does; (2) alignment degrades both with depth
in the network and over pre-training; (3) downstream error decreases regardless, while alignment is
flat or falling; and (4) despite its less accurate forces, denoising outperforms force regression at every
checkpoint we finetuned. Force alignment therefore neither predicts transfer nor provides a criterion
for when to stop pre-training, and the benefit of pre-training should not be attributed to the accuracy
of the learned forces alone.
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Figure 1: Average cosine similarity between the
model output and the reference forces of each
dataset, computed at its own level of theory (ap-
pendix B). Denoising yields a much lower simi-
larity than direct force prediction.
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Figure 2: Linear probes on the layer representa-
tions after pre-training. Average cosine similar-
ity between probe prediction and target forces
decreases with depth for the denoiser. The force-
supervised model shows the opposite behaviour.

2 Preliminaries & setup

Denoising In coordinate denoising [23], a conformation x ∈ Rn×3 (a local minimum of the
potential energy surface U ) is perturbed with isotropic Gaussian noise ϵ ∼ N (0, σ2I). A denoising
network r is then trained to predict the noise ϵ from the corrupted structure x̃ = x+ ϵ by minimizing
the squared error ∥ϵ − r(x̃;θ)∥22. Following previous work [5, 14, 23], we instantiate r with the
equivariant Transformer [19] and keep σ = 0.04 throughout. We provide results for different noise
scales in appendix C.5.

Connecting denoising to force regression Structures at thermal equilibrium are Boltzmann-
distributed, p(x) ∝ exp(−U(x)), so the score ∇x log p(x) is the force F (x) = −∇xU(x). Denois-
ing is equivalent to score matching [9] against qσ(x̃|x) = N (x̃;x, σ2I) [21]. The score of qσ has
the closed form ∇x̃ log qσ(x̃|x) = −ϵ/σ2. The trained network therefore implies the score estimate
−r(x̃;θ)/σ2. Crucially, qσ is the distribution of perturbations around a single conformation, not the
Boltzmann distribution: its score (x− x̃)/σ2 is the force of an isotropic harmonic well of curvature
I/σ2 centred at x, which agrees with the force of the true potential U only if U is locally of that
same curvature. In that case denoising coincides with supervised force regression (appendix D).

Setup PCQM4Mv2 [13], the standard pre-training corpus in this line of work [5, 11, 12, 14, 23],
provides only equilibrium structures and no reference forces and therefore does not support a matched
comparison against force regression. We instead pre-train both objectives on QM7-X [7], which
supplies equilibrium structures, off-equilibrium structures close to them, and the forces acting at those
off-equilibrium positions. QM7-X contains several perturbed structures per conformation, of which
we use one at random, so both objectives see the same molecules, though not necessarily the same
structures. For denoising we also pre-train on PCQM4Mv2 to connect our results to the established
setting [5, 12, 10, 14, 23]. To evaluate both models beyond the chemical space of QM7-X, we
sample one thousand structures each from PCQM4Mv2 and QM9 [17], perturb them with isotropic
Gaussian noise at the pre-training noise scale, and compute the acting forces at the level of theory of
their reference geometries (appendix B). Unlike our isotropically perturbed reference forces, the off-
equilibrium structures in QM7-X come from normal-mode sampling around an equilibrium structure
(full harmonic approximation). Downstream, we finetune on the U0 target of QM9 over three random
train/validation splits with a shared held-out test set. Full details are given in appendix A.

3 Results

3.1 Do the two objectives produce the same forces?

In theory, both objectives target the same force-field, so we first compare their force alignment, the
average cosine similarity between predicted and reference forces. We train one model to denoise
perturbed equilibrium structures in QM7-X, and another to predict the forces of the off-equilibrium
structures already in the dataset. Evaluating both on the QM7-X off-equilibrium structures favours
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Figure 3: (A) Average cosine similarity of model output to reference forces during pre-training.
(B) Denoising MSE loss on the QM7-X training set (solid, rolling average) and on the QM7-X, QM9
and PCQM4Mv2 validation sets (marked lines). Loss on QM9 and PCQM4Mv2 eventually diverges.

force regression, which was trained on normal-mode samples, over the denoiser, which only ever
saw isotropically perturbed ones. We therefore also evaluate both models on unseen isotropically
perturbed structures from PCQM4Mv2 and QM9, which neither model has been trained on.

Results Across datasets, denoising reaches a substantially lower force alignment than supervised
force regression (fig. 1). To see whether denoising actively discards this information, we track force
alignment during pre-training. As fig. 3 (A) shows, denoising harms the alignment with the reference
forces, whereas force regression improves continuously on all datasets.

3.2 Do the two objectives retain the same information?

Since the final layers of a network are known to specialize to the objective they were trained on
[22, 18], the lower force accuracy of the denoiser need not imply that the information is absent from
its representations. To test this, we fit linear probes [1] on the vectorial representations of both models,
five times per layer on random train/test splits drawn from our QM7-X validation set. Figure 2 shows
the average cosine similarity of the probe’s output to the reference forces.

Results Contrary to our expectation, a gap remains between the two models, with the information
more accessible in the model trained by force regression. Probes with more predictive power behave
the same way, and probe accuracy also decreases during pre-training (appendix C.1). The two
objectives target the same force-field, yet the models differ both in output and in what is accessible
inside them. We next test whether this difference carries over to downstream performance.

3.3 Does force alignment predict transfer?

If the benefit of pre-training rests on the force-field the objective learns, a model whose output aligns
better with the reference forces should transfer better. We therefore checkpoint periodically during
pre-training and finetune at 5, 10, 15, 35, 65, 85, and 100% completion on the U0 target of QM9 [17].
For comparison we also train a model from scratch.

Results The from-scratch model reaches a test mean absolute error (MAE) of 6.05meV. Table 1
reports the improvement of the finetuned models over this baseline in percent. We find that either
pre-training objective leads to a reduction in the test MAE, with denoising yielding the greater
improvement at every checkpoint. This cannot be solely explained by the number of distinct
structures seen: drawing a new perturbed structure in every epoch leaves the downstream error of
force regression mostly unchanged (appendix C.4). Similar results of self-supervised representations
and pre-training objectives outperforming a supervised alternative have been observed in other
domains [2, 3, 6, 20]. The force alignment of the denoising model is highest at the beginning of
pre-training and declines from there on (fig. 3, A), yet its earliest checkpoint already beats the
from-scratch baseline and later, less aligned ones improve further. Similarly, the force alignment of
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Table 1: Improvement in QM9 test MAE over the 6.05meV from scratch baseline in percent,
against pre-training completion. Mean ± SD over three finetuning seeds, the baseline is a single run.
DN = denoising, FR = force regression. Absolute values are shown in table 3.

Pre-training completion (%)

Pre-training 5 10 15 35 65 85 100

QM7-X, FR 2.6 ±1.2 4.9 ±2.1 4.5 ±3.7 5.7 ±1.7 8.5 ±3.0 8.1 ±0.8 12.6 ±2.4
QM7-X, DN 9.9 ±2.1 6.9 ±3.7 7.4 ±3.0 7.4 ±1.7 12.3 ±4.2 13.7 ±3.4 18.8 ±0.9
PCQM4Mv2, DN 7.1 ±0.7 6.9 ±1.3 12.6 ±3.1 15.9 ±2.4 20.3 ±3.5 23.3 ±1.3 23.2 ±0.9

the force-regression model plateaus after roughly 35% of pre-training, yet the finetuned models keep
improving. Force alignment thus seems to have no direct impact downstream.

While the force alignment of the model output generalizes from the training dataset (QM7-X) to
the other datasets (fig. 3, A), the same cannot be said for denoising. Measuring how well the
model denoises perturbed structures of PCQM4Mv2 and the downstream dataset, we find that it first
improves everywhere and then diverges (fig. 3, B). This is a classic sign of overfitting, nonetheless
the downstream error continues to decrease.

This divergence does not appear on every pre-training dataset. The larger PCQM4Mv2 dataset
reproduces the decrease in force alignment, but the denoising loss on QM9 follows the training loss
throughout (fig. 9), while the downstream error improves in both cases.

Considering these results, it seems that neither the denoising loss, nor the similarity to reference forces
can be taken as robust measures of how well the model will perform downstream. Downstream error
nonetheless improves with pre-training progress for both objectives, so what transfers to finetuning is
something other than what the model’s the pre-training objective measures.

4 Conclusions

We set out to test whether the downstream benefit of denoising pre-training can be attributed to the
force-field the objective implicitly learns. Comparing denoising against direct force regression under
matched data, we find that the two objectives, equivalent in theory, behave differently in practice. The
denoiser’s output aligns considerably less with reference forces, and this alignment degrades over
pre-training instead of improving. The same holds for the accessibility of force information in the
intermediate representations, which decreases with network depth rather than increasing. Neither
effect carries over to finetuning. Downstream error continues to decrease with pre-training progress
for both objectives, and it does so in regimes where the force alignment is flat or falling and where
the denoising loss on the downstream distribution has already started to diverge.

Within the scope of our experiments, these results are difficult to reconcile with the view that the
accuracy of the learned force-field is what makes denoising pre-training work. Downstream error
falls while alignment degrades, and denoising, despite its less accurate forces, outperforms force
regression downstream. Furthermore, neither force alignment nor denoising validation loss tracks
downstream success in our settings, so neither is a safe early-stopping criterion.

What pre-training changes therefore remains open. Since it is evidently not the fidelity of the learned
force-field, a natural next step is to characterize which property of the pre-trained network survives
finetuning, and whether it is the same for both objectives. Such a property appears to be present
already after 5% of pre-training, well before either pre-training loss has converged.

5 Limitations

We consider only the simplest form of denoising, isotropic Gaussian perturbations at a single noise
scale, with a single backbone. Anisotropic methods like SliDe [14] improve downstream results
and are expected to better approximate reference forces, so their gains may correlate with force
approximation accuracy, which makes the anisotropic setting a compelling area for further study. We
also measure downstream performance on a single target, U0 of QM9, on a chemical space close to
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that of QM7-X. U0 is dominated by the value of the potential energy surface at a minimum, where
the forces vanish, so it depends on the learned force-field only indirectly. Other QM9 targets, such
as the zero-point vibrational energy and the heat capacity, depend directly on the curvature of the
surface at the minimum, so force alignment may matter more for them. Our results show that force
alignment does not predict transfer to U0, we leave other targets to future work.
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A Training details

A.1 Architecture

All experiments use the TorchMD-Net equivariant transformer (ET) of Thölke & Fabritiis [19] as
backbone, in the same configuration for pre-training and fine-tuning, so that a pre-trained encoder
can be transferred without any change. The encoder maps a molecule (z,x) to per-atom scalar
features h ∈ Rn×d and vector features V ∈ Rn×3×d, with d = 256 hidden channels and 8
layers of equivariant multi-head attention (8 heads). Interatomic distances are expanded in 64
exponential-normal radial basis functions (not trainable) over the interval [0, 5]Å, with a maximum
of 64 neighbours per atom, and both the attention weights and the vector features are cut off smoothly
at 5Å. Activations are SiLU throughout, including inside the attention, and a neighbour embedding
is applied to the initial atom-type embedding (Zmax = 100). This gives 6.52M parameters in the
encoder, and 6.87M including the output head.

Two output heads are used on top of the encoder, both built from gated equivariant blocks that mix h
and V . The vector head (EquivariantVectorOutput) returns one 3-vector per atom, and serves
both as the denoising head, predicting the position correction, and as the direct force head. The
scalar head (EquivariantScalar, two gated equivariant blocks of widths 256 → 128 → 1) returns
a per-atom scalar that is summed over the molecule; it is used for the downstream U0 regression, on
top of an Atomref prior that supplies the per-element reference energies.

A.2 Pre-training

Pre-training is run with Adam at a constant learning rate of 10−4, batch size 32, in single precision
on one GPU, for at most 250 epochs with early stopping (patience 10 validation checks) on the
objective’s own validation loss. Checkpoints are written every 5000 optimizer steps. We report results
for fine-tuning at 5, 10, 15, 35, 65, 85 and 100% of the completed pre-training run.

For the denoising objective, positions are corrupted with isotropic Gaussian noise of standard deviation
σ = 0.04Å (the value reported by Ni et al. [14] to work best), drawn independently per atom and per
epoch. The model is trained with the reconstruction parameterization rx(x̃) = x̃+ET(x̃) against the
clean positions, which is equivalent to noise prediction by eq. (1). To compute the force-alignment we
use the pseudo-force ET(x̃)/σ2 implied by eq. (2), evaluated at the same noise scale it was trained at.

Force regression differs only in its loss: the same vector head is regressed non-conservatively onto
the reference forces of the pre-training corpus. On QM7-X denoising is trained on the equilibrium
structures and the force regression uses one displaced structure per equilibrium, so the objectives see
the same molecules and the same number of training examples.

A.3 Fine-tuning

All downstream results are QM9 U0 regression. The pre-trained encoder weights are transferred, the
pre-training head is discarded, and a freshly initialized EquivariantScalar head with an Atomref
prior is trained jointly with the encoder. We train with AdamW (weight decay 0) at a peak learning
rate of 4 × 10−4 with 104 linear warm-up steps, followed by ReduceLROnPlateau (factor 0.8,
patience 15 epochs, floor 10−7), batch size 128, for at most 3000 epochs with early stopping after 150
epochs without improvement. Training loss is mean squared error on U0, while checkpoint selection
and early stopping monitor the validation mean absolute error.

QM9 is split 110,000/10,000/10,831 into train, validation and test. Train, validation set and weight
initialization vary with the seeds (0, 1, 2), the test partition is held fixed across all seeds and runs, so
test MAE remains comparable.

B Datasets

We use three corpora: PCQM4Mv2 and QM7-X for pre-training, and QM9 for fine-tuning.

Unless stated otherwise a dataset is split 80/10/10 into train, validation and test from a fixed seed.
For PCQM4Mv2 the draw is a uniform random permutation over molecules. For QM7-X it is grouped
by the molecule identifier idmol, so that every structure belonging to one molecule falls in the same
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Figure 4: Distribution of the number of atoms per molecule, hydrogens included.
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Figure 5: Fraction of all atoms in each corpus that belong to a given element, on a logarithmic scale.

partition and no model is validated on a displaced copy of a structure it was trained on. QM9 uses a
stratified split for the test set. Resulting partition sizes are listed in table 2. Figures 4 and 5 compare
the three corpora in molecule size and element composition.

Table 2: Datasets after our preprocessing, with the level of theory the stored geometries were produced
at and our train/validation/test partition sizes. For QM7-X the counts refer to the equilibrium subset
actually used for pre-training (appendix B.2).

Partition sizes

Dataset Geometries Level of theory Train Val Test

PCQM4Mv2 3,378,573 B3LYP/6-31G* 2,702,859 337,857 337,857
QM7-X (eq.) 39,637 DFTB3+MBD 31,709 3,965 3,963
QM9 130,831 B3LYP/6-31G(2df,p) 110,000 10,000 10,831

B.1 PCQM4Mv2

PCQM4Mv2 is the quantum-chemistry subset of PubChemQC [13], redistributed by OGB-LSC as a
benchmark [8]. It is the standard pre-training corpus in the denoising literature [5, 11, 12, 14, 23].
We use the training split of the v2 release, the only one for which the 3D structures are public:
one B3LYP/6-31G* optimised equilibrium geometry per molecule. There are no forces and no
off-equilibrium structures, which is why the matched comparison against force regression cannot
be run on this corpus. We discard 33 entries RDKit fails to parse, leaving 3,378,573 molecules.
Molecules are considerably larger than those of QM7-X and QM9, which makes this a corpus that is
out of distribution with respect to the downstream task.
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B.2 QM7-X

QM7-X [7] covers the molecules of GDB-13 with up to seven non-hydrogen atoms drawn from C, N,
O, S and Cl. Structures are optimised at the DFTB3+MBD level, and off-equilibrium structures are
obtained by normal-mode sampling around each optimised geometry. Forces are recomputed at the
PBE0+MBD level for every structure, equilibrium and off-equilibrium alike, which is what makes
QM7-X a corpus that supports supervised force regression at the same structures a denoiser would be
trained on. PBE0+MBD forces are converted to kcal/mol/Å.

Excluded structures. We exclude the duplicate structures flagged in the release’s DupMols.dat,
together with the off-equilibrium structures displaced from them. This leaves 39,637 optimised
structures and 4,003,337 structures in total.

Structures used for pre-training. For denoising we use all 39,637 optimised structures. For force
regression we sample, for each of them, one of its 100 off-equilibrium structures uniformly at random,
so that both objectives are trained on 39,637 structures of the same molecules. For the experiments in
appendix C.4 we randomly pick one of the 100 structures for training.

B.3 QM9

QM9 [17] holds 133,885 molecules with up to nine non-hydrogen atoms drawn from C, N, O and
F, enumerated from GDB-17, with geometries optimised at the B3LYP/6-31G(2df,p) level and
twelve regression targets per molecule. We remove the 3,054 molecules listed in the release’s own
uncharacterized.txt, whose geometry optimisation failed a consistency check, leaving 130,831
molecules. All downstream results in this paper are on the atomisation energy U0.

Splitting. We keep the 110,000/10,000 train/validation sizes that are conventional for this bench-
mark, so that our from-scratch baseline and our fine-tuned models are comparable to numbers reported
elsewhere, and let the test partition absorb the remaining 10,831 molecules. The test partition is
drawn once from a fixed seed, stratified over U0 into ten quantile bins so that it covers the target
range, and is then held out identically across every run in this paper. For each fine-tuning seed the
rest is split uniformly at random into train and validation.

B.4 Force computation

Neither PCQM4Mv2 nor QM9 ships off-equilibrium structures, so we compute reference forces at
perturbed geometries that are required for force-alignment metrics.

For each dataset we draw 1000 molecules uniformly without replacement from the validation split.
Each sampled equilibrium geometry is perturbed once with isotropic Gaussian noise of standard
deviation σ = 0.04Å, and the reference force is the negative energy gradient evaluated at that
perturbed geometry. Sampling and noise are drawn from a fixed seed, so all models are scored against
exactly the same structures and the same targets.

Each molecule is treated at the level of theory its own dataset’s geometries were produced at:
B3LYP/6-31G(2df,p) for QM9 and B3LYP/6-31G* for PCQM4Mv2. Computations are performed
with PySCF 2.13.0. All molecules are treated as neutral and the spin multiplicity is taken from the
electron-count parity, which selects restricted Kohn–Sham for the closed-shell cases and unrestricted
Kohn–Sham for the rest. We converge the self-consistent field (SCF) to 10−8 Hartree within at most
200 cycles and apply a level shift of 0.2; everything else is left at PySCF’s defaults. Molecules whose
SCF does not converge are discarded. Gradients are converted from Hartree/Bohr to kcal/mol/Å and
negated, which puts them in the same units as the QM7-X reference forces, so cosine similarities are
directly comparable across corpora.
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Figure 6: Cosine similarity of an equivariant MLP probe to QM7-X forces across layers.

C Extended results

C.1 Probing

This section describes how the probes of fig. 2 are fitted and reports the probing results referenced in
the main text in full.

Probed representation and reference set. Probes are fitted on the encoder’s vectorial stream
V ∈ Rn×3×d, against the QM7-X test partition of table 2 unless stated otherwise, using the normal-
mode displaced structures and their PBE0+MBD forces. Since QM7-X is split grouped by molecule,
those structures are disjoint from the pre-training set. All representations are computed with frozen
encoder weights, at exactly the geometry the reference force was computed at (no noise is added at
probing time).

Probe training. Both probes map one atom’s features Vi ∈ R3×d, with columns vic, to fi =∑
c wicvic: they contract the channel axis only and never mix x, y and z.

The linear probe learns one weight vector wic = wc, fitted by ridge regression (α = 1) without
intercept. We fit a single model across all atoms and Cartesian components.

In the gated probe an MLP predicts wic from the channel norms ∥vic∥, i.e. TorchMD-Net’s gated
equivariant block [19] restricted to the vector stream, with one hidden layer of width d/4 = 64 and
SiLU. We normalize the input by the root mean square of the channel norms over the training fold,
and fit with Adam (learning rate 10−2, no weight decay) on the root mean squared error, in batches
of 256 atoms, for at most 500 epochs. Training stops after 25 consecutive epochs that fail to improve
on the best epoch so far by 10−5 of the first epoch’s loss.

Both probes are cross-validated over 5 folds grouped by molecule, with one probe fitted per layer,
family and fold. Targets are divided by the mean force norm of the training fold. Reported values are
the mean over the five held-out folds of the per-atom cosine similarity between probe prediction and
reference force.

Results We present the equivalent of fig. 2 with a equivariant MLP in fig. 6. We further show the
cosine similarity of the probe prediction to the QM7-X reference forces resolved by layer and by
pre-training completion, for a linear probe (fig. 7) and for an equivariant MLP (fig. 8).

C.2 PCQM4Mv2 training

For the denoising model pre-trained on PCQM4Mv2, we show the force alignment of the model output
and the denoising loss on the training and validation distributions over the course of pre-training,
alongside the downstream test error of the corresponding fine-tuned checkpoints in fig. 9.

C.3 U0 results

Table 3 gives the absolute QM9 U0 test MAE underlying the relative improvements of table 1, for
both pre-training objectives at each checkpoint.
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Figure 7: Cosine similarity of a linear probe to QM7-X forces across pre-training and layers.
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Figure 8: Cosine similarity of an equivariant MLP probe to QM7-X forces across pre-training and
layers.
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Figure 9: Pre-training by denoising on the PCQM4Mv2 dataset.

Table 3: QM9 U0 test MAE in meV after fine-tuning, as a function of how far pre-training had run.
Mean ± SD over to 3 fine-tuning seeds. DN = denoising, FR = force regression.

Pre-training completion (%)

Pre-training 5 10 15 35 65 85 100

QM7-X, FR 5.90±0.07 5.75±0.13 5.78±0.23 5.71±0.10 5.54±0.18 5.56±0.05 5.29±0.14
QM7-X, DN 5.45±0.13 5.64±0.22 5.60±0.18 5.60±0.10 5.31±0.25 5.22±0.20 4.92±0.06
PCQM4Mv2, DN 5.62±0.04 5.63±0.08 5.29±0.19 5.09±0.14 4.83±0.21 4.64±0.08 4.65±0.05
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Table 4: QM9 U0 test MAE against pre-training completion and the number of distinct structures seen
(appendix C.4). Mean ± SD over three fine-tuning seeds. DN = denoising, FR = force regression.
†Expected value.

Pre-training run Completion (%) Structures (M) QM9 U0 test MAE (meV)

PCQM4Mv2, DN 5 2.880 5.6 ±0.0
10 5.600 5.6 ±0.1
15 8.480 5.3 ±0.2
35 19.840 5.1 ±0.1
65 36.800 4.8 ±0.2
85 48.160 4.6 ±0.1

100 56.640 4.6 ±0.1

QM7-X, DN 5 0.160 5.5 ±0.1
10 0.320 5.6 ±0.2
15 0.480 5.6 ±0.2
35 1.280 5.6 ±0.1
65 2.400 5.3 ±0.3
85 3.200 5.2 ±0.2

100 3.680 4.9 ±0.1

QM7-X, FR 5 0.032 5.9 ±0.1
10 0.032 5.8 ±0.1
15 0.032 5.8 ±0.2
35 0.032 5.7 ±0.1
65 0.032 5.5 ±0.2
85 0.032 5.6 ±0.1

100 0.032 5.3 ±0.1

QM7-X, FR, resampled† 5 0.157 5.9 ±0.0
35 1.261 5.8 ±0.1

100 2.442 5.3 ±0.2

C.4 Number of distinct training structures

Denoising draws new noise in every epoch, so every training example is a new structure, whereas
force regression sees the same displaced structure and force in every epoch. To control for this, we
train a resampled force-regression model that draws one of the K = 100 displaced structures of a
molecule uniformly at random each time the molecule is loaded. Everything else, including validation
on the fixed displaced structures, is as for force regression. Completion is relative to each run’s own
length.

Table 4 counts the distinct structures seen after E epochs over N training molecules. This is NE for
denoising, counting every noisy sample as distinct, and N for fixed force regression. In the resampled
run a given displaced structure is missed by all E draws with probability (1−1/K)E , so the expected
number of distinct structures is NK

(
1− (1− 1/K)E

)
. We report the expected value in the table.

C.5 Noise scale

We pre-train denoising models on QM7-X with σ ∈ {0.01, 0.02, 0.04, 0.08, 0.16}Å for 100 epochs
without early stopping, otherwise as in appendix A. Each model is fine-tuned from step 95,000 on
QM9 U0 over three seeds. Additionally, we fit linear and gated probes on this pre-training checkpoint.

Results Figure 10 shows the QM9 test error after fine-tuning and the force alignment of the model
output for each noise scale. Figures 11 and 12 show the cosine similarity of the linear and equivariant
MLP probes to the reference forces across layers.
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Figure 10: Denoising pre-training on QM7-X at different noise scales σ. Left: QM9 U0 test MAE
after fine-tuning, mean and standard deviation over three seeds. Right: average cosine similarity
between the model output and the reference forces of each dataset.
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Figure 11: Cosine similarity of a linear probe to the reference forces across layers, for each noise
scale σ.
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Figure 12: Cosine similarity of an equivariant MLP probe to the reference forces across layers, for
each noise scale σ.
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D Denoising as supervised force regression

The denoising objective. Zaidi et al. [23] pre-train a model as a denoising auto-encoder. A
molecular conformation x ∈ Rn×3 (a local energy minimum) is perturbed with isotropic Gaussian
noise ϵ ∼ N (0, σ2I) to give x̃ = x + ϵ, and a model r : Rn×3 → Rn×3, the denoising network,
is trained to predict the noise from the corrupted structure, argminθ E

[
∥ϵ− r(x̃;θ)∥22

]
. Since the

score only matches the force field in the limit σ → 0, predicting the noise is preferred in practice over
reconstructing the clean structure. Defining the reconstruction network rx(x̃;θ) := x̃−r(x̃;θ) ≈ x,
the two objectives are equivalent,

∥x− rx(x̃;θ)∥22 = ∥ϵ− r(x̃;θ)∥22. (1)

Vincent [21] has shown that this denoising objective is equivalent to score matching [9] against
qσ(x̃|x) = N (x̃;x, σ2I), whose score has the closed form ∇x̃ log qσ(x̃|x) = −ϵ/σ2. Since
r(x̃;θ) is trained to estimate ϵ, its implied score estimate is −r(x̃;θ)/σ2, and

∥ϵ− r(x̃;θ)∥22 = σ4

∥∥∥∥−r(x̃;θ)

σ2
−∇x̃ log qσ(x̃|x)

∥∥∥∥2
2

, (2)

so, up to this reparameterization, denoising is equivalent to learning the score of qσ .

Relation to force regression. We show that denoising can be seen as force regression on a second
order approximation of the energy function around a conformation x, under certain assumptions on
the Hessian.
Theorem 1 (Denoising as force regression). Let x ∼ p(x), p(x) ∝ exp(−U(x)), be a molecular
conformation at a local energy minimum, i.e. ∇xU(x) = 0, and let x̃ = x+ ϵ with ϵ ∼ N (0, σ2I)
denote an off-equilibrium structure. Denote by F (x̃) = −∇x̃U(x̃) the force acting on x̃, and let
r(x̃; θ) := x̃− rx(x̃; θ) denote the denoising network associated with the reconstruction model rx,
as above. Recall that, as shown by Vincent [21], the denoising objective is equivalent to regressing
the score of qσ(x̃ | x) via the rescaled estimate Fθ(x̃) := r(x̃; θ)/σ2:

argmin
θ

E
[
∥x− rx(x̃; θ)∥22

]
= argmin

θ
Eqσ(x̃,x)

[∥∥∥∥Fθ(x̃)−
1

σ2
(x− x̃)

∥∥∥∥2
2

]
. (3)

Then, under the assumption of a locally isotropic Hessian ∇2
xU(x) = I/σ2, as σ → 0,

argmin
θ

E
[
∥x− rx(x̃; θ)∥22

]
= argmin

θ
Eqσ(x̃,x)

[
∥Fθ(x̃)− F (x̃)∥22

]
+ o(σ2), (4)

i.e. up to the rescaling Fθ = r/σ2, denoising is equivalent to regressing the force acting on the
corrupted structure x̃.

Proof. Using a Taylor expansion of U around x, and ∇xU(x) = 0,

U(x̃) = U(x) + 1
2 (x̃− x)TH(x̃− x) + o(∥x̃− x∥2),

where H = ∇2
xU(x) is the Hessian at x. Differentiating with respect to x̃, the force at the corrupted

structure is
F (x̃) = −∇x̃U(x̃) = −H(x̃− x) + o(∥x̃− x∥).

Under the isotropic assumption H = I/σ2, and using x̃− x = ϵ ∼ N (0, σ2I), so that E[∥ϵ∥22] =
O(σ2),

F (x̃) =
1

σ2
(x− x̃) + o(σ2).

Substituting this into the right side of equation 3 gives equation 4, which concludes the proof.
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