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Abstract

Foundation models for time-dependent partial differential equations (PDEs) are
trained on large and diverse collections of physical systems and can generalize
effectively to new downstream tasks. After fine-tuning on only a few trajecto-
ries from a target domain, they can achieve strong accuracy in low-data regimes.
However, these models are typically large and computationally intensive, limiting
their usefulness as fast surrogates for numerical solvers. We propose Teacher
Rollout Extension (TREX), a knowledge distillation framework that transfers the
predictive capability of a pretrained foundation model into a compact and efficient
student. Starting from a fine-tuned teacher, TREX augments limited downstream
data by generating long synthetic trajectories through teacher rollouts, optionally
with periodic noise injection. This procedure samples from the teacher-induced
rollout distribution without requiring explicit knowledge of the initial-condition
distribution, while exposing the student to long-horizon states and local recovery
behavior around states encountered during autoregressive prediction. The student
can further incorporate task-specific inductive biases, such as equivariance, that
the teacher does not necessarily enforce. The experiments show that the student
trained with TREX can match or surpass the teacher’s accuracy while achieving
more than an order-of-magnitude speedup in inference.

1 Introduction

Processes such as fluid dynamics or cell growth can be described using partial differential equations
(PDEs). Since solving PDEs can be slow, recent research has investigated applying neural networks
as surrogate models to learn solutions to PDEs. One core problem with neural PDE surrogates is
that they require a training dataset, which is often generated using an expensive numerical solver,
thereby making the surrogate modeling potentially uneconomical. As a remedy, foundation models
(FMs) for PDEs have been introduced [9, 28, 29]. By pretraining a surrogate on a large set of diverse
physics, FMs can transfer knowledge to downstream tasks with fewer training samples. On the
downside, inference for such models is computationally expensive, as they require more parameters
to generalize well. Slow inference prohibits their use in applications that have real-time requirements,
such as planning and control tasks in manufacturing or energy systems [12, 41]. Furthermore, the
used architectures are mostly large transformers that lack inductive biases, since these may vary from
problem to problem. Therefore, we propose using knowledge distillation (KD, [4, 10]) to reconcile
the trade-off between fast inference and strong generalization (Fig. 1). Specifically, the pretrained FM
is first fine-tuned on a small set of trajectories in the target domain. Afterward, the FM is used as the
teacher to amend the available data with additional information. Research on KD for PDEs has been
limited and has not considered the FM regime. Additionally, most prior work relies on specialized
architectures or assumes full knowledge of the initial state distribution [17, 45]. However, access to
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Figure 1: Foundation models are pretrained on a variety of PDE prediction tasks first (1), enabling
them to adapt to a new task with only a few trajectories (2). To overcome their high inference time, we
propose to distill the foundation model into a smaller and potentially equivariant student by extending
the training trajectories using noisy rollouts of the teacher (3).

the downstream initial-condition distribution is not always available, e.g., when data originates from
experiments or partially observed systems. Furthermore, these methods are not applicable to FMs
that require multiple context frames, since generating valid contexts requires additional simulator
calls. See App. D for a full discussion of related work.

Hence, we introduce Teacher Rollout Extension (TREX), a distillation technique that avoids sampling
new initial conditions. Starting from the few available downstream trajectories, TREX generates long
teacher rollouts and trains the student on the resulting teacher-labeled trajectories. This exposes the
student to the teacher-induced rollout distribution, i.e., the distribution of states encountered during
autoregressive prediction, rather than only the short trajectories observed in the downstream data.
Periodic noise injection further broadens local state-space coverage and teaches the student how the
teacher evolves from perturbed states. To transfer the teacher’s knowledge to the student model, we
add these teacher-generated trajectories to the student dataset and train on a mixture of ground-truth
and teacher-labeled transitions. To overcome the aforementioned lack of inductive biases in FMs, we
propose to distill the teacher into a student with the appropriate inductive biases, such as equivariances
of the downstream task. Including equivariance in the model architecture can increase data efficiency
[7, 46]. We investigate the effectiveness of our method through experiments with the Poseidon [9]
and Walrus [29] foundation models on a number of fluid dynamics tasks, showing that TREX can
achieve teacher accuracy while drastically reducing the number of parameters and inference time.

2 Knowledge Distillation of PDE Foundation Models

We consider autoregressive neural surrogates for time-dependent PDEs. Given a small downstream
dataset DGT = {(un

0 , . . . ,u
n
NT−1)}Nn=1, our goal is to distill a fine-tuned foundation model T into

a compact student S. The teacher predicts zt+1 = T (zt); for multi-frame models, zt denotes the
complete context window. Each trajectory consists of NT states. Our goal is to build an accurate and
efficient surrogate model by infusing knowledge from a foundation model (FM) used as the teacher
T , that autoregressively predicts the next state solution zt+1 = T (zt). In the first step, the FM is
fine-tuned on the available downstream task data. To distill the fine-tuned model into the student
S, TREX not only trains the student on the available ground-truth downstream trajectories, but also
generates additional training data by rolling out the teacher from available states. Hence, TREX
constructs an extended teacher-induced state occupancy measure:

ρKT =
1

K

K−1∑
t=0

(T t)#ν0, ν0 =
1

N

N∑
n=1

δu0
n
. (1)

Here, δu0
n

is the Dirac measure concentrated at u0
n, ν0 the observed starting ground truth states,

(T t)#ν0 denotes the pushforward of ν0 under t autoregressive teacher steps and K is the number of
rollout steps. Hence, the occupancy measure describes the state distribution induced by rolling out the
teacher from the selected set of ground truth samples. The corresponding distillation objective trains
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the student on transitions sampled from the measure. Thus, TREX does not require access to the
true initial condition distribution. Instead, it reuses the few ground-truth trajectories as anchors and
expands them through the dynamics learned by the FM. This perspective connects TREX to the long-
time behavior of dynamical systems. Many dissipative PDEs and chaotic systems possess recurrent
long-time structure, such as attractors, so that trajectories initialized from different states eventually
visit similar regions of the state space. If the teacher dynamics admit an invariant measure µT
satisfying T # µT = µT , then the finite occupancy measure ρKT can be viewed as an approximation
to the teacher’s long-time rollout distribution. This is especially relevant to ergodic systems, where
different starting points eventually cover the same state distribution (see Fig. 3 in App. G).

Noisy Teacher Rollouts. Deterministic rollouts sample states on the teacher trajectory, but may
provide limited coverage of nearby off-trajectory states. Additionally, it can be beneficial to include
data points near typical rollout states in order to teach the student how the dynamics evolve from
perturbed inputs. Hence, we inject noise periodically during the teacher rollout
z̃t = zt +mtξt, zt+1 = T (z̃t), mt = 1{t > 0 ∧ t ≡ 0 (mod TNoise)}, (ξt)c(x) ∼ N (0, σ2s2c).

Here, ξt is Gaussian noise applied independently at each spatial location and channel, and sc denotes
the global standard deviation of channel c computed over the dataset, and σ is a fixed scaling factor.
The noise is not applied at every step, but at intervals of length TNoise, so that we obtain unperturbed
sub-trajectories for training and allow the teacher to converge back to the attractor if the noise leads
to a state far off. Adding noise during training is a common strategy for autoregressive neural PDE
solvers [33, 36, 40]. However, these approaches perturb only the input states, leaving the target
trajectory unchanged. As a result, the surrogate learns to map perturbed states back to known states
and is exposed to slightly out-of-distribution states, but the correction is systematically biased, since
the true dynamical system would generally evolve differently from the perturbed state. By performing
noisy rollouts from all available ground truth trajectories, we obtain the dataset DTREX, which
consists of short sub-trajectories defined by the segments of the trajectory between noise applications.
The final student objective combines ground-truth supervision with the teacher rollout distillation,
LS = LGT + λTREXLTREX. The losses on both datasets are computed on k-step sub-trajectories.

Enforcing Physical Constraints. PDE FMs are usually constructed using large transformer ar-
chitectures (App. D). This makes them flexible enough to model many different systems, but it also
means that they often do not explicitly encode the symmetries of a specific downstream PDE. Once
the downstream task is fixed, however, such a structure may be known and can be built into the
student. We focus on equivariance as one such constraint. Let G be a group of transformations acting
on the state space, and let τgu denote the transformed state for g ∈ G. A model M is equivariant to
G if ∀g ∈ G: M(τgu) = τgM(u). For a surrogate, this means that transforming the input state and
then predicting the next state gives the same result as predicting first and then transforming the output.
Many PDEs satisfy such symmetries. For example, on a periodic domain, the solution operator of
a translation-invariant PDE satisfies Φ∆t(τau) = τaΦ∆t(u), where τa denotes a spatial shift. This
provides a complementary benefit to distillation. The teacher contributes knowledge acquired during
large-scale pretraining, while the student can impose task-specific structure known for the PDE.

3 Experiments

For our main experiments, we use the Poseidon-L model [9] as the teacher. The teacher is distilled into
a lightweight TFNO [15, 16], which represents FNO’s [18] weight matrix using a Tucker factorization
to reduce the number of parameters but also improve generalization through regularization effects.
The student is trained autoregressively with 2-step sub-trajectories. More model and training details
are listed in App. F. For TREX, the teacher is rolled out for 100 steps starting from the initial condition,
where noise is injected after every 10 steps. The relative noise standard deviation is set to σ = 1. As
baselines, we compare the original Poseidon-L teacher and the student trained only with the available
ground truth data. Additionally, we add relational KD [32] as a feature-based KD method. Lastly,
we add a baseline with full knowledge of the true initial condition distribution (IC-KD) similar to
[45]. As downstream tasks, we use compressible Euler and incompressible Navier-Stokes equations
from [9]. App. E lists the used PDEs in detail. We restrict ourselves to spatiotemporal tasks from
Poseidon and exclude tasks where we did not find a clear advantage of the FM teacher over the TFNO
student trained from scratch, since we focus on investigating scenarios where a pre-trained FM can
successfully transfer its knowledge.
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Figure 2: The median relative L1 error (Eq. (24)) for Poseidon downstream experiments. The
distillation methods are compared to the teacher’s accuracy over the number of trajectories in the
training set N. TREX manages to match or even surpass the teacher on all tasks.

Fig. 2 shows the main results for the Poseidon distillation. TREX matches or even surpasses its
teacher for all considered settings. At the same time, inference speed (Tab. 1) is increased by over an
order of magnitude. These findings generalize to different students (App. H.1.1). IC-KD is also able
to match the teacher on all investigated settings; however requires the full IC distribution to be known,
which is not the case for real-world data and might also be expensive. For example, for NS-BB, the
IC is actually an already evolved state (App. E). While relational KD can also slightly improve the
student, we were not able to match the teacher when the teacher outperformed ground truth learning.

Table 1: Inference time, GPU memory, and num-
ber of parameters for the teacher and student for
a batch size of 64.

Model Time Memory # Param.

Poseidon 1.88 s 3749 MB 628.6M
TFNO 0.15 s 1171 MB 174.4K

A reason might be the difficulty of meaningful
distance measures in the large-dimensional fea-
ture fields encountered in the neural PDE solver
latent space. Interestingly, we found that the
TFNO is an exceptionally well-performing model
for the considered tasks, even capable of outper-
forming the pretrained Poseidon in certain set-
tings without KD. In these cases, TREX can per-
form worse than only using the ground truth since
the added teacher-generated data is moving the

student away from the better solution it would have found using only ground truth. For the other
student models (App. H.1.1), we did not find similar results. Thus, KD should only be applied if the
FM was found to generalize well to the task at hand using a held-out validation set. Analyzing the
error over time shows that the student initially has a larger error but a slower error growth afterward
(Fig. 5 in App. H). We also investigate another teacher model (App. H.1.2). For the multi-frame
Walrus FM [29] on Kolmogorov Flow [19], TREX reduces the 60-step rollout VRMSE from 0.547
for Walrus to 0.498, while a student trained only on ground truth reaches 0.766 (Tab. 6).

The ablations in App. H further indicate that the gain does not arise solely from mixing in ground-truth
data. On NS-PwC with four trajectories, TREX obtains a median relative L1 error of 0.056, while
training only on the teacher-generated TREX trajectories still achieves 0.060, compared with 0.070
for the teacher. Removing noise as well increases the error to 0.064, indicating that both rollout
extension and noise injection contribute to the improvement. Regarding equivariance, we found that
applying random spatial shifts to the (shift-equivariant) PDE trajectories increased Poseidon’s error
from 0.082 to 0.240 for NS-SVS, while the student’s error remained constant due to its equivariant
architecture at 0.076 (App. H.3). This shows that enforcing equivariance in the student architecture
can improve robustness to out-of-distribution states.

4 Conclusion

We introduce TREX, a simple and effective knowledge distillation framework for PDE foundation
models. The results show that compact student models can match the accuracy of large teacher
models while achieving substantial improvements in inference speed and memory efficiency. In the
future, TREX could be combined with other distillation techniques to also provide more information
on the influence of other factors, such as physical parameters, to the student.

4



Acknowledgments and Disclosure of Funding

Funded by the German Federal Ministry of Research, Technology and Space (BMFTR) as part of
the InnoPhase project (funding code: 02NUK078). Additionally, we acknowledge the support of
Deutsche Forschungsgemeinschaft (DFG) under funding code 569019417 and the support of the
Stuttgart Center for Simulation Science (SimTech). Andrei Manolache acknowledges funding by
the EU Horizon project ELIAS (No. 101120237). The authors thank the International Max Planck
Research School for Intelligent Systems (IMPRS-IS) for supporting Daniel Musekamp, Andrei
Manolache, and Mathias Niepert.

References
[1] Ishan Amin, Sanjeev Raja, and Aditi S Krishnapriyan. Towards fast, specialized machine

learning force fields: Distilling foundation models via energy hessians. In The Thirteenth
International Conference on Learning Representations, 2025.

[2] Lei J Ba and Rich Caruana. Do deep nets really need to be deep? Advances in neural information
processing systems, 27, 2014.

[3] X Cheng, Y He, Y Yang, X Xue, S Cheng, D Giles, X Tang, and Y Hu. Learning chaos in a
linear way. In International Conference on Learning Representations, pp. 55276–55318. ICLR,
2025.

[4] Jianping Gou, Baosheng Yu, Stephen J Maybank, and Dacheng Tao. Knowledge distillation: A
survey. International journal of computer vision, 129(6):1789–1819, 2021.

[5] Jayesh K. Gupta and Johannes Brandstetter. Towards multi-spatiotemporal-scale generalized
PDE modeling. Trans. Mach. Learn. Res., 2023.

[6] Zhongkai Hao, Chang Su, Songming Liu, Julius Berner, Chengyang Ying, Hang Su, Anima
Anandkumar, Jian Song, and Jun Zhu. Dpot: auto-regressive denoising operator transformer for
large-scale pde pre-training. In Proceedings of the 41st International Conference on Machine
Learning, pp. 17616–17635, 2024.

[7] Jacob Helwig, Xuan Zhang, Cong Fu, Jerry Kurtin, Stephan Wojtowytsch, and Shuiwang Ji.
Group equivariant fourier neural operators for partial differential equations. In International
Conference on Machine Learning, pp. 12907–12930. PMLR, 2023.

[8] Dan Hendrycks and Kevin Gimpel. Gaussian error linear units (gelus). arXiv preprint
arXiv:1606.08415, 2016.
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A Limitations

While TREX provides an effective framework for distilling PDE foundation models, it comes with
several limitations. First, TREX relies on the quality of the fine-tuned teacher. Since the method
samples from the teacher-induced rollout distribution, any systematic bias or instability in the teacher’s
long-horizon dynamics may be transferred to the student. In particular, if the teacher converges to
an incorrect or distorted attractor, TREX may reinforce this behavior. Although mixing teacher-
generated data with ground-truth trajectories mitigates this issue, it does not fully eliminate it. Second,
rollout extension is most useful when long trajectories continue to explore informative regions of
state space. Its benefit may therefore be limited for systems that rapidly collapse to a trivial fixed
point, exhibit strongly transient dynamics, or contain multiple disconnected long-time regimes that
are not represented by the available trajectories. Moreover, the Gaussian perturbations used by TREX
are not guaranteed to satisfy all physical constraints of the underlying PDE and should therefore be
viewed as a state-space augmentation strategy rather than as physically valid perturbations.

B Broader Impact

This work aims to advance machine learning methods for scientific simulation and time-dependent
PDEs by making foundation-model-based surrogates more efficient and easier to deploy. Faster
surrogate models could reduce the computational cost of simulation workflows and make such tools
more accessible in scientific and engineering applications. We do not expect broad negative societal
impacts from the method itself.

C Compute Resources

The experiments were performed on a cluster with 10 NVIDIA GeForce RTX 4090 GPUs and on a
larger compute cluster with 32 NVIDIA A100 GPUs and 32 NVIDIA L40 GPUs. Each individual
training run used a single GPU. The reported inference-time and memory measurements for Poseidon
experiments were collected for a batch size of 64, as described in the main text.

D Related Work

Knowledge distillation [4, 10] aims to provide the student with additional information from the
teacher network. For classification tasks, the class logits can be transferred to the student [2, 10]. For
general tasks, the student can be trained to have feature representations close to those of the teacher
[34]. Relational KD [32] trains the student by comparing the relationship between the student’s
feature representations of different inputs and the teacher’s, i.e., pushing the student to have the same
distance between inputs as the teacher. Thus, the teacher and student do not need the same feature
space representation. Similarly, Lin et al. [21] introduce a region-aware attention mechanism that
reconstructs student patches into representations more closely aligned with the teacher’s view, even
when the two models have substantially different architectures. Lastly, the student can also be trained
to match the teacher’s derivatives. [39] train a student by matching the teacher’s Jacobian matrix. [1]
apply a similar approach to distill a foundation model for molecules into a smaller student model by
matching the teacher’s energy-prediction Hessian. In addition to providing additional information
about the encountered training examples, it is also possible to artificially generate new training
instances using the teacher model. For example, Lopes et al. [25] introduce data-free distillation,
which aims to generate new samples that match the statistics of a dataset for which only those
statistics are known.

Distillation has also been applied to PDEs or spatiotemporal predictions in general. [17] distill a
special teacher architecture with branches for low- and high-frequency features into the student
using separate losses for each branch. Wan et al. [42] propose SINO, which first learns a fine-step
surrogate from a small number of trajectories and subsequently distills it into a coarse-step FNO using
a larger teacher-generated dataset. The synthetic trajectories are generated from newly sampled initial
conditions, whereas TREX targets settings in which no such initial-condition sampler is available
and instead expands the available downstream trajectories through teacher rollouts. [45] present
Omnifluids. Omnifluids first trains a high-resolution model on a PDE with varying parameters using
a finite-difference loss for a known equation, similar to PINO [20]. The teacher is distilled into a
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lower-resolution model with the same architecture by matching the teacher’s predictions on samples
from the IC, assuming the teacher’s parameter distribution is known. In contrast, we consider general
foundation models pretrained on large datasets, and do not assume knowledge of the PDE or input
distributions.

PDE Foundation Models. In recent years, a number of PDE foundation models have been presented.
Most use large vision transformers as their backbone [9, 22, 28, 29]. The earliest example of a PDE
foundation model for nonlinear problems is MPP [28], which also uses axial attention to reduce the
computational load. Since then, model and dataset sizes have been increasing. Poseidon [9] is based
on a SwinV2 [23] vision transformer trained to predict the future state with the step size as a model
input. Hence, it can be employed both for direct and autoregressive prediction. Walrus [29] is trained
on The Well data [31] and can solve 2D and 3D tasks. While using a vision transformer, it also takes
multiple time steps as inputs to infer the underlying physics from the observed trajectory segment.
Zhou et al. [47] present Unisolver, which provides the vision transformer backbone with additional
information about the PDE, such as the domain geometry or the physical parameters. Most notably,
the equation symbols are embedded using an LLM. In contrast, PDEformer-2 [43] uses a graph-based
transformer, and DPOT [6] is based on Fourier attention layers. [38] propose to use a pretrained LLM
backbone to propagate in time. Additionally, they also embed additional inputs using an LLM similar
to Unisolver.

Infusing Attractor Knowledge. Several authors have investigated explicitly including attractor
dynamics for neural PDE solvers. Li et al. [19] include a loss term to enforce that the model always
converges to the attractor on artificial data drawn uniformly from a fixed ball around zero. DySLIM
[37] enforces that the learned model follows the invariant measure by minimizing the Maximum
Mean Discrepancy between the data distribution and the learned attractor. [3] proposes a Poincaré
Flow Neural Network, which is trained by dividing the data into the contracting and measure-invariant
phases that can occur in a dissipative chaotic system. Depending on the phase, a loss is applied to
enforce the contracting or invariant behavior.

E Datasets

We mainly use the datasets provided by [9]. All datasets, besides Kolmogorov Flow, contain 8 time
steps, which end at T = 0.7 and use periodic boundary conditions. The spatial resolution is 128x128
for a grid of [0, 1]× [0, 1]. The Poseidon problems have 120 validation and 240 test trajectories.

E.1 NS-PwC

The Navier-Stokes piecewise constants task uses the incompressible Navier-Stokes equations:
∂tu+ (u · ∇)u+∇p = ν∆u,∇ · u = 0. (2)

For NS-PwC, the initial state is given as a set of constants on a grid of 10 cells in each dimension:
ω0(x, y) = ci,j for (x, y) ∈ [xi−1, xi]× [yj−1, yj ], i, j = 1, . . . , p. (3)

with xi = yi =
i
p , for i = 0, 1, 2, . . . , p and the constant square values drawn from ci,j ∼ U[−1,1].

Here, ω0 refers to the vorticity that can be transformed into the velocity in the x and y directions
using the incompressibility condition.

E.2 NS-BB

In Fourier space, the Brownian bridge initial conditions are initialized as

W (x) =
∑

|k|∞≤N

1

∥k∥3/22

∑
m,n,ℓ∈{0,1}

α
(mnℓ)
k scm(x)scn(x)scℓ(x), (4)

where

sci(x) =

{
sin(x), for i = 0,

cos(x), for i = 1
. (5)

W(x) does not directly give u0. Instead, it defines the state at t=-0.5, and the initial conditions are
derived by evolving the Navier-Stokes equations until t=0. The random variables are sampled from
α
(mnℓ)
k ∼ U[−1,1].
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E.3 NS-SVS

The next Navier-Stokes task uses Sinusoidal Vortex Sheet (SVS) initial conditions, which also use a
vorticity formulation

ωρ
0 = ϕρ ∗ ω0, (6)

where ω0 is defined as

ω0(x) = δ(x− Γ)−
∫
T2

dΓ, (7)

and

ϕρ(x) = ρ−2 ψ

(
∥x∥
ρ

)
. (8)

ψ(r) is defined as

ψ(r) =
80

7π

[
(r + 1)3+ − 4

(
r +

1

2

)3

+

+ 6r3+ − 4

(
r − 1

2

)3

+

+ (r − 1)3+

]
, (9)

and Γ as

Γ =

{
(x, y) ∈ T2

∣∣∣∣∣ y =
1

2
+ 0.2 sin(2πx) +

p∑
i=1

αi sin
(
2π(x+ βi)

)}
. (10)

The variable parameters are drawn from
αi ∼ U[0, 0.003125], βi ∼ U[0, 1], (11)

and ρ and p are fixed to ρ = 5
128 and p = 10.

E.4 CE-RPUI

The Compressible Euler PDE is given as

ut +∇ · F (u) = 0, (12)
where u and F (u) are defined as

u =

[
ρ
ρv
E

]
, F (u) =

[
ρv

ρv ⊗ v + pI
(E + p)v

]
. (13)

For the CE-RPUI problem, the four channels are drawn as constant values for each region of the input
grid. The input division sets Di,j are computed using sinusoidal functions σx(x, y) and σy(x, y),
which are defined as

σx(x, y) =

p∑
i,j=1

αx,i,j sin
(
2π

(
i+ 2p2

)
x+

(
j + 2p2

)
y + βx,i,j

)
, (14)

and similarly

σy(x, y) =

p∑
i,j=1

αy,i,j sin
(
2π

(
i+ 2p2

)
x+

(
j + 2p2

)
y + βy,i,j

)
. (15)

The coefficients αk,i,j βk,i,j are drawn from uniform distributions:
αk,i,j ∼ U [−0.01, 0.01], βk,i,j ∼ U [0, 1]. (16)

Afterward, the input space regions are defined as

Di,j =

{
(x, y) ∈ T2

∣∣∣∣ xmin ≤ {x+ σx(x, y) + 1} < xmax,

ymin ≤ {y + σy(x, y) + 1} < ymax

}
, (17)

where {x} := x− ⌊|x|⌋ sgn(x) and

xmin =
i

p+ 1
, xmax =

i+ 1

p+ 1
, ymin =

j

p+ 1
, ymax =

j + 1

p+ 1
. (18)

In the end, the initial condition is defined using the regions Di,j

(ρ, vx, vy, p)
∣∣
t=0

= (ρi,j , v
x
i,j , v

y
i,j , pi,j) in Di,j , (19)

where the region-wise parameters are drawn from
ρi,j ∼ U [1, 3], vxi,j ∼ U [−10, 10], vyi,j ∼ U [−10, 10], pi,j ∼ U [5, 7]. (20)
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E.5 Kolmogorov Flow

For the ablations, we use the Kolmogorov flow dataset [19] at a Reynolds number (Re) of 5000. The
PDE can be described as

∂u

∂t
= −u · ∇u−∇p+ 1

Re
∆u+ sin(4y)x̂, (x, y, t) ∈ [0, 2π]× [0, 2π]× [0,∞) (21)

∇ · u = 0, (x, y, t) ∈ [0, 2π]× [0, 2π]× [0,∞) (22)
u(·, 0) = u0, (x, y) ∈ [0, 2π]× [0, 2π]. (23)

We transform the PDE into velocity form so that it can be included in Walrus’ channel mapping. The
resolution is 128x128. The trajectories are 501 time steps long, where the first 100 are discarded. We
use 48 trajectories for validation and test each. For training, only a single trajectory is provided.

F Model and Training Details

All student models are trained to predict the difference, i.e., ût+1 = S(ut) = M(ut) + ut. The
learning rate is set to 10−3 initially and scaled down to 10−6 using cosine annealing. We use the
standard Adam optimizer [14] and a batch size of 32. The experiments were performed on NVIDIA
GeForce RTX 4090 GPUs (one GPU per run). For the main results, we report the test error for the
model checkpoint with the best error on the validation set for the ground-truth only and relational KD
baselines, since we encountered overfitting for these methods. For TREX and IC-KD, we report the
last model checkpoint to be fair to the Teacher baseline, which also did not use early-stopping. We
use the original training loss from Poseidon over the batch B:

L1
train(θ) =

1

NQOI

∑
QOI

∑
b∈B

∑
t

∑
x

∑
cQOI

|ûθ,b (t,x, cQOI)− ub (t,x, cQOI)|∑
b∈B

∑
t

∑
x

∑
cQOI

|ub (t,x, cQOI)|+ εL1

.

TFNO. We use the Tucker factorized FNO [15] version with the implementation provided by [16].
The factorization reduces the number of parameters with a compression factor of 0.1. The network
uses 32 modes per dimension, 32 hidden channels, three layers, and a GELU [8] activation function.

U-Net. For the student model ablations, we use the modern U-Net [35] as provided by [5]. The
U-Net has 4 levels of resolution, increasing the number of channels per level by 1, 2, 2, and 4, starting
at 16 hidden channels after the embedding, resulting in 9,161,332 parameters. For U-Net, we found it
advantageous to train with a 5-step error for the model ablation experiment.

FNO. We also use a traditional FNO [18] without factorization for the model ablations. The model
uses the same number of modes and channels as the TFNO, resulting in 5,042,836 parameters. The
FNO uses 4 layers.

Poseidon. As the teacher, we use the Poseidon-L model [9]. Poseidon-L was pretrained on six
different datasets containing Navier-Stokes and compressible Euler equations with different sets
of initial conditions. The model uses a SwinV2 transformer as its backbone, a multi-resolution
vision transformer. The architecture operates on a latent representation with embedding dimension
C = 192. For each hierarchical level i, the model employs ti = 8 blocks, resulting in a total of 629M
trainable parameters. The network consists of L = 4 levels, connected via L− 1 downsampling and
upsampling operations to progressively refine spatial resolution. The number of attention heads per
level is defined as:

[h1, h2, h3, h4] = [3, 6, 12, 24],

allowing increased representation capacity at coarser scales. In addition, each level incorporates two
ConvNeXt layers [24]. The model operates on input patches of size p = 4 and a window size of
M = 16. We report the original median relative L1 error metric from Poseidon [9], which normalizes
the L1 loss for each quantity of interest (QOI) frame-wise:

L1
QOI(u, û) =

∑
x

∑
cQOI

|û(tlast,x, cQOI)− u(tlast,x, cQOI)|∑
x

∑
cQOI

|u(tlast,x, cQOI)|
. (24)

12



a) b) c)

Figure 3: Long rollouts can increase state-space coverage in dynamical systems. Two trajectories
of the Lorenz system [26] visit similar regions of state space over time (a). Starting from a short
observed trajectory (b), extending the rollout generates additional states from the long-time trajectory
distribution (c).

Training is performed using the AdamW optimizer [27] with cosine learning rate decay. The main
learning rate is initialized as ηb = 5 · 10−5. A weight decay of 10−6 is applied for regularization.
The batch size is set to 16, and the model is trained for 200 epochs without early stopping. Gradient
norms are clipped at a maximum value of 5 to ensure numerical stability.

Walrus. For Walrus [29] fine-tuning, we used only 50k sample presentations to the model (batch
size 4). We used global normalization and followed the original training procedure otherwise.
For the distillation, we started 50 rollouts from different random sub-sequences in the trajectory of
length 100. We found noise during Walrus rollout harmful, likely since adding noise to a multi-frame
input does not just create a different state, but also suggests different physics to the model if it learned
to infer it from its inputs. More importantly, it was crucial to deactivate the jitter added in Walrus
inference, as this creates stochastic predictions and hence noisy labels. Walrus uses the VRMSE
metric:

VRMSEt1:t2

(
û,u

)
=

1

t2 − t1 + 1

t2∑
t=t1

√√√√√
〈
|ût − ut|2

〉
〈
|ut − ut|2

〉
+ ε

. (25)

We use the normalized mean absolute error as the loss function

LW(u, û) =
1

T

T−1∑
t=0

∣∣Norm∆

(
û t+1 − ut

)
−Norm∆

(
ut+1 − ut

)∣∣
1
.

The normalization is performed with the global mean and standard deviation of the transition
differences.

G Knowledge Distillation Details

In this section, we provide additional results on the KD techniques used in this paper.

TREX For TREX, we use 100 rollout steps starting from the initial condition by default. The noise
is applied after 10 steps, with a scaling factor of σ = 1. The TREX loss weight is set to 1 as well.
The noisy rollouts are regenerated every 1000 epochs.

The ergodic Lorenz attractor example in Fig. 3 further illustrates the motivation behind our method:
although trajectories start from different initial conditions, their long rollouts repeatedly visit a shared
region of the state space. TREX exploits the same principle for PDE foundation models by turning
a small number of ground-truth trajectories into a much broader set of teacher-labeled states that
eventually cover the same space.

IC-KD For the IC-KD baseline, we use a buffer of teacher-generated trajectories that we regenerate
every 10 epochs, with the size of the buffer determined by the number of ground truth trajectories
available. The teacher-generated rollouts are then also divided into sub-trajectories for n-step training.
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Note that for the Brownian bridge task, the initial conditions are computationally intensive to compute
because they are evolved from an earlier state.

LIC = Eu0∼p0

[
1

T

T−1∑
t=0

ℓ
(
S(ut), T (ut)

)]
, ut+1 = T (ut)

Relational KD Relational KD [32] aims to make the distance between an input pair i, j from a
mini-batch in the student feature space close to the distance in the feature space:

LRKD =
∑
i<j

ℓδ

(
d(ti, tj), d(si, sj)

)
, (26)

where t and s are the teacher and student features, respectively. The loss is the Huber distance

ℓδ(x, y) =

{
1
2 (x− y)2 if |x− y| ≤ 1

|x− y| − 1
2 otherwise

. (27)

Since the feature spaces of the spatial neural network are very large, we use Gaussian sketching,
which uses random Gaussian matrices R to reduce the input features to a lower dimension for the
teacher

ti = RT t̃i, (RT )ab ∼ N
(
0, 1k

)
, RT ∈ Rk×dT , (28)

and equivalently, the student model

si = RS s̃i, (RS)ab ∼ N
(
0, 1k

)
, RS ∈ Rk×dS . (29)

It can be shown that the error in the distances d(ti, tj) introduced by the Gaussian sketch is bounded
[11, 13]. We use k = 512 in all experiments.

The loss LRKD is added to the main, ground truth loss with a scaling factor of 0.001. We use the
last-layer features for both the student and the teacher.

H Further Results

Tab. 2 shows the main results for the median relative L1 metric with the 95% confidence interval of the
mean. For completeness, we also show the relative L1 error for all time steps (Tab. 3). Additionally,
we report the training durations in Tab. 4. Fig. 4 shows a full example rollout for the NS-SVS task
and Fig. 5 shows the error growth for all 4 considered tasks.
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Table 2: Median rel. L1 metric of the last time step. Entries show the mean with its 95% confidence
interval calculated over three seeds.

Algorithm N = 4 N = 8 N = 16 N = 32
CE-RPUI

TREX 0.421 ± 0.015 0.295 ± 0.182 0.197 ± 0.038 0.144± 0.010
IC-KD 0.440± 0.077 0.304± 0.167 0.223± 0.105 0.145± 0.006
Relational KD 0.608± 0.099 0.446± 0.068 0.296± 0.031 0.196± 0.020
Only GT 0.608± 0.086 0.458± 0.092 0.296± 0.011 0.199± 0.018

Teacher 0.446± 0.074 0.310± 0.157 0.223± 0.108 0.143± 0.009
NS-SVS

TREX 0.043 ± 0.037 0.021 ± 0.005 0.014 ± 0.001 0.011 ± 0.002
IC-KD 0.045± 0.032 0.025± 0.005 0.018± 0.003 0.015± 0.004
Relational KD 0.178± 0.049 0.050± 0.020 0.021± 0.004 0.011± 0.001
Only GT 0.171± 0.053 0.060± 0.021 0.023± 0.005 0.011± 0.001

Teacher 0.043± 0.030 0.024± 0.005 0.018± 0.005 0.015± 0.003
NS-PwC

TREX 0.056 ± 0.003 0.042 ± 0.017 0.032± 0.012 0.021± 0.003
IC-KD 0.067± 0.012 0.053± 0.039 0.042± 0.038 0.029± 0.007
Relational KD 0.175± 0.014 0.059± 0.011 0.027 ± 0.003 0.013± 0.001
Only GT 0.282± 0.081 0.068± 0.011 0.029± 0.002 0.013 ± 0.001

Teacher 0.070± 0.011 0.055± 0.040 0.044± 0.035 0.031± 0.005
NS-BB

TREX 0.036 ± 0.007 0.026 ± 0.007 0.023± 0.006 0.016± 0.008
IC-KD 0.041± 0.010 0.034± 0.004 0.031± 0.005 0.023± 0.009
Relational KD 0.111± 0.022 0.034± 0.007 0.015 ± 0.001 0.007 ± 0.002
Only GT 0.178± 0.077 0.041± 0.015 0.015± 0.003 0.007± 0.001

Teacher 0.046± 0.010 0.039± 0.005 0.033± 0.003 0.025± 0.008
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Table 3: Median rel. L1 metric over all timesteps. Entries show the mean with its 95% confidence
interval calculated over three seeds.

Algorithm N = 4 N = 8 N = 16 N = 32
CE-RPUI

TREX 0.277 ± 0.027 0.182 ± 0.065 0.127 ± 0.019 0.095± 0.008
IC-KD 0.281± 0.035 0.184± 0.080 0.135± 0.055 0.093± 0.005
Relational KD 0.471± 0.074 0.316± 0.042 0.197± 0.025 0.129± 0.014
Only GT 0.466± 0.067 0.327± 0.049 0.201± 0.011 0.130± 0.005

Teacher 0.282± 0.038 0.185± 0.078 0.129± 0.055 0.084± 0.005
NS-SVS

TREX 0.020± 0.014 0.009 ± 0.002 0.006 ± 0.001 0.004± 0.001
IC-KD 0.020± 0.009 0.011± 0.002 0.008± 0.001 0.006± 0.001
Relational KD 0.070± 0.023 0.019± 0.009 0.008± 0.002 0.004± 0.001
Only GT 0.068± 0.024 0.022± 0.009 0.008± 0.002 0.004 ± 0.001

Teacher 0.020± 0.008 0.011± 0.002 0.008± 0.001 0.006± 0.001
NS-PwC

TREX 0.032 ± 0.002 0.024 ± 0.007 0.019± 0.004 0.014± 0.002
IC-KD 0.037± 0.009 0.028± 0.016 0.023± 0.014 0.017± 0.003
Relational KD 0.105± 0.011 0.037± 0.007 0.018 ± 0.002 0.010± 0.001
Only GT 0.172± 0.048 0.043± 0.008 0.019± 0.002 0.010 ± 0.001

Teacher 0.039± 0.011 0.029± 0.016 0.024± 0.014 0.018± 0.002
NS-BB

TREX 0.022 ± 0.005 0.016 ± 0.005 0.013± 0.002 0.009± 0.003
IC-KD 0.023± 0.006 0.019± 0.004 0.017± 0.001 0.012± 0.004
Relational KD 0.067± 0.012 0.022± 0.004 0.010 ± 0.001 0.005 ± 0.001
Only GT 0.108± 0.050 0.026± 0.009 0.010± 0.002 0.005± 0.001

Teacher 0.026± 0.007 0.022± 0.002 0.018± 0.001 0.014± 0.004

Table 4: Average training duration in minutes on NS-PwC.
Method N = 4 N = 8 N = 16 N = 32

TREX 47.1± 1.9 99.8± 3.2 147.4± 1.4 291.4± 4.6
IC-KD 85.2± 2.3 117.7± 4.5 193.5± 1.4 338.7± 6.1
Relational KD 38.2± 1.4 72.9± 2.7 143.1± 3.8 280.2± 9.8
Only Ground Truth 37.3± 0.4 70.2± 0.4 138.4± 4.3 271.5± 7.8
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Figure 4: Example trajectory (velocity-x channel) generated using the teacher for σ = 1 on NS-SVS.
After each sub-trajectory (row), the noise is applied.
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Figure 5: Error over time for the student trained with TREX (8 trajectories). The shaded area shows
the 95% confidence interval of the mean (3 seeds). The dashed line shows the time horizon seen
during training.
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H.1 Ablations

To investigate why TREX can generate a student that outperforms its teacher, we conduct an ablation
study. To this end, we select the NS-PwC-4 case and fully remove the ground-truth trajectories,
training the student only on teacher-generated data (Tab. 5). Even without the ground truth data,
TREX still outperforms its teacher. Removing noise injections during the rollout reduces the gap,
but not fully. The phenomenon that distillation can improve student performance has been observed
in the general KD literature [30, 32]. It can be explained by regularization effects, which can even
occur when distilling the same model into the same architecture [30, 44]. Next to the core algorithm
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Figure 6: Ablation study on NS-SVS (four trajectories). The effect of the rollout is relatively constant
over a wide range of hyperparameters (a). Injecting noise also reduces the error, particularly at
relatively high noise amplitudes (b). In (c), the error over time is shown for NS-PwC (8 trajectories).
Time steps t > 7 show temporal extrapolation beyond the training time horizon. While the TREX-
trained student has a higher one-step error than the teacher, the student has a more stable rollout.

choices, we also investigate the influence of the included hyperparameters. Fig. 6a) shows the
effect of the rollout length. The algorithm is quite robust to the choice of this hyperparameter. The
performance only decreases slowly for very long rollouts. The effect of the strength of the injected
noise is shown in Fig. 6b). Interestingly, choosing the noise quite high at a level of one time the
channel-wise standard deviation sc produces the best results.

H.1.1 Student Model Ablation

We also provide an experiment with other student architectures. We use a modern UNet [5] and a
standard FNO [18]. As shown in Fig. 7, TREX is also able to let other student architectures match the
teacher’s accuracy for all considered numbers of trajectories. While the TFNO was able to improve
over the teacher using only ground truth for a higher number of trajectories in the main experiments
(Fig. 2), this was not the case for the UNet or even a standard FNO, and was only possible through
distillation.

H.1.2 Teacher Model Ablation

We also experiment with other teacher models. Walrus [29] is a larger vision transformer (1.3B
parameters) that uses the last six states as context for next state prediction. This setup is crucially

Table 5: Ablation study on NS-PwC (four trajectories). Shown are the effects of removing the noise
injection during the teacher rollout, as well as removing ground truth trajectories fully from the
student training.

Variant Median rel. L1

TREX 0.056± 0.003
w/o GT 0.060± 0.002
w/o GT & w/o Noise 0.064± 0.006

Teacher 0.070± 0.011
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Figure 7: Ablation on the student architecture (NS-PwC). Shown are the results for training with
TREX (full) and only ground-truth data (dashed).

Table 6: Distillation of Walrus [29] on the Kolmogorov Flow dataset. TREX improves the long-rollout
accuracy while increasing the inference speed.

VRMSE1-Step VRMSET∈[1:60]

Inference
Time (s)

Walrus 0.012 0.547 21.425
TREX 0.016 0.498 0.414
Only GT 0.050 0.766 0.401

different since it does not allow IC-KD, as we would need to run the simulator to get the initial
sequence to start the rollout. To also go beyond the rather short trajectories provided by the Poseidon
datasets, we test distillation on the 2D Kolmogorov Flow dataset from [19] with a Reynolds number
of 5000. The trajectories have 501 time steps, where the first 100 are discarded [19]. For the student,
we select a higher capacity TFNO with 64 modes and a feature dimension of 80, trained for only 10k
epochs with batch size 64. Similar to the teacher, the student is using six input steps as the context.
For the ground truth only baseline, we found a single step as input to work better. We fine-tune
Walrus on a single trajectory and report the VRMSE metric (Eq. (25)) for different rollout intervals.
The student trained with TREX can also successfully distill the multi-step teacher foundation model
(Tab. 6).

H.2 Self-Distillation

We also perform a self-distillation experiment to further examine the influence of the teacher pre-
training. We use the TFNO trained only on ground-truth samples as the teacher for distillation
into a freshly initialized model of the same architecture. The results in Tab. 7 show that, while
self-distillation has a small positive regularizing effect, the main advantage comes from distilling the
pretrained, higher-capacity foundation model.

Table 7: Self-distillation experiment using TREX on CE-RPUI (4 trajectories).
Method Median rel. L1

Only GT 0.608
TREX (self-distillation) 0.585
TREX (from Poseidon) 0.421
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Table 8: Translation equivariance results. Left: median relative L1 equivariance error, computed
using the unperturbed predictions as ground truth. Right: final-step relative L1 errors on original and
shifted OOD rollouts.

Equivariance error Final-step rollout error

Dataset Teacher Student Poseidon Poseidon shift FNO FNO shift

NS-BB 0.026± 0.013 0.000± 0.001 0.0651± 0.0286 0.0676± 0.0203 0.0504± 0.0080 0.0504± 0.0080

CE-RPUI 0.101± 0.006 0.001± 0.001 0.4189± 0.0767 0.4108± 0.0856 0.3549± 0.0344 0.3549± 0.0344

NS-PwC 0.023± 0.006 0.000± 0.001 0.1095± 0.0420 0.1041± 0.0385 0.0744± 0.0206 0.0744± 0.0206

NS-SVS 0.110± 0.005 0.000± 0.001 0.0820± 0.0083 0.2398± 0.0086 0.0755± 0.0072 0.0755± 0.0072

GT Teacher GT-Teacher Student GT-Student

Figure 8: Final-step shifted-rollout comparison on NS-SVS. The teacher shows a visibly larger error
with respect to the shifted ground truth (GT), while the student prediction remains much closer and
the corresponding difference is substantially smaller.

H.3 Equivariance

To investigate the effect of the explicit equivariance built into the student architecture, we test how the
models behave under spatial shifts on the periodic grid. We apply random 2D rolls to the input fields,
which corresponds to the translation symmetry of the underlying periodic domain. An equivariant
model should produce the same prediction up to this same roll. We evaluate this in two ways: first as
a direct equivariance error, and second through shifted autoregressive rollouts.

For the direct equivariance metric, let a = (dx, dy) denote a sampled 2D periodic translation, and
let τa be the corresponding shift operator. We compare the prediction on the shifted input with the
shifted prediction on the original input, ∥f(τax) − τaf(x)∥1, using the same median relative L1

normalization as in the main evaluation. As shown in Tab. 8, the student has substantially lower
equivariance error than the teacher across all datasets. This is expected from the student architecture,
but it is still important: distillation transfers the teacher’s predictive behavior into a model class that
enforces a symmetry not explicitly respected by the teacher.

We further evaluate the effect of equivariance in autoregressive rollouts for temporal extrapolation by
applying the same spatial shift to the initial condition and comparing the final prediction to the shifted
ground truth. The rollout results in Tab. 8 show that the shifted rollout error of the student remains
essentially unchanged, while the teacher can degrade substantially, most clearly on NS-SVS. Since
NS-SVS also has the largest teacher equivariance error, we show a qualitative example in Fig. 8. In
this case, the teacher produces visibly worse shifted rollouts, while the student remains consistent with
the translated dynamics. We include the entire rollout trajectory in Appendix Fig. 9. These results
suggest that equivariance can be a useful property of the distilled student, especially in autoregressive
simulations where small symmetry errors may accumulate over long rollouts. More broadly, it is
encouraging that TREX can use a non-equivariant teacher to train a compact student that preserves the
teacher’s predictive behavior while enforcing a physically meaningful symmetry of the downstream
task.

As a complement to the final-step comparison in Fig. 8, Fig. 9 shows the complete shifted rollout
on NS-SVS. On the unshifted rollout, the teacher initially appears slightly closer to the ground truth
than the student. After applying the spatial shift, however, the teacher prediction quickly degrades,
starting around steps 3/4, while the student remains consistent throughout the rollout.
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Step 1

GT Teacher GT-Teacher Student GT-Student Shift GT Shift Teacher Shift GT-Teacher Shift Student Shift GT-Student

Step 2

Step 3

Step 4

Step 5

Step 6

Step 7

Step 8

Step 9

Step 10

Figure 9: Full shifted-rollout comparison on NS-SVS. Each row shows one autoregressive step.
The teacher accumulates larger errors under the spatial shift, while the equivariant student remains
consistent with the shifted ground truth throughout the rollout.
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