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Abstract

Multi-fidelity training is an increasingly important form of transfer learning in
atomistic machine learning, where models pretrained on abundant low-fidelity
calculations are adapted using scarce high-fidelity labels. Although uncertainty
quantification is critical for deploying these models beyond their training distribu-
tion, it remains unclear how predictive uncertainty and its decomposition change
during transfer across fidelity levels. Here we extend the MACE architecture with
mean—variance outputs and use deep ensembles to study aleatoric and epistemic
uncertainty across single-fidelity training and low-to-high fidelity fine-tuning under
system-level distribution shift, over five independent data splits. Our results show
that the transfer through high-fidelity fine-tuning not only improves in-domain ac-
curacy but also produces a more reliable and stable ranking of errors. Furthermore,
it changes the role of uncertainty decomposition and particularly which compo-
nents are informative for generalization. Aleatoric uncertainty loses calibration
and ranking power on unseen data during high-fidelity training, much faster after
pretraining, whereas epistemic uncertainty becomes a more reliable indicator of
errors in unseen systems. These findings show that the behavior and quality of
uncertainty estimates in atomistic models are not fixed properties of the model
architecture, but depend on the training pathway.

1 Introduction

Uncertainty estimation plays a central role in atomistic machine learning, where models are routinely
deployed beyond their training distribution, for instance in active learning, structure exploration, and
molecular dynamics [[1H3]]. Recent work has studied uncertainty quantification in atomistic models
through ensemble methods, calibration strategies, and decompositions into aleatoric and epistemic
components [4-8]. In parallel, multi-fidelity learning [9H13]] and transfer learning [14H17] have
emerged as practical strategies for balancing computational cost and accuracy in atomistic modeling.
In multi-fidelity settings, large low-fidelity (LF) datasets are combined with smaller high-fidelity
(HF) ones, often corresponding to different levels of electronic-structure theory [18520]. However,
the interaction between multi-fidelity learning and uncertainty estimation remains largely unexplored.

A key missing piece is understanding how predictive uncertainty, particularly its decomposition
into aleatoric and epistemic components, behaves under multi-fidelity training and distributional
shifts. In standard statistical settings, this decomposition provides information on noise in the data
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versus uncertainty in the model [21} 22]. However, in atomistic modeling, where targets are often
deterministic and data coverage is highly structured, the interpretation of these components is less
clear. Moreover, existing work typically evaluates uncertainty only at convergence, overlooking how
uncertainty evolves during training and how it is affected by changes in data fidelity. As a result, it
remains unclear whether aleatoric and epistemic uncertainty can be used as diagnostic signals to
understand model behavior and guide improvements in multi-fidelity settings.

Contributions. We study uncertainty in multi-fidelity atomistic learning as a transfer problem,
using a controlled benchmark based on the ANI-1x dataset [23]] and its coupled-cluster subset [18].
We compare low-fidelity training, high-fidelity training, and low-to-high-fidelity fine-tuning, and
evaluate how this transfer affects aleatoric and epistemic uncertainty under structured shifts to unseen
molecular systems. Our results show that fine-tuning improves accuracy and error ranking over
training directly on scarce high-fidelity data, while also reshaping the uncertainty decomposition:
epistemic uncertainty becomes an informative signal on unseen systems, whereas aleatoric uncertainty
remains reliable mainly in-domain and loses its calibration on unseen data during high-fidelity training.
Our contributions are: (i) a controlled analysis of uncertainty decomposition across multi-fidelity
transfer, distribution shift, and training dynamics; (ii) evidence that fidelity transfer regularizes
the ranking of errors but not the calibration of aleatoric uncertainty, and increases reliance on
epistemic uncertainty under shift; and (iii) standardized splits, protocols, and metrics for reproducible
evaluation at https://anonymous.4open.science/r/multi-fidelity-training. Related work is discussed in

Appendix

2 Methodology

Starting from an atomistic structure x, we use a mean— Transfer learning  MACE Mean-Variance

variance extension of the MACE graph neural network m Estimator
architecture [24] to predict both the total energy and an E,
input-dependent variance. The model represents the en- LOWTde“W H 6
ergy as a sum of atomic contributions and augments the fi- B
nal readout to also produce atomic variance contributions, % @ 52
which are summed to obtain a structure-level predictive High-fidelity

variance. Assuming a Gaussian predictive distribution,

each model is trained by minimizing the negative log-likelihood (NLL), so that the learned vari-
ance captures heteroscedastic, configuration-dependent residual uncertainty. To separate uncertainty
sources, we train an ensemble of M/ = 10 independently initialized mean—variance MACE models,
following the mean—variance ensemble framework of Lakshminarayanan et al. [25]. The ensemble
mean is used as the final energy prediction, the average predicted variance across members defines
aleatoric uncertainty (AU), and the variance of the member energy predictions defines epistemic
uncertainty (EU), following the law of total variance [21]]. Their sum, the total uncertainty (TU), is the
variance of the ensemble’s predictive distribution. As reference energies are deterministic, aleatoric
and epistemic are operational labels for the two variance terms rather than uniquely identified sources
of uncertainty [26] (Appendix [A).

We evaluate this framework on the ANI-1x dataset [23]], which provides molecular structures evaluated
at multiple levels of theory, using density functional theory (DFT) energies as the low-fidelity target
and coupled-cluster (CC) energies as the high-fidelity target. We consider three training regimes:
training only on low-fidelity data (LF-only), training directly on high-fidelity data (HF-only), and
low-to-high-fidelity transfer through fine-tuning (LF—HF). In particular, we evaluate models on an
in-distribution test set of unseen configurations of the training systems (System-ID) and on an out-of-
distribution test set of unseen molecular systems (System-OOD), and analyze both the final models,
selected by their validation loss, and the evolution of uncertainty across training epochs. The whole
pipeline is repeated on five independent data splits, and all results are reported as five-split means
with 95% confidence intervals. Details on dataset splits, model hyperparameters, computational
resources, and evaluation metrics are provided in Appendices D] [E]and [C]

3 Results

Throughout this section, we analyze uncertainty along two complementary dimensions: its ability to
rank high-error samples, measured by AUSE and Spearman correlation, and its calibration, measured
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Figure 1: Training dynamics of uncertainty for LF—HF training under system-level shift.
Columns: training set, System-ID and System-OOD. Rows: mean per-atom AU and EU (a—c),
Spearman (d-f, 1), AUSE (g-i, |) and ENCE (j-l, }; TU highlighted). Epochs 0-299: DFT
pretraining (the LF-only ensemble, DFT labels); 300-399 (shaded): CC fine-tuning (CC labels and
configurations), so values across epoch 300 are not directly comparable. Lines: five-split means
(geometric on log axes), smoothed by an exponential moving average; bands: 95% intervals; every
axis covers all bands.

by ENCE. This distinction is critical, as these two properties do not necessarily evolve together [27].
Since total uncertainty is the variance of the predictive distribution, it is the signal expected to be
calibrated, while the ENCE of its aleatoric and epistemic parts indicates how much of the error each
of them accounts for.

We first study how uncertainty components evolve during training. We analyze two complementary
questions: first, how the roles of AU and EU change during the LF—HF transition; second, whether
the high-fidelity stage of multi-fidelity training produces different uncertainty dynamics than training
directly on high-fidelity data.

Figure|l{shows the uncertainty dynamics for LF—HF training under system-level shiftﬂ During the
low-fidelity pretraining phase, both AU and EU decrease in magnitude (Fig. [Th—c). On the train set,
AU remains the dominant uncertainty component and provides better ranking performance than EU
(Fig.[IM, g), although the ranking of both components does not improve with training epochs. On
unseen data (both ID and OOD), instead, all signals rank errors increasingly well during pretraining,
and total uncertainty becomes better calibrated (Fig. |Ik:, f, h, 1, k, 1). The transition to high-fidelity
fine-tuning changes this behavior. On unseen data, AU becomes significantly less reliable: its ranking
falls behind that of EU and TU, as shown by lower Spearman correlation (Fig. [Tk, f) and higher
AUSE (Fig.[Th, 1), and its calibration deteriorates sharply, with an ENCE growing by about two
orders of magnitude (Fig. mg ). In contrast, after fine-tuning, EU becomes more informative than
AU on unseen data and its calibration remains stable, while total uncertainty provides the most
stable signal and maintains accurate ranking even under OOD evaluation. On the training set, AU
instead remains conservative (Fig.[Tj). This suggests that the transition from LF pretraining to HF

'In the reviewed version, the System-ID and System-OOD columns of this figure plotted AUSE, ENCE and Spearman in
the rows labelled Spearman, AUSE and ENCE, which caused the apparent disagreement with Figure 2. All figures now use
five data splits.
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Figure 2: Training dynamics of uncertainty for HF-only training vs. high-fidelity fine-tuning.
AUSE (a, b) and ENCE (c, d; TU highlighted) on System-ID and System-OOD, for HF-only training
from scratch (teal) and the CC fine-tuning of LF—HF (red; the runs of the shaded region of FigureT));
line style: signal. Lines and bands as in Figure[]

fine-tuning changes the relative role of AU and EU: AU remains effective on fitted training data,
whereas EU becomes more relevant for generalization. Overall, high-fidelity fine-tuning redistributes
uncertainty informativeness from the aleatoric component toward the epistemic component, while
total uncertainty remains the most robust diagnostic signal.

Figure [2] directly compares HF-only training with the high-fidelity fine-tuning stage of LF—HF
training, i.e. the same runs as the shaded region of Figure[I] showing how error ranking (AUSE) and
calibration (ENCE) vary across epochs on System-ID and System-OOD. The benefit of multi-fidelity
learning appears in ranking from the very first fine-tuning epoch: LF—HF achieves a lower AUSE
than HF-only for all three signals, on System-OOD already lower than HF-only after its full training,
and its ranking remains stable during fine-tuning (Fig. [Zh, b). Calibration tells a different story
(Fig. 2k, d). In both protocols, the calibration of AU on unseen data deteriorates as high-fidelity
training proceeds, but this happens much faster after pretraining: within a few fine-tuning epochs for
LF—HEF, against more than a hundred epochs for HF-only. EU remains comparatively stable in both
cases, which limits the degradation of TU. Thus, low-fidelity pretraining regularizes the ranking of
errors, but not the calibration of the aleatoric component, whose loss it accelerates.

Limits of aleatoric variance transfer across fidelities. A variance head fitted to DFT residuals
carries no direct information about the residuals of another level of theory, so some loss of aleatoric
calibration at the fidelity switch is expected. The overconfidence we observe, however, is not caused
by the switch alone: it also develops when training on CC energies from scratch, and in both protocols
AU stays conservative on the training data. A plausible explanation is that the variance head follows
the training residuals, which keep shrinking during high-fidelity training while held-out errors level
off (Appendix [F}), and transfers these small variances to unseen configurations, a known failure mode
of mean—variance training [28 29]. With deterministic reference energies, AU thus behaves less like
irreducible noise and more like an estimate of in-sample residual difficulty, which neither transfers
across fidelities nor generalizes to unseen configurations.

We now analyze the final models by evaluating the behavior of aleatoric and epistemic uncertainty
at convergence. These are the checkpoints with the lowest validation loss, which for LF—HF are
reached after only a few fine-tuning epochs, before most of the loss of aleatoric calibration seen in
Figures[T|and[2] Figure[3|summarizes their accuracy, ranking and calibration; reliability diagrams are
reported in Appendix |G| The ranking quality of the uncertainty estimates is stable between System-ID
and System-OOQOD, and slightly better on unseen systems. Among the two CC-trained protocols,
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Figure 3: Accuracy and uncertainty of the converged models under system-level shift. (a) RMSE
of the ensemble mean, (b) Spearman and (c) AUSE (ranking), (d) ENCE (calibration; TU highlighted)
of the best-validation checkpoints. Bars: 95% intervals over five splits; log axes use geometric means.
The wide HF-only System-ID RMSE interval stems from one configuration in one split, which TU
ranks as the most uncertain of 5,000.

LF—HEF clearly outperforms HF-only in ranking quality, with higher Spearman correlation and lower
AUSE for every signal in both regimes; it also more than halves the in-domain error, whereas on
unseen systems the errors of the two protocols are similar. Multi-fidelity training also reshapes the
decomposition: without pretraining, EU is the weakest ranking signal, whereas after pretraining it
matches or exceeds AU and approaches TU, the best signal in every case. Total uncertainty is well
calibrated for both protocols, with EU accounting for a larger share of the error after pretraining.
This indicates that low-fidelity pretraining provides a useful initialization for high-fidelity uncertainty
estimation, whereas training directly on CC data leads to substantially weaker error ranking.

4 Limitations

Our analysis is limited to energies; extending it to forces, which govern the stability of molecular
dynamics, is the most important next step. We use one dataset (ANI-1x) and one shift (unseen
molecular systems); other chemistries, materials and shifts are needed to establish generality. We
study one estimator, mean—variance deep ensembles: the aleatoric overconfidence is tied to fitting
a variance head with the Gaussian NLL, so other ensembles, evidential or Bayesian methods, or
modified objectives [29,30] may behave differently, and we do not ablate choices such as resetting
the variance head before fine-tuning. Finally, LF—HF also sees the DFT labels, so its comparison
with HF-only concerns data access as well as fidelity transfer.

5 Conclusion

We examined aleatoric (AU) and epistemic (EU) uncertainty in deep ensembles for multi-fidelity
atomistic models across data fidelity, distribution shift, and training trajectory. Our results show
that uncertainty decomposition is not fixed: the relative usefulness of AU and EU depends on the
training pathway, the fidelity transition, and the stage of training. Low-fidelity pretraining followed
by high-fidelity fine-tuning consistently improved error ranking, and in-domain accuracy, over direct
high-fidelity training, but it did not regularize calibration in the same way: on unseen data, AU lost
its calibration during high-fidelity training, much faster after pretraining, while remaining reliable on
the fitted training data. After fine-tuning, EU became the more informative signal on unseen data.
Across regimes and throughout training, total uncertainty provided the most robust signal; ranking
and calibration should therefore be monitored separately on held-out data.
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A Details on methodology

Starting from an atomistic structure x, we use a mean—variance MACE model to predict both a total
energy and an input-dependent variance. To separate uncertainty sources, we train an ensemble of
independently initialized mean—variance models: the average predicted variance defines the aleatoric
component, while the disagreement between ensemble energy predictions defines the epistemic
component. We then study how these uncertainty signals behave under controlled changes in training
fidelity and under a system-level distributional shift across molecular systems. The following sections
formalize this decomposition (Section[A.T)), describe the predictive model (Section and state the
assumptions behind the estimator (Section [A.3).

A.1 Error and predictive uncertainty

For an atomistic structure (such as a molecular configuration) x, defined by atomic positions and
chemical species, and a reference property y, such as the total energy from a quantum-chemical cal-
culation, the prediction error is the discrepancy between the model prediction (x) and the reference
value. This error can only be evaluated once the reference calculation is available. Predictive uncer-
tainty, instead, aims to quantify the reliability of the prediction before observing y, and is naturally
associated with the predictive distribution p(y|x, D), where D denotes the training dataset [31]].

Predictive uncertainty is commonly decomposed into aleatoric and epistemic components [32].
Epistemic uncertainty reflects uncertainty in the predictor itself, arising from limited data coverage,
model misspecification, or extrapolation beyond the training distribution, and is in principle reducible
with additional data. Aleatoric uncertainty is classically associated with irreducible observation
noise. In this case, however, reference energies computed with a given electronic-structure method
and numerical protocol are typically deterministic for a given configuration [33]]. We can therefore
interpret aleatoric uncertainty in a generalized, operational sense: it captures input-dependent residual
variability, including heteroscedasticity and configuration-dependent difficulty.

Formally, if 6 denotes the model parameters and Y the random variable associated with the refer-
ence property of structure x, the predictive variance can be decomposed through the law of total
variance [21]] as

Var(Y'|x, D) = E,gp)[Var(Y]x, 0)] 4 Vary g0y [E(Y|x, 0)] . (1)

aleatoric epistemic

The first term is the expected conditional variance of the target under a fixed model, and therefore
captures variability intrinsic to the prediction task itself; for this reason, it is associated with aleatoric
uncertainty. The second term measures how much the prediction changes across plausible models
consistent with the training data, and therefore reflects uncertainty about the predictor; this is the
epistemic component. With deterministic labels, however, the learned variance captures any residual
variation the model fails to explain, whether due to limited data, misspecification or optimization,
while model disagreement provides only a proxy for epistemic uncertainty [26]. We therefore use
aleatoric and epistemic as operational labels for the two variance terms (Section [A.3).

A.2 Predictive model and uncertainty parameterization

Mean-variance MACE model. We build on MACE, an E(3)-equivariant message-passing architec-
ture that combines message passing with higher-body atomic-cluster-expansion features for accurate
and efficient modeling of the potential energy surface [24}34]. Given an atomistic configuration x
with atom set A, MACE represents the total energy as a sum of atomic contributions ¢ across inter-

action layers (: E(x) =", cA 25:1 E. To obtain heteroscedastic (input-dependent) uncertainty
estimates, we extend the final readout layer to output, for each atom a, both an energy contribution and
a variance contribution, (EL, 52:L) and obtain the structure-level predictive variance as their sum,

2(x) =3, cA 2% Modeling the reference energy as a Gaussian random variable £ conditioned

on the structure, E|x ~ N (E (x),62(x)), we train the model by minimizing the Gaussian negative

log-likelihood
N A
1 Z |:(Ez — E(XZ))2

LT N 2 50

Lo 2
¥ + 3 log 6°(x;)| + const. )

i=1



The variance learned through this objective forms the per-model estimate of aleatoric uncertainty in
the ensemble decomposition below.

Ensemble-based uncertainty estimation. To capture epistemic uncertainty, we employ a deep
ensemble [25] of M independently initialized mean—variance MACE models. This strategy is
closely related to committee models widely used for active learning in interatomic potentials [35H37]).
Each member m produces an energy (™ (x) and a variance 6% ("™ (x), and the ensemble mean is

E(x) =1 Zm 1 E(™)(x). Treating the independently trained members as approximate samples
from a posterior over parameters, we approximate the two terms of Equation [T| with averages over the
M models, which gives the total uncertainty (TU)

M

52 (x Z ~2 (m) Z (E(m) E(x)) 2 ) 3)

m=1 m=

aleatoric (AU) epistemic (EU)

The first term (average heteroscedastic variance predicted by individual models) is interpreted as
aleatoric uncertainty, the second (disagreement among independently trained ensemble members)
as epistemic uncertainty [25]]. This decomposition defines the three uncertainty signals analyzed
throughout the paper, which we evaluate separately in terms of error ranking and calibration in order
to test how their role changes across fidelity regimes and distribution shift.

A.3 Assumptions behind the estimator

This section collects standard results behind the estimator of Section[A.2]and the way we evaluate it.
None of them is new; we state them in our notation to make explicit what AU, EU and TU can and
cannot measure when reference energies are deterministic. All identities below are homogeneous of
degree two in the energies, so they hold unchanged for the per-atom quantities used throughout the

paper.

Bias—variance decomposition. Let y(x) be the reference energy of configuration x, deterministic
for a given electronic-structure method, and let f(x; D,w) be a model trained on data D with random
seed w (initialization and data order). With f(x) = Ep .,[f(x; D, w)], the expected squared error
decomposes as [38]]

Ep.. [(f(x; D.w) — y(x)ﬂ = (f(x) —y(x))* +Ep. [(f(x; D,w)— f(x))z} )

bias?

variance

With noisy labels, an irreducible noise term would add to the right-hand side; with deterministic
labels it vanishes, so the whole expected error is reducible in principle, the variance by more data
and the bias by a better model class. A deep ensemble whose members share the training set and
differ only in their seed samples the variation over w at fixed D, which is substantial for neural
networks [39]]. By the law of total variance, its expectation over data sets is at most the variance term
of Equation[4] and it is blind to the bias, which all members share. EU is therefore an operational and
generally partial estimate of reducible error.

Mean—variance estimation. Each member is trained with the Gaussian NLL of Section[A.2] For a
fixed mean p(x), the expected loss under a target distribution p(y | x) is minimized by the conditional

mean squared residual [28]],
o?*(x) = E[(y — p(x))* | x]. (5)

With deterministic labels, p(y | x) is a point mass, and a variance head fitted to finitely many
configurations approximates a local average of its member’s squared training residuals, whatever their
origin (limited data, misspecification or optimization), rather than observation noise. Two known
properties of the estimator matter for our results [40l 29} 30, 41]]. First, the head is fitted to training
residuals, which shrink as the network fits its training set, so on unseen configurations it can inherit
the scale of the training error rather than that of the test error; this is the behav10r of AU observed
in Section 3} l Second, the gradient with respect to the mean is weighted by 1/02, so configurations
that the head already deems easy dominate the fit of the mean [29]. We use the plaln Gaussian NLL,
without the modifications proposed in these works.
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Ensembles and the law of total variance. Treating the M/ members as samples from an approxi-
mate posterior, the predictive distribution is the mixture 5; >, N (E (M) (x),5%(M)(x)). Its mean
is the ensemble mean E(x) and its variance is exactly AU +EU in Equation the sample counterpart
of Equation |1} [25 22, 142]]. TU is therefore the variance of the predictive distribution around the
prediction we evaluate, and the only one of the three signals that the observed error of E can calibrate.
The split into AU and EU is operational [26]: neither term has an observable target of its own against
the error of the ensemble mean, so their ENCE in the main text describes how much of that error
each term accounts for, not whether the term is calibrated.

The variance heads and the error of the ensemble mean. The members themselves do provide
observable targets, since each head is trained to match its own member’s squared error. Let e,,, =

y — E(™)(x) be the error of member m and e = y — E(x) that of the ensemble mean. Because the

member deviations E(™) — F average to zero, the ambiguity decomposition [43] holds exactly for
every configuration,

M M
1 1
2 _ 2 2 _ 2
=97 ngem —EU, hence TU —e” = (All 7 E_lem> +2EU, 6)

where EU is the population variance of the member predictions, as in Equation [3| The bracket
compares each head with the quantity it is trained to match, and, being linear, the identity also holds
for the bin averages used by ENCE. Two consequences follow. If every head matched its member’s
squared error, TU would exceed the squared error of the ensemble mean by 2 EU, that is, it would be
calibrated or conservative; this is consistent with TU lying on or slightly below the diagonal of the
reliability diagrams (Appendix [G). Conversely, TU can underestimate the error of the ensemble mean
only where the heads underestimate their members’ errors by more than 2 EU. The overconfidence
of TU on unseen data during fine-tuning (Section [3) is therefore a failure of the variance heads, a
conclusion that needs no separate target for AU. Finally, the average member error exceeds e by EU,
which is typically smaller than AU (the median per-configuration EU/AU of the converged models is
between 0.40 and 0.69 on both test sets); where AU falls far short of the error, as on unseen data after
fine-tuning, comparing AU with e? rather than with the members’ own errors therefore changes little.

B Related work

Recent surveys and perspectives provide broad overviews of the uncertainty quantification (UQ) field,
covering Bayesian methods, ensembles, calibration strategies, active learning, and the relationship
between uncertainty, dataset composition, transferability, and model robustness [4} |5, |44]]. These
works highlight that benchmarking and interpretation of UQ methods remain open challenges,
especially in transfer and multi-fidelity settings.

A large body of work has focused on practical uncertainty estimators for neural network potentials.
Ensemble-based methods remain among the most widely used and robust approaches. For instance,
Tan et al. [6]] compare ensembles against single-model uncertainty methods such as mean-variance
estimation, evidential regression, and Gaussian mixture models, finding that no method uniformly
dominates across datasets and metrics, while ensembles remain strong for robustness and generaliza-
tion. Other work has proposed more efficient ensemble variants, including multi-headed architectures,
committee models, shallow or last-layer ensembles, and shared-representation ensembles, to reduce
computational cost while retaining useful uncertainty estimates [45-47]].

Several works have specifically addressed calibration and uncertainty decomposition in atomistic
models. Busk et al. [8] propose a framework for calibrated aleatoric and epistemic uncertainty in
graph neural network potentials, using deep ensembles to decompose total uncertainty and post-
hoc recalibration to improve agreement between predicted uncertainty and observed error. More
generally, Valdenegro-Toro and Mori [7]] study disentangled aleatoric and epistemic uncertainty across
different UQ methods, showing that the interaction between these components can be non-trivial, that
aleatoric uncertainty may become unreliable under distribution shift, and that ensembles provide the
most consistent decomposition. In molecular property prediction, Heid et al. [48]] further analyze
uncertainty sources by separating epistemic uncertainty into bias and variance contributions, showing
that different sources of error dominate depending on noise level, dataset size, model architecture,
and representation.
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A related line of work studies multi-fidelity learning in atomistic modeling. Gardner et al. [12]
investigate multi-fidelity training strategies for atomistic models, including pretraining—fine-tuning
and multi-headed training, showing that fine-tuning can improve accuracy but that learned represen-
tations may remain method-specific, while multi-headed models can learn more method-agnostic
representations across fidelities. More broadly, multi-fidelity UQ has been studied in surrogate
modeling and materials design, often using Gaussian process models to combine information across
fidelity levels while quantifying predictive confidence [[10].

Finally, the interpretation of uncertainty depends strongly on the evaluation metric. Rasmussen
et al. [49]], Lind et al. [50] analyze common regression UQ metrics, including AUSE, calibration
error, Spearman correlation, and NLL, showing that they capture different properties and can lead to
different conclusions.

Overall, existing work has made substantial progress on uncertainty estimation for atomistic models,
uncertainty decomposition, calibration, efficient ensemble methods, and multi-fidelity training.
However, these directions have largely been studied separately. In contrast, our work provides a
controlled empirical analysis of aleatoric and epistemic uncertainty across multi-fidelity training
regimes, system-level distribution shift, and training dynamics. This allows us to study not only
whether uncertainty is accurate at convergence, but also how its components evolve and whether they
can serve as diagnostic signals for model behavior under changing fidelity and data regimes.

C Details on uncertainty evaluation metrics

A central aspect of our analysis is to disentangle different properties of predictive uncertainty. In
particular, we distinguish between ranking quality, whether uncertainty correctly identifies high-error
samples, and calibration, whether uncertainty magnitudes match the scale of prediction errors. To this
end, we employ the following complementary metrics. Both errors and uncertainties are normalized
per atom: energies are divided by the number of atoms and variances by the square of the number of
atoms.

RMSE (Root Mean Squared Error) of the ensemble mean is the standard metric for evaluating the
accuracy of atomistic models.

Predicted uncertainty is the model-predicted variance (AU, EU or TU), which serves as an estimate
of the expected squared error.

Spearman rank correlation measures the monotonic relationship between predicted uncertainty
and prediction error. It evaluates whether uncertainty preserves the ordering of samples by difficulty,
independently of its scale.

AUSE (Area Under the Sparsification Error) [50] measures how effectively uncertainty ranks
samples according to their prediction error. Low AUSE indicates that uncertainty is useful for
identifying unreliable predictions, with greater emphasis on correctly ranking high-error samples.

Binned Expected Normalized Calibration Error (ENCE) [51]] evaluates whether predicted un-
certainty magnitudes are consistent with empirical errors, and therefore measures the calibration of
uncertainty, independently of its ranking quality.

C.1 Area under the sparsification error (AUSE)

Let S = {(7i,9:)}}V, be a test set, and define the mean absolute error

1 )
MAE(S) = g Sy — i)l )
(wi,yi)ES

For a fraction o € [0, 1], let Sy («) denote the subset obtained by removing the top-a fraction
of samples with the largest prediction errors (oracle ranking), and Sy («) the subset obtained by
removing the top-« fraction of samples with the largest predicted uncertainties. The sparsification
error compares the degradation in performance when removing samples based on uncertainty versus
the oracle ranking, and AUSE is defined as

1
AUSE(S) = m /O (MAE(Sy(a)) — MAE(Sy () da. @®)
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AUSE measures the ranking quality of uncertainty. Low AUSE indicates that uncertainty successfully
identifies high-error samples. Compared to pure ordering metrics such as Spearman correlation,
AUSE is sensitive to the magnitude of errors, penalizing misranking of large-error samples more
strongly.

C.2 Spearman rank correlation

Spearman’s rank correlation evaluates the monotonic relationship between uncertainty and prediction
error,

ps = Corrpank (02 (2), 62(33)), 9)
where e(z) = y — ¢(x). It is invariant to monotonic transformations of the uncertainty scale (e.g.,
post-hoc calibration), and therefore isolates the informativeness of uncertainty independently of its
magnitude.

C.3 Binned expected normalized calibration error (ENCE)

We partition the test set into B = 15 bins with an equal number of configurations each, sorted by
predicted uncertainty. For each bin b, we compute

RMSE, = E[e2])],  RMV, = /E[o2]3)], (10)
and define
1 &~ |RMV? — RMSE2|
ENCE = — ) . 11
B & RMV} (i

ENCE measures the scale correctness of uncertainty. Unlike AUSE and Spearman, it does not assess
ranking quality, but instead quantifies whether predicted variances match observed squared errors. A
bin where the variance overestimates the error contributes less than one, so an ENCE above one can
only come from overconfident bins.

C.4 Negative log-likelihood (NLL)

NLL evaluates the probabilistic correctness of the predictive distribution,
X
NLL(S) = - Zjllogp(yiwxi), (12)

which under the Gaussian predictive assumption reads £ (e /02 + log 6%) +C, with C' a constant. In
our evaluation, e is the per-atom error of the ensemble mean and o2 the per-atom TU, i.e. the Gaussian
that matches the first two moments of the ensemble mixture (Section @; the NLL, including the
constant % log 2, is averaged over the configurations of a test set. NLL is a strictly proper scoring
rule and jointly evaluates calibration and sharpness. However, it does not isolate ranking behavior
and can be dominated by a small number of poorly calibrated predictions.

C.5 Training-support check

Metrics that average squared errors or variances can be dominated by a single configuration on which
the models extrapolate far outside their training data. For the converged models, we therefore exclude
every test configuration whose smallest interatomic distance falls below the smallest one present in
that split’s DFT and CC training and validation sets. The rule reads geometry only, never predictions
or uncertainties, and applies to every protocol and signal alike. On the system split it removes a single
System-ID configuration (in one of the five splits) and no System-OOD configuration. The per-epoch
curves of Figures[T|and[2]and of Appendix [Fuse all configurations.

D System-level data splitting protocol

Dataset structure. The ANI-1x dataset consists of 3,114 molecular systems (distinct chemical
formulas), each associated with a variable number of molecular configurations (geometries). For each
configuration, multiple quantum-chemical annotations may be available, including density functional
theory (DFT) energies and, for a subset, high-fidelity coupled-cluster energies (CCSD(T)/CBS).
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D.1 System-OOD split

Let S denote the set of molecular systems. We first perform a random partition of S into two disjoint
subsets:

S= Sseen U SOODv Sseen N SOOD =g, (13)
where Spop contains a fixed proportion (40%) of systems and is reserved exclusively for System-OOD
testing. All configurations belonging to systems in Spop are excluded from training and validation.

D.2 In-domain (ID) split within seen systems

The remaining systems Sgeen define the in-domain (ID) regime. For each system s € Sgeen, We
randomly shuffle its configurations and partition them into three disjoint subsets according to fixed
proportions:

‘)(s — )C-;rain U )C-;/al U Xvslesl—ID’ (14)
where Xtrain xval and x'tIP denote the training, validation, and in-domain test configurations of
system s, respectively.

Aggregating across systems yields:

Xlt]r)ain _ U X;rain7 (15)
SESseen

= J A (16)
SESseen

Xltgst — U X;est-ID. (17)
SESseen

This procedure ensures that: (i) no configuration leakage occurs across splits, and (ii) the in-domain
test set contains unseen configurations from the same distribution of molecular systems as training.

D.3 Annotation-specific dataset construction
From each configuration split, we construct task-specific datasets:

* DFT datasets: configurations with available DFT annotations are selected from each split,
optionally using stratified sampling to prevent over-representation of large systems.

* CC datasets: high-fidelity CC configurations are selected only from the already selected
DFT configurations, ensuring
Xee € Aprr, (18)

which guarantees consistency for multi-fidelity pretraining and fine-tuning.

D.4 Stratified sampling across molecular systems

After defining the system-level splits, we optionally subsample configurations within each split to
reach fixed target sizes (e.g., nin nyal). To avoid over-representation of large systems (some of
which contain orders of magnitude more configurations than others) we employ a stratified sampling
scheme at the system level.

Available pools. For a given split o € {train, val, test-ID, test-OOD} and theory level (DFT or CC),
let
Xs,o (19)

denote the set of configurations of system s that: (i) belong to split o, and (ii) have a valid annotation
for the selected theory level. Let
Ns,oc = ‘Xs,o" (20)

be the number of available candidates for system s in split 0. The total number of available
configurations in that split is

No =) neo 1)
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Quota allocation. Given a desired target size No""' < N,, we allocate per-system quotas Gs,0
proportionally to the number of available configurations:
Ws,o

~ o — Nlargeti 22
gs, o Zs/ Wy o , (22)
where the weights are defined as
Wy = nsjg, if.no cap is applied, 23)
’ min(ns ., k), with optional cap .

The optional cap « limits the influence of very large systems while still allowing them to contribute
more samples when necessary.

The final integer quotas ¢, are obtained by:

1. taking the floor of ¢, ,, and

2. distributing the remaining samples to systems with the largest fractional remainders,

ensuring that
> g0 = NPT (24)

Sampling without replacement. For each system s, we then draw g, , configurations uniformly at
random without replacement from X . This yields the final stratified subset

X =JXo, (25)
with | X, | = N&weet,

Multi-fidelity constraint. For the high-fidelity CC dataset, candidate configurations are first
restricted to those already selected in the corresponding DFT split, enforcing

XCC C XPFT, (26)

Stratified quota allocation is then applied within this restricted pool, guaranteeing consistency between
low- and high-fidelity datasets.

Properties. This procedure:

* preserves the system-level split,
 prevents dominance of large systems,
* enforces exact target sizes,

¢ maintains CC C DFT,

* and is reproducible given the split seed (we use five seeds, 0—4).

D.5 Resulting evaluation regimes
This protocol produces four disjoint evaluation settings:

* Train (ID): configurations from S, used for model optimization.

* Validation (ID): configurations from S, used for checkpoint selection and for the post-hoc
recalibration of Appendix[G.2]

¢ Test-ID (System-ID): unseen configurations from Seep,.

* Test-OOD (System-OOD): configurations from Sgop, representing novel molecular sys-
tems.

By construction, the System-OOD evaluation measures generalization to entirely unseen molecular
systems, while the System-ID split quantifies generalization within the same system distribution
without configuration leakage. This split design enables a controlled comparison between in-domain
performance and true structural distributional shift.
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E Training details and hyperparameters

Data. Low-fidelity labels are the ANI-1x wB97x/def2-TZVPP energies (wb97x_tz.energy) and
high-fidelity labels the CCSD(T)/CBS energies (ccsd(t) _cbs.energy). Forces are not used at
either fidelity. Table[I]lists the number of configurations per split; each CC set is a subset of the
corresponding DFT set. The system split holds out 40% of the molecular systems (pgeen = 0.6)
and divides the configurations of seen systems into train, validation and test-ID with proportions
0.6/0.2/0.2. Stratified sampling uses a per-system soft cap k = 64. The whole construction is
repeated with five split seeds (0—4).

Table 1: Number of configurations per split for the DFT and CC datasets, identical for all five split
seeds.

Split DFT  CC

Train 50,000 5,000
Validation 10,000 1,000
Test-ID 50,000 5,000
Test-OOD 50,000 5,000

Model. All models are MACE networks with 128 channels, L,,x = 1 equivariant features, a 6 A
cutoff, two interaction layers of correlation order three and spherical harmonics up to ¢ = 3, with
the mean—variance readout of Section [A.2]and atomic reference energies fitted to the training set
by least squares. The readout outputs, for every atom, an energy and an unconstrained scalar that a
softplus maps to a positive variance, plus 10~ 2 for numerical stability; the per-atom variances are
summed over the configuration and multiplied by the square of the model’s energy scale factor, while
the reference energies carry no variance. Each ensemble has M/ = 10 members that differ only in
their random seed (0-9).

Optimization. Models are trained on the Gaussian NLL of the energy, with the term of each
configuration divided by its number of atoms, using Adam (AMSGrad), batch size 64, weight decay
5-10~7 and a reduce-on-plateau learning-rate schedule (factor 0.8, patience 50 epochs), without
stochastic weight averaging or an exponential moving average of the weights. LF-only and HF-
only models are trained from scratch for 300 epochs with learning rate 1072, LF—HF models
are initialized from the weights of the LF-only member with the same split and seed after its last
pretraining epoch, including the mean—variance readout, and fine-tuned on CC energies for 100
epochs with learning rate 10~2; the atomic reference energies are refitted on the CC training set, and
the optimizer and learning-rate schedule start afresh. For every member, the checkpoint with the
lowest validation NLL is kept; test sets are never used for model selection. Across the S0 members of
each experiment, the selected checkpoint lies at HF-stage epoch 60 in the median (range 30-111)
for HF-only and 2 (range 1-3) for LF—HF, on the epoch axis of Figure[2] where epoch 0 is the first
checkpoint of the high-fidelity stage.

Computational resources. All experiments were conducted on a high-performance computing
node equipped with two AMD EPYC 7742 CPUs (128 cores total, 256 threads) with 1TB of total
RAM, and 8 NVIDIA A100 GPUs (40GB memory each). Training the 150 ensemble members
reported in this paper took 825.5 GPU hours for LF-only pretraining (about 15 hours per member
on one A100 GPU, occupying about 20GB of GPU memory), 75.9 hours for HF-only training and
25.8 hours for LF—HF fine-tuning, about 930 GPU hours in total. Per-epoch evaluation adds to
this budget; data preprocessing and auxiliary computations were performed on CPU resources. The
full research project required more computing than the experiments reported in the paper due to
preliminary or failed experiments.

F Training dynamics

This section complements Figures [[|and [2] with the full per-epoch trajectories of every metric, on the
training, ID and OOD sets side by side: HF-only training (Figure ) and the whole LF—HF trajectory
(Figure[3), which also shows the LF-only ensemble during the pretraining epochs. Figure [] gives the
training and validation curves of every training regime.
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Four regularities recur. First, ranking on held-out data settles within a few dozen epochs, while
calibration keeps changing: during HF-only training the TU calibration error on the ID and OOD sets
passes through a minimum and then rises for the rest of the run, driven by the aleatoric component,
and during fine-tuning the aleatoric calibration error rises from the first epochs. Second, on the
training set the calibration error of AU and TU stays below one throughout, without the rise seen on
held-out data. Third, on the training set RMSE and NLL keep decreasing, whereas on the ID and
OQOD sets they flatten early; the gap opens most clearly during CC fine-tuning, where the training
error keeps falling while the held-out error decreases much less. This widening gap between training
and held-out error is plausibly what the variance head, fitted to the training residuals, fails to capture.
Fourth, the validation loss (Figure [6) keeps improving over 300 epochs for LF-only training, reaches
a minimum after a few dozen epochs for HF-only training and then slowly worsens, and stops
improving within the first few epochs of fine-tuning while the training loss keeps falling, which is
why validation-based selection keeps such early fine-tuning checkpoints (Appendix [E). Pretraining
also shows a transient instability around epochs 50-60, visible as wide bands in every metric.

G Supplementary results for the converged models

This section complements Figure[3| Statistics follow Section [2} five-split means with two-sided 95%
Student-¢ intervals, and geometric means with log-space intervals for ENCE and RMSE.

G.1 Reliability diagrams

Figure[7shows the reliability diagrams of every converged ensemble, including the LF-only ensembles
evaluated against DFT labels, from which the calibration results of Figure [3]are computed. The bands
are wide in the few highest-variance bins, which hold a handful of large-error configurations per split.
The ID and OOD diagrams are nearly indistinguishable for every protocol: TU follows the diagonal
or lies slightly below it. Of its components, AU alone behaves similarly, whereas EU alone lies above
the diagonal, as expected of one part of the predictive variance.

G.2 Post-hoc isotonic recalibration

For each signal we fit an isotonic regression from predicted variance to squared error on the ensemble’s
validation predictions in each split [27,8]], and apply it to the test sets. The map is monotone and is held
constant beyond the range of validation variances. Recalibration changes only the predicted variances:
the ensemble mean, and hence the RMSE, are those of Figure[3] and AUSE and Spearman change
only through the ties that the piecewise-constant map introduces. In domain it works as intended,
reducing the TU ENCE on System-ID from 0.401 to 0.250 (HF-only) and from 0.342 to 0.174
(LF—HF). On System-OOD, recalibration repairs the badly scaled epistemic signal (2.02 — 0.44
for HF-only, 1.49 — 0.35 for LF—HF), with mixed effects on TU (0.391 — 0.330 for HF-only,
0.319 — 0.508 for LF—HF), while ranking is essentially unchanged (System-OOD TU Spearman
0.411 — 0.410 and 0.518 — 0.517). Figure[§]shows the reliability diagrams after recalibration: in
domain, all three signals of every protocol collapse onto the diagonal, and on System-OOD they
stay close to it, so the map learned on in-domain data transfers reasonably well to unseen molecular
systems. Post-hoc recalibration, however, assumes that the relation between uncertainty and error is
the same on the validation and test data; it should therefore be validated explicitly before it is relied
upon under stronger extrapolation.
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Figure 4: Training dynamics of HF-only ensembles under system shift. Columns: training set,
ID and OOD test set. Rows: Spearman (1), AUSE (), ENCE (J, TU highlighted, AU and EU
faded), mean per-atom AU and EU, RMSE of the ensemble mean and Gaussian NLL of the predictive
distribution, against epoch. Lines are exponential moving averages of the five-split means (geometric
on log axes); bands are 95% intervals.
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Figure 5: Training dynamics of LF—HF ensembles under system shift. As Figure d] Epochs
0-299 are DFT pretraining (the LF-only ensemble, DFT labels), epochs 300-399 (shaded) CC
fine-tuning; RMSE and NLL jump at epoch 300 partly because the target changes. The first four rows
show the data of Figure[T]in a different order.
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Figure 6: Training and validation curves. Training loss (Gaussian NLL, solid) and validation loss
(dashed), and the corresponding RMSE of the ensemble mean, for LF-only (DFT), HF-only (CC) and
the fine-tuning stage of LF—HF (CC). Loss: five-split arithmetic means; RMSE: geometric means;
bands are 95% intervals, wide around epochs 50-60 of LF-only training. For HF-only and LF—HF
the validation loss flattens or rises while the training loss keeps falling, which is why validation-based
selection keeps early fine-tuning checkpoints.
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Figure 7: Reliability of the converged ensembles under system shift, before recalibration. Rows:
LF-only (DFT labels), HF-only and LF—HF (CC labels); columns: ID and OOD test set. In each
split, the test configurations are sorted by each signal and cut into 15 equal-count bins; each point is
the five-split geometric mean of the root mean predicted variance (RMYV, z) and of the RMSE (y)
of one bin, per atom, on common log-log axes. Bands are 95% log-space intervals of the RMSE
over five splits (RMV intervals not drawn); the dashed diagonal marks perfect calibration, and points
above it are overconfident. The corner text gives the five-split geometric-mean ENCE of each signal.
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Figure 8: Reliability of the converged ensembles under system shift, after isotonic recalibration.
As Figure[7] after the isotonic map of each signal, fitted on the in-domain validation set of each split.
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