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Abstract

Reliable evaluation of machine learning models in quantum chemistry can require
a large number of expensive reference calculations. This challenge is particu-
larly acute when molecular configurations are generated sequentially: each new
configuration requires an immediate decision on whether to perform the quantum-
mechanical evaluation, which can be orders of magnitude more expensive than
generating the configuration itself. While active learning methods address this
computational bottleneck during model training, existing active testing methods
largely assume access to a pool of unlabelled samples and are therefore not directly
suited to sequentially generated configurations. We introduce Online Active Test-
ing (OAT) for estimating model risk when data arrive sequentially, and reference
calculations are available only under a limited budget. OAT combines an unbiased
importance-weighted estimator with a lightweight surrogate that guides evalua-
tion decisions online. We derive the variance-optimal sampling rule and evaluate
OAT on a molecular simulation task involving expensive quantum-chemistry cal-
culations. On this task, OAT achieves the same estimation accuracy as uniform
sampling using only ~30% of the reference calculations, compared with ~23%
for an oracle strategy with access to the true loss. These results demonstrate that
OAT can substantially reduce the computational cost of reliable model evaluation.

1 Introduction

In many scientific machine learning applications, obtaining training and evaluation data is expensive
because targets must be computed using costly physical simulations. In molecular modelling, for
example, obtaining accurate energies, forces, or other quantum-mechanical properties may require
expensive electronic-structure calculations such as density functional theory [3]]. When only a limited
number of such simulations can be afforded, a natural question is which samples should be selected
for reliable evaluation under a limited budget. This question is closely related to active learning,
which selectively acquires labelled samples to improve a model. Active learning has been extensively
studied and is commonly used to explore relevant regions of a physical or configurational space
during the training phase. However, a related problem arises when the model is already trained, and
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the goal is instead to estimate its performance. To this end, active testing selects a subset of samples
to label in order to estimate a model’s risk accurately under a limited budget [21, [13] [14].

Prior active testing methods mainly consider a pool-based setting, where a collection of unlabelled
samples is available and can be inspected before selecting which ones to evaluate. In many scientific
applications, however, the expensive target must be acquired while the data are being generated. This
situation arises naturally in high-throughput experiments and simulations, where observations arrive
sequentially and acquiring their physical labels can be orders of magnitude more expensive than
generating or storing the observations themselves. Molecular dynamics (MD) provides a natural
example: configurations are generated sequentially along trajectories, and one may decide at prede-
fined intervals whether to perform an expensive electronic-structure calculation to obtain a reference
energy or force, or to trigger a correction of an ML-generated trajectory. Although configurations
can be stored, performing such calculations for every configuration may be prohibitively costly.
The relevant question is therefore how to allocate a limited budget of expensive evaluations online,
using the information gathered from previous evaluations without requiring access to the labels of
future configurations. In other high-volume, high-throughput scientific applications, even storing
all observations may be impractical. For example, particle-collider experiments produce enormous
numbers of collision events, of which only a small fraction can be retained for detailed analysis [12].
In such settings, the decision to acquire an expensive target must be made immediately for each
incoming sample, without access to future observations. These applications motivate active testing
methods that operate directly on a stream rather than relying on a fixed pool of unlabelled samples.

Main contributions We introduce Online Active Testing (OAT), a framework for unbiased and
sample-efficient model evaluation when data arrive sequentially, and expensive labels must be
acquired online under a limited budget. OAT uses a lightweight surrogate to predict the loss
of each incoming sample and adaptively determines whether to perform its expensive evaluation.
Importance weighting [[17] corrects for the resulting sampling bias, while the surrogate can be updated
online from previously acquired evaluations. The surrogate is deliberately lightweight, making
OAT suitable for high-throughput scientific simulation. We derive the corresponding anticipated
variance-optimal sampling rule, which allocates evaluations according to the square root of the
conditional second moment of the loss, and establish theoretical guarantees for the resulting estimator.
We evaluate OAT on several benchmarks and focus in particular on a molecular simulation task
involving expensive quantum-chemistry reference calculations. In this setting, OAT achieves the
estimation accuracy of uniform sampling using only ~30% of the reference calculations, compared
with ~23% for an oracle strategy with access to the true loss. These results demonstrate that
OAT with lightweight surrogate-guided sampling can substantially reduce the computational cost of
reliable model evaluation in scientific machine learning applications. We further show that OAT has
substantially lower computational complexity than classical active testing strategies (see Appenidx
[E), making it particularly suitable for high-volume, high-throughput scientific applications. These
results demonstrate that lightweight surrogate-guided online sampling can substantially reduce the
computational cost of reliable model evaluation.

2 Online active testing setting via adaptive importance sampling

We consider the problem of evaluating a fixed machine learning model when test data are generated
sequentially and obtaining ground-truth targets is expensive. In scientific applications, x; can
represent a newly generated molecular configuration and y; its expensive label or simulation output.

Risk estimation Let (x,y) ~ p(x,y) denote the target data-generating distribution and let fy be
a fixed model. We aim to estimate its risk R(6) = E(,,)~p[L(6; 2,y)] using as few expensive
evaluations of y as possible. The model is fixed during testing and can be arbitrary: no parametric
assumptions are made about fy. The framework applies to standard evaluation metrics such as mean
squared error, mean absolute error, classification error, or log-loss.

Sequential data generation and sampling We observe an unlabelled sequence (z;);>; drawn i.i.d.
from the marginal p(x). For each x4, a target y; ~ p(y | x+) exists but is initially unobserved. At time
t, the learner must immediately decide whether to query y;. We denote this decision by r; ~ B(f;),
where (3; := (z:) € [0, 1] is the probability of querying y;. If r; = 1, the target and consequently
the loss ¢; = L(8; xy, y;) are observed. Otherwise, the candidate is discarded and cannot be queried
later. This captures the practical constraint of scientific simulation pipelines, where an expensive



computation must be launched when a configuration is encountered rather than after collecting a pool
of candidates.

Adaptive sampling The sampling probability 5; may depend on the current input x; and all informa-
tion observed before time ¢. In particular, it can use the model prediction and a lightweight surrogate
trained from previously acquired labels, 8; = 3(x, F;—1), where F;_; contains the observations
and queried labels collected before t. Consequently, the queried samples are not distributed according
to p(x), and naive averaging of their losses is biased.

Unbiased risk estimate via adaptive importance sampling

The role of OAT is to exploit this adaptive sampling while preserving unbiasedness through importance
weighting. Given a stream of 7" candidates, we use the estimator

1 T
Re(0) = §1 %fzt. (1)
t=

This estimator is unbiased, E[Rr(6)] = R(9) (see Appendix , provided 3; > 0 whenever /¢,
can be non-zero [17,[7]]. Using similar arguments as Beygelzimer et al. [2]], the consistency of the
estimator can be established in the stream setting (see Appendix [B). The challenge is therefore to
choose (; so as to minimise the estimator variance while respecting a limited computational budget.

Budget and stopping criterion. We consider a stream of 7" generated candidates and constrain the
expected number of expensive evaluations, E[ny| = Zthl Elr] = Zle B¢ < npg. This stopping
criterion is preferable to stopping after exactly np. Indeed, in the latter, the number of observed
samples, 7', is then a random variable. While this guarantees that the labelling budget is exactly
met, it introduces a key limitation: because the stopping time depends on the selection process, it is
generally not possible to construct an unbiased estimator of the risk.

3 Variance-optimal adaptive sampling

The central question is how to allocate a limited budget across a stream of generated configurations.
We therefore seek sampling probabilities /3; that minimise the uncertainty of the risk estimator for
a fixed expected number of expensive evaluations. Conditioning on the generated inputs Dy =
{z1,...,z7}, we consider minimising the anticipated variance [11], i.e., the expected variance of
the estimator with respect to the unknown targets. This isolates the uncertainty arising from the
expensive evaluations and leads to a tractable allocation problem. Under the budget constraint, we
prove in Appendix [C|that this derivation leads to

B(xy) < np/T - \/Ey 4 [(F]. 2)

This is a simplification, as it ignores the constraint 3; € [0, 1]. The details of the exact solution,
which clips the probabilities at 1 and redistributes the remaining budget, are derived in Appendix
[C] Simply clipping Equation [2] without redistributing is still valid, since the budget is respected
in expectation, E[nr] < np, but it may sample fewer points than allowed and thus yield a higher
variance. In practice, the two coincide unless a few configurations have an exceptionally large loss
relative to the budget. The optimal sampling strategy of Equation [2]is proportional to the square root
of the second moment of the loss, rather than the expected loss (first moment) itself, as suggested in
prior pool-based work [3,13]]. The second moment decomposes as Ey |, [(7] = V1. [le] + Ey 5 [¢:]?
revealing that the optimal strategy favours configurations that are either expected to be difficult for the
model or for which the model’s error is particularly uncertain. This is especially relevant for scientific
simulations, where different regions of configuration space can exhibit substantially different model
errors and intrinsic uncertainty.

Baseline comparison For comparison, we consider two reference strategies: (1) the baseline
uniform strategy 5; = np/T. (2) the oracle strategy, which samples proportionally to the loss
By = np/T - 1,(0)/E[l;(0)], known to be optimal in classical importance sampling [6] [5 [17] (but
requires knowing ;). The benefit of adaptive sampling can be quantified by comparing it with
uniform evaluation. Let n,, be the number of labels required by uniform sampling to attain the same
anticipated variance as the optimal strategy with budget np. Then, np = n,, - pr, with pr < 1 (by
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Cauchy-Schwarz), with equality when the conditional second moments are constant across the stream.
Thus, whenever the difficulty of the generated configurations is heterogeneous, adaptive evaluation
can achieve the same estimation accuracy with fewer expensive simulations than uniform sampling.

4 Practical implementation: surrogate and normalisation

The constrained online settings and this optimal sampling strategy lead to practical considerations: a
surrogate is needed to estimate the second moment of the loss, which we designed to be lightweight
to support high-throughput data streams, and a normalisation constant must be updated.

Surrogate estimation for online adaptive sampling The optimal strategy in Equation [2] cannot be
applied directly because the conditional second moment E, |, [¢:(0)?] is unknown. We approximate it
with a surrogate model, 7. Given a new configuration x;, the surrogate provides a cheap estimate
Bt < np/T - \/Ey,|z,~x[(:(0)?]. This surrogate is adaptive: first initialised with the training and
validation data and then retrained using all the labels acquired before time ¢.

Lightweight surrogate for high-throughput streams Kossen et al. [[13]] show that diversity (using
a surrogate different from the evaluated model) and fidelity are key factors for sample efficiency.
Building upon these observations, our goal is to design a lightweight surrogate suitable for high-
throughput streams. We achieve diversity by using a different probabilistic model family (e.g.,
Random Forest or Gaussian Process) and fidelity by leveraging the latent representations of the
evaluated model (e.g. Atomic Environment Vector of ANI models, Smith et al.[23)). Only a single
forward pass through the model is required and avoids the cost of additional large models or expensive
retraining.

Normalisation constant estimation Compared to the pool-based case, the normalisation constant
cannot be computed exactly; we approximate it online. In practice, to alleviate the cold-start issue,
the validation set can be leveraged to initialise this estimate. Alternative strategies, such as mini-batch
processing or maintaining a reservoir of past samples, could further improve its accuracy, although
they fall outside the scope of this work. Here, we deliberately focus on the most constrained setting,
where discarded data cannot be reconsidered. This also reduces computation cost.

We propose in Algorithm [I] the pseudocode of the method and in Figure [T] an illustration of the
selection method, which favours samples that are either expected to be difficult for the model or for
which the model’s error is particularly uncertain.

5 Experiments: application to molecular dynamics

We evaluate OAT on a realistic quantum-chemistry application arising in MD simulations. In MD,
molecular configurations evolve sequentially along a trajectory, and machine-learning potentials can
be used to predict molecular energies and forces at a much lower computational cost than electronic-
structure calculations. However, obtaining accurate reference energies and forces, for example from
density functional theory, remains expensive. A practical strategy is therefore to perform these
quantum-chemistry calculations only at selected configurations along the trajectory, making the



allocation of the limited number of expensive evaluations a natural active testing problem. We
consider the MELTS Fulvene dataset [3]], which contains molecular geometries and their associated
quantum-chemistry energies. The dataset is publicly available here. We train an ANI model [23]] on
20% of the dataset and evaluate its performance on sequential streams of molecular configurations
using a labelling budget of 200. Our surrogate is a Gaussian Process trained on the atomic environment
vector (AEV) representations extracted from the ANI model. Results over 100 independent evaluation
streams are shown in Figure[2] We report the median squared error of the risk estimate as a function
of the number of observed configurations, which characterises typical performance while reducing
the influence of occasional streams with unusually large errors (comparison with the mean is shown
in Appendix [D). We additionally report the relative labelling cost, defined as the fraction of labels
required by OAT to reach the performance of uniform sampling [13].
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Figure 2: Online active testing for MD on the MELTS dataset using a GP surrogate to evaluate an
ANI model. Left: Median squared error of the risk estimate (log scale) versus number of labelled
samples. Right: relative labelling cost versus uniform baseline (dashed).

Additional experiments proving the statistical efficiency and variance-reduction properties of OAT in
controlled settings, as well as its scalability to deep-learning models on image datasets, are provided
in Appendix D] together with complete experimental details, computational resources, and runtime.

6 Limitations and Conclusion

Our experiments show that adaptive evaluation can substantially reduce the number of expensive
simulations required to estimate model performance compared with uniform sampling. The remaining
gap to the oracle strategy, which has access to the true loss, illustrates the importance of the surrogate
used to guide sampling. Nevertheless, the lightweight surrogates used by OAT consistently recover a
substantial fraction of the oracle benefit. When candidate configurations can be generated cheaply
but high-fidelity targets require costly computations, the available computational budget need not
be allocated accordingly. OAT can identify configurations that are likely to contribute most to the
uncertainty of model evaluation, while importance weighting preserves an unbiased estimate of the
risk. In this sense, OAT provides a building block for scientific workflows in which simulation and
machine learning interact continuously. However, our sampling strategy targets a single evaluation
metric for a single model and therefore does not directly optimise multiple objectives or allow
model selection. An important extension is to couple OAT with adaptive data generation, where the
simulation or configuration-generation process itself is influenced by previously acquired evaluations
rather than producing a fixed stream. Handling non-stationary streams or distribution shifts is a
natural future direction [22} [15]].
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A Unbiasedness of the estimator

We begin by establishing the unbiasedness of the proposed estimator, which is a classical property
of adaptive importance sampling estimators [17, [7]], which we recall here for completeness.For
generality, we consider an arbitrary sequence of selection probabilities {/3;}7_;.

Theorem 1. Unbiasedness Let T > 1. If B, > 0 for all t € [1,T], then Rr(0) is unbiased:
Err [Rr(0)] = R(0).

This result shows that Ry () remains unbiased for any adaptive selection strategy, provided that
all selection probabilities are strictly positive. Intuitively, this condition ensures that the induced
sampling distribution (; - p has the same support as the data-generating distribution p, which is
necessary for valid importance weighting [17].

Proof. The proof is similar to the [7]. We have to consider the expectation with respect to all
the random variables involved, i.e. all couples (z,y:,7;) for t € [1,T]. First, we remark that
Vt € [1,T], we have that L(0; z¢, y:) = ¢:(0) is F;-measurable,

E[&(G)IE] = ft(e)'

Additionally, §; is F;_1-measurable, thus, V¢ € [1, 7], we can compute the expectation:
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Finally, by linearity of the expectation, we have to compute the expectation of the estimator:

Er, [Re(®)] = 7 3 Er, [6(0)]
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Remark 1. The positivity condition on 3 can be relaxed. It is sufficient that By > 0 when £,(0) # 0.
For example, when using the 01 loss or mean squared error, only incorrectly predicted samples
contribute to the risk, and therefore only those need to be assigned non-zero selection probabilities.



B Deviation and consistency

Beyond unbiasedness, a desirable property for a “good” estimator is consistency, ensuring conver-
gence to the true risk, we prove it under mild conditions on the loss and the sampling strategy.

Theorem 2. Deviation and consistency: Assume that the loss function is non-negative and bounded,
i.e., forall (x,y) ~p, 0 < L(0;2,y) < M for some constant M > 0. Suppose further that there
exists Pmin > 0 such that B > Pmin for all t € [1,T]. Then, for any ¢ € (0,1),

M [21n(2/9)

P <RT(9) - R(O) >

This result provides a probability deviation bound, implying that R (6) converges to R() as
T — oo. The boundedness assumption on L is standard for deriving concentration inequalities of
Hoeffding type. It can be relaxed to sub-Gaussian or finite-variance assumptions, yielding slightly
weaker guarantees via Bernstein-type inequalities. The condition 5; > Bmin > 0 ensures that
importance weights remain bounded, preventing variance explosion. In practice, this corresponds to
enforcing a minimal level of exploration in the sampling strategy.

Proof. Let’s consider the sequence of random variable M1, --- | My defined for all ¢ € [[1,7T7] as:
M, = "t0,(6) — R(0).
B

Since B; > Bimin and L is bounded and, then R(6) is too, we have that |M;| < M/ B, In what
follow we prove that the sequence Z; = Zle M; (with Zy = 0) is a martingale. For all ¢, we have:

E]-_t“ZtH S tM/ﬁmzn < +007
and
Er [ZdZo,- -, Zi—1] = Euy yy 0, [My + Z1—1|Zo, - -+ 5 Zy—1]
- thl + Emt,yt,rt [Mt|ZO; Tty thl}

= Z_1 + B,y %et(enzo, e Zia| —R(B)
t
= Z,_1 +R(0) — R(0)

=Zi_1.

Therefore, the sequence (Z;);>¢ is a martingale. Additionally, we have |Z; 1 — Z;| = |My11| <
Using Z7r = T(Rr(0) — R(0)) and applying Azuma’s inequality [1]:

P (IRT(0) ~RO)| > ﬂmAMﬁ) _p (zT > Agfﬁ> < e

Setting A = 1/21n (2/0) leads to the theorem’s formulation. O

min



C Optimal sampling strategy

Directly minimising the variance expression is challenging due to its dependence on the unknown
sample distribution p(x). To obtain tractable solutions, we instead consider the anticipated vari-
ance [11]], defined as the expected conditional variance of the estimator given the observed inputs,
Ey.[V[Rr(0)|Dr]], where Dy = {x1,-- -,z }. This quantity measures the expected uncertainty
of the estimator due to label randomness, given a fixed stream of inputs. In particular, we show that

the optimisation of the anticipated variance under the budget constraint Ethl B¢ = np yields the
following optimal strategy.

Theorem 3 (Optimal sampling strategy). Under the budget constraint ZZ;I Bt = np, the optimal
sampling probabilities with respect to the anticipated variance satisfy

Bi (@) o< np /T - 4 [Ey o [€:(0)?]. €

Proof. We recall that we denote Dy = {x1,--- ,zr} as the set of all samples in the stream up to
time 7'. Using the variance definition, we can show that

2

,Bt T 1 T )
[RT( )‘DT T2 Z 5, t z:: ﬂt - ﬁ;ét(a)

Therefore, we can express the antlclpated variance of our estimator as

Ey\x[v [ ( |DT T2 Z ytut T T2 ZEy1|Tt Et

Our objective is to minimise this anticipated variance under the budget constraint thl B¢ = np.
We consider the following optimisation problem:

mﬁin Ey|x[Vr[RT(9)|DT“

T
Z Bt =np.
t=1

Since the second term is constant with respect to 3, optimisation reduces to minimising the first term:

argmm]Eﬁy‘I[V [Rr(0)|Dr]] = arggnlnz W

t=1
Using the method of Lagrange multipliers, we introduce the auxiliary function

T T
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“

Then, critical points of the Lagrangian are found by solving the system of equations:

S Bi=mng
A(B,A) = = {Eyﬁszt(e)ﬂ - ®)
M

Then, we get, Vt, 5; = . And by the first condition:
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This concludes the proof, the optimal strategy is to select points proportionally to the second moment
of the loss in y | x. O
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Remark (Efficiency over uniform baseline) Unless the second moments E, |, [¢:(6)?] are constant
across all inputs, the optimal strategy /3; strictly improves over the uniform baseline. In particular,
it achieves both a lower anticipated variance and a lower label complexity for a fixed estimation
accuracy. The improvement arises because 3} adapts to the heterogeneity of the data through the
second moment of the loss. When all second moments are equal, no such adaptation is possible, and
the uniform sampling strategy becomes optimal.

Proof. Let compare the anticipated variance of Rr(f) at 8* (denoted by Ry (¢; 8*)) with the
estimator obtained with uniform distribution 3, ; = np/T for any ¢ < T (denoted byR(6; 5.)).
Both these strategies lead to unbiased estimators; we can compare their anticipated variance.

For the optimal strategy, we get:

ylr[V [RT( )|DT

(iW) TQZIEW&

On the other hand:

Using the Cauchy-Schwarz inequality, we get that:
Ey 2 [V[R7(0; 8°)|Dr]] < Eyo[VIRT(0; Bu)|Dr]]. @)

The equality case of Cauchy-Schwarz yields to 8y = C 3, with C > 0 (actually, with the budget
constraint, we have C' = 1). We conclude that the optimal strategy 5* has an anticipated variance
strictly smaller than the uniform baseline as long as all second moments are not equal. O

Remark (Efficiency over first-moment strategy) Unless the second moments Ey‘x[&(ﬁ)Q] are propor-
tional to the square of the first moments across all inputs, the optimal strategy 3; strictly improves
over the first moment strategy in terms of anticipated variance.

Proof. Since the second term of this anticipated variance characterisation is constant with respect

to the sampling policy, we will compare only the first term between the first- and second-moment
yt |4 [Zt (0) ]

S Ve, G (0]

The first term of the anticipated variance for the second moment strategy is

strategies. The second-moment strategy leads to 5; = n By

2
NB% (211 Ey, |z, [ét(t‘))QD . On the other hand, the first-moment strategy leads to

yt |4 [Zt (6)]

= n
B BT By, i, L (0)]

1 T Eyt Ty [Zt 9) ]
7sT? ( = 1W) (Zt 1 ytlu[gt(o)})
By applying Cauchy-Schwarz, we prove the second-moment strategy is never worse in terms

of anticipated variance than the first-moment strategy, and the equality condition is given by
By [0:(0)%] o< By, [4:(0)]. 0

and therefore the first term of the anticipated variance is

C.1 Cleaner version of the Theorem
For simplicity, Theorem omits the condition that the S3; are probabilities and thus, 5; €]0, 1]. In

particular, the previous optimal sampling strategy can break this condition when the square root of
the second moment of a sample x; is large relative to the others:

np \/Eyt|1t Z yt/|a,t/ gt’ 9)2]

t'=1

We propose here a corrected version of the previous Theorem and an interpretation of the changes:
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Theorem 4. Cleaner version of the optimal sampling Theorem Under the budget con-
straint Zthl B¢ = np and By €]0,1] the optimal sampling probabilities satisfy By (x;) =

min (1, c\/E, . [¢:(0)]), with ¢ > 0 the unique constant satisfying 3, min (1, c\/E, |, [¢:(9)?]) =

ng.

In particular, if we have for all t, np /E,, |, [(:(0)%] < Ztszl \/Ey, |z, [€+ (0)?], then we fall back

in the conclusion of Theorem [3t

]Eytlxt wt(e)Q] .
Yve1 /Byl [60(6)?]

B =ng

We propose below a sketch of this proof

Proof. The lower bound constraint of 3; is never active as the objective diverges in 0( as long as
Ey, 1z, [€:(6)?] > 0, otherwise sample z; does not contribute and can be given 3; = 0). Therefore,
only the upper bound matters.

The Lagrangian becomes:

T 2 T T
ABAApY) =) W +A (Z B — nB> +> (B — 1)

We find that critical points should satisfy:

23:1 B - np
A(57/\) =0 < Eyt\ztﬁ[;t(e) ] _ )\+Mt ) )
,Ut(ﬂt - 1) =0

Analysing, 8; < 1 and 3; = 1 cases, we find that:

8 = min (1, e /]Ey‘z[ft(e)Q]) :

where c is the unique value such that }°, min (1, ¢\/E,,[(:(0)?]) = np.
O

Interpretation, risk and practical challenger Samples x; with large second moment are systemati-
cally sampled. The remaining budget is then allocated to the other points according to the following

formula:
St

Zt'eU St

where S = {xt|n3 Ey, e, [0:(0)?] > 25:1 \/Ey, 1z, [ (0)?] } the saturated set (points system-

atically sampled) and U the unsaturated samples, the complement of S.

B = (np —|5])

Computing f; according to Theorem [3| may lead to underspending the labels budget 5 as we do
not reallocate the budget of the saturated samples, and ultimately a higher variance. Note that the
unbiasedness of the estimator is preserved. This risk is particularly important in large sampling
streams (np ~ T') or heavy-tailed losses.

In practice, c is not computable before observing all the second moments of the stream and therefore
is not computable in the restrictive setting of this paper. A practical approach can be to compute
B¢ = min(1, ¢;s;) with ¢; that is updated according to the saturated points encountered. The study of
the empirical impact of this cleaner version is left as future work.

12



D Details on the experiments

We evaluate Online Active Testing (OAT) on synthetic and real-world datasets for both regression
and classification, using both the 1st-moment (defined as 3; o< np /T - Ey, |5, ~~[¢:(6)] [13]) and 2nd-
moment (Equation[2) strategies, across a range of settings and examine the comparative advantages
of different strategies. Performance is measured using the mean squared error or variance of the risk
estimate, averaged over multiple independent runs.

D.1 Synthetic data:

We prove the unbiasedness and the variance reduction on toy examples (as in previous work [13]).
We begin by demonstrating that online active testing on synthetic datasets enables sample-efficient
evaluation of models. As illustrative examples, we actively evaluate a Gaussian process [20] and a
linear regression model, as well as a random forest [4] for classification. In the regression setting, we
estimate the squared error, while for classification, we estimate the cross-entropy loss and accuracy.
The Gaussian process and random forest surrogates are retrained adaptively on all observed data.
Figure [3|shows the performance of OAT with the 1st and 2nd moment sampling strategy compared to
the uniform baseline and the oracle. OAT produces tighter confidence bands compared to uniform
sampling in all settings (reflecting reduced variance) and approaches the oracle performance.

Quadratic/Linear/GP GPprior/GP/GP Sinusoidal/GP/GP
. .
. - o
. .
? « Data Stream S, w8 .,
—— Surrogate model o v e o R
J .
—— Model ) o .
e Train points °
2-moon/RF/RF ki
‘o
= | i Log loss i 01-loss
) \ \
I3 0.02 \ 059 | 50 \*\ 0.5 0.41 1
| \ N
D
~
& 4 7 . .
% 4 f 5o 4 / / —— Uniform Baseline
8 00217 w05 | } -05 i' -04 OAT 1st Moment
100 i ! —— OAT 2nd Moment
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“5 1074
102 102
[} 102
E 10
8 100
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Figure 3: Online Active Testing improves risk estimation across diverse synthetic settings. Each
column shows a different combination of data structure/model/surrogate. Top row: regression and
classification scenarios. Bias (middle) and variance (bottom) of the risk estimation with respect to
the number of seen points in the data stream under different loss functions (MSE for regression and
log-loss and 0-1 loss for classification) and different sampling strategies.

Regression tasks Several datasets have been generated according to the following principles:

* Quadratic data from a non-linear function y = x * %2 with x uniformly sampled.

* GP prior data is sampled from a Gaussian Process (GP) with a Matérn kernel with z
uniformly sampled with smoothness of 1.5.

* Sinusoidal data from a non-linear function y = sin(10x) + 23 with 2 sampled from a
mixture of two Gaussians.

A total of 20, 000 repetitions of sampling a dataset of 100 points, training the main model with 10
samples and adaptively selecting data points to label in the stream of 90 points have been performed
using a budget constraint of 25. For all tasks, the surrogate model is a Gaussian Process, updated
online with selected points using a Matérn with smoothness parameter v = 1.5. All experiments are
run on a CPU (Intel i9-10885H) in ~ 30 minutes each.
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Classification tasks We consider the standard two-moons dataset. A total of 2, 500 repetitions
of sampling a dataset of 500 points, training the main Random Forest model with 50 samples and
adaptively selecting data points to label in the stream of 200 points have been performed using a
budget constraint of 50. For both cross-entropy and accuracy estimation, the surrogate model is
a Random Forest, updated online with selected points. Both experiments are run on a CPU (Intel
19-10885H) in ~ 10 hours each.

D.2 FashionMNIST

We evaluate OAT on image classification using FashionMNIST. A total of 500 repetitions of sampling
a training dataset of 250 points, training the main ResNet model, and adaptively selecting data points
to labels in the stream of 5, 000 points have been performed using a budget constraint of 1, 0000.
A small validation set of 50 points is used during training to perform early stopping. The main
model is a 1D ResNet trained with cross-entropy loss using SGD (learning rate 0.1, momentum 0.9,
weight decay 5 x 10~%) for a total of 160 epochs and a batch size of 64. Evaluation is performed
under the log-loss using a Random Forest as a surrogate model, pre-trained on the training set
and incrementally updated using adaptively selected evaluation samples. Due to computational
limitations, surrogate models are updated at predefined milestones during the stream: after collection
of {5, 10,20, 50, 80, 110, 140, 170} datapoints.

Both experiments are run on a GPU (Nvidia A40 48GB) in ~ 12 hours each.

The median squared error of the risk estimates for the different strategies (smoothed using a Gaussian
kernel with a length scale of 10) and the relative labelling cost (the proportion of actively selected

samples needed to get the same performance as a baseline [13]]) of OAT compared to the uniform
baseline are shown in Figure ]
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Figure 4: Online active testing on FashionMNIST. Top: MSE of the risk estimate (log-scale) versus
number of labelled samples. Bottom: relative labelling cost versus uniform baseline (dashed). Left:
log-loss; right: 0—1 loss.

D.3 CellCount

We consider a regression task on microscopy images. This dataset is synthetically generated and
consists of 64 x 64 greyscale images on which between one and 200 cells are counted. The training
set of 200, 000 images is restricted to 20, 000 images, on which we train a simple CNN and evaluate
this CNN with a stream of 2, 000 images with a labelling budget of 200. We repeat the evaluation 100
times. The main model is a small CNN trained with MSE loss for 30 epochs using Adam (learning
rate 10~?). The surrogate model is a Gaussian Process trained on a low-dimensional representation
obtained from the extraction of the CNN features and the reduction to 15 dimensions using Principal
Component Analysis. We use a composite kernel corresponding to a constant Kernel multiplied
by an RBF kernel, plus a white kernel. This kernel assumes the target function is smooth and
varies continuously with the input, while allowing for independent noise. Due to computational
limitations, surrogate models are updated at predefined milestones during the stream: after collection
of {5, 10, 20, 30, 40, 50, 75, 100, 130, 160, 180} data points.

This experiment is run on a GPU (NVIDIA Quadro T2000 4GB) in ~ 2 hours.

We show sample of the Cell Count dataset in Figure [5| and the median squared error of the risk
estimates for the different strategies (smoothed using a Gaussian kernel with a length scale of 10)
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Figure 5: Example of the CellCount dataset.

and the relative labelling cost (the proportion of actively selected samples needed to get the same
performance as a baseline [13]]) of OAT compared to the uniform baseline are shown in Figure|[6]

D.4 Melts: molecular simulation

We evaluate OAT on a quantum chemistry task using molecular energy prediction. The training set
is restricted to 20% of the 3,408 configurations of the fulvene molecule (consisting of 12 atoms: 6
carbon, 6 hydrogen) dataset, on which we train a TorchANI (ANI-1x) model to predict molecular
energies. We evaluate this ANI model with a stream of 2, 000 data points with a labelling budget of
200.3 The main model is trained for a total of 500 epochs using MSE loss and Adam (learning rate
1072).

A key challenge in this setting is that molecular geometries are represented as 3D coordinates of atoms
(of dimension 3 X Nyioms, With Nyoms the number of atoms in the molecule), which are not invariant to
rotations, translations, or permutations of atoms. To address this, invariant representations are required.
In our case, we leverage the atomic environment vectors (AEVs) provided by the ANI framework,
which encode local atomic environments in a way that is invariant to these transformations.

The surrogate model is a Gaussian Process trained on atomic environment vectors extracted from
the ANI model, averaged per molecule, resulting in a 384-dimensional representation. We also
use a composite kernel corresponding to a constant kernel multiplied by an RBF kernel, plus a
white kernel. This kernel assumes the target function is smooth and varies continuously with the
input, while allowing for independent noise. Due to computational limitations, surrogate models are
updated at predefined milestones during the stream: after collecting {5, 10, 20, 50, 80, 110, 140, 170}
datapoints.

This experiment is run on a GPU (NVIDIA Quadro T2000 4GB) in ~ 2 hours.
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Figure 6: Online active testing for regression. Top: MSE of the risk estimate (log-scale) versus
number of labelled samples. Bottom: relative labelling cost versus uniform baseline (dashed). Left:
CellCount (CNN and GP surrogate). Right: MELTS energy prediction (ANI and GP surrogate).

The dataset for this experiment is publicly available at the following link: https://zenodo.org/
records/16900694.

The median squared error of the risk estimates for the different strategies (smoothed using a Gaussian
kernel with a length scale of 10) and the relative labelling cost (the proportion of actively selected
samples needed to get the same performance as a baseline [[13]]) of OAT compared to the uniform
baseline are shown in Figure[§]

Comparison between median and mean squared error for risk estimation We chose to report
the median squared error of the risk estimate as a function of the number of observed configurations,
which characterises typical performance while reducing the influence of occasional streams with
unusually large errors. To assess the robustness of this choice, we compare the results obtained using
the median and mean squared error on the MELTS dataset. Figure[7]shows that the overall trends are
consistent across the two metrics. Moreover, when using the mean squared error, the OAT methods
appear to be even closer to the oracle, further highlighting their effectiveness in approaching the
performance of the optimal sampling strategy.

—— Uniform Baseline
OAT 2nd Moment
—— Oracle

Median Squared Error

Mean Squared Error

0 25 50 75 100 125 150 175 200 0 25 50 75 100 125 150 175 200
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Figure 7: Comparison between median (Left) and mean (Right) squared error for the risk estimator
with respect to the number of selected samples.
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D.5 Computational library and tools

* Python [24]]

¢ Scikit-learn [19]

* Numpy [9]

* Pytorch [18]]

e Pandas [16]

e TorchANI [&]]

e Seaborn [25]

* Matplotlib [10]

E Computational complexity

Computational efficiency is critical in online testing. In fact, the acquisition probability is lightweight:
approximating the second-moment probability requires only evaluating the surrogate on the current
sample and updating the running estimate of the normalising constant. No optimisation problem is
solved online. In our implementation, this corresponds to one forward pass through the predictive
model for latent feature extraction (already required for prediction), one evaluation of the lightweight
surrogate, and negligible additional computation.

The main computational cost comes from surrogate updates after acquiring labels. With retraining
after each acquisition, the total complexity is bounded by O(ng|Dirain| +n% + T), where np is the
labelling budget and 7" the stream length. Thus, OAT is lighter compared with existing pool-based
active testing frameworks (13, Appendix B.2.

In its non-adaptive form, the computation cost comes only from the second-moment estimation
yielding a total complexity bounded by O(T), i.e. similar to the uniform baseline
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