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Abstract

We investigate whether the classification of observed astronomical transients ex-
hibits cross-modal transfer: the improved performance of models trained with
more modalities than are available at inference. We consider models trained with
combinations of light curves, images and spectra using different modality drop
and fine-tuning strategies. For a sample of observed transients, we confirm that
multimodal models show better macro F1 classification performance, with similar
or marginally worse calibration errors. We find no significant cross-modal transfer
for light-curve-only inference, but we detect a small, significant transfer for light-
curve and image inference (+0.055 in macro F1, p < 0.001) when training with
an imbalanced modality drop. Classic models trained with manually engineered
features achieve better classification metrics than light curve-only inference models,
but their raw scores are much less well calibrated.

1 Introduction

We perceive and understand the world in a multi-modal (MM) fashion, relying on complementary
inputs such as vision, touch and hearing to navigate our environment. Motivated by this observation,
MM machine learning (ML) models are increasingly used in a diversity of applications, ranging
from chat bots to scientific applications. Some of the key ideas behind these models have been the
representation, alignment, fusion and transference of modalities [Liang et al., 2024]. For example,
via unsupervised training and contrastive loss alignment ([van den Oord et al., 2018, Radford et al.,
2021]) and the trainable combination of modalities for supervised classification [Arevalo et al., 2017].

The implementation of MM models can be challenging. The alignment of modality representations
often shows significant gaps even in well established MM models [Liang et al., 2022]. Uni-modal
models can show similar performance to MM models in spite of having less input information due to
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several factors: 1) overfitting, as these models span a larger parameter space and the rate of overfitting
can differ strongly between different modalities [Wang et al., 2020]; 2) gradient suppression, when
gradients are dominated by one or a few modalities, effectively suppressing the gradients associated
with the weaker modalities [Peng et al., 2022]; and 3) unimodal bias, where one modality significantly
dominates the training process the later the modal fusion is performed [Zhang and Latham, 2024].

Several works have used MM ML in astronomy, from the study of galaxies combining images and
spectra [Parker et al., 2024, Doorenbos et al., 2024] to time-domain astronomy combining light curves
(LCs), images, spectra, and metadata from galactic and extragalactic variable phenomena. [Cabrera-
Vives et al., 2024] combine synthetic LCs and metadata from variable sources using transformers
[Vaswani et al., 2017] and late fusion. [Zhang et al., 2024] pre-train a model that combines synthetic
supernova LCs and spectra using transformers and contrastive loss, later fine-tuned with real data
from the Zwicky Transient Facility (ZTF, [Bellm et al., 2019]). [Sheng et al., 2024] combine
real ZTF discovery images, early-time LCs and host galaxy information via convolutional neural
networks and intermediate fusion. [Huijse et al., 2025] combine LCs and spectra via concatenation of
variational autoencoder latent representations. [Rizhko and Bloom, 2025] combine real LCs, images
and metadata from variable stars using three encoders and a contrastive loss. [Junell et al., 2026]
combine real transient LCs, images, metadata and spectra using transformers, 2D and multi-scale 1D
convolutional networks, and a mixture-of-experts fusion.

Our work focuses on time-domain astronomy and the case of real extragalactic transient objects, stellar
explosions occurring in external galaxies, observed by ZTF. They are detected via image difference
techniques and can be characterized by their multi-band photometric flux time series, or LCs; by their
host galaxies, whose properties are correlated with their stellar progenitors; and by spectroscopic
observations that reveal their underlying physical structure and composition. Consequently, we
consider the use of LCs, contextual images and spectra for their classification.

While large astronomical surveys such as ZTF and the Legacy Survey of Space and Time (LSST,
[Ivezić et al., 2019]) provide abundant sets of images and LCs, spectroscopic data is relatively rare and
seldom available at inference time, even with new large spectroscopic surveys [DESI Collaboration
et al., 2016, de Jong et al., 2019]. Thus, we are interested in the problem of cross-modal transfer,
where a set of modalities used at training time can improve the internal representation of the model
even when they are absent at inference time.

2 Data

We use a combination of LCs taken from ZTF via the ALeRCE broker [Förster et al., 2021], host
galaxy r-band multi-resolution images from PanSTARRS DR1 [Magnier et al., 2020]; and spectra
from the Weizmann Interactive Supernova Data Repository (WISeREP, [Yaron and Gal-Yam, 2012]).
We use r-band multi-resolution images (as in [Förster et al., 2021]) instead of multi-band multi-
resolution images because we rely on a local server that can match the ZTF and LSST alert rates
using the r-band only, with the objective of putting these models in production.

We compile a sample of confirmed and candidate transient events to train in a semi-supervised/distilled
fashion. For the confirmed transients, we use the classifications of the Transient Name Server (TNS,
[IAU Supernova Working Group, 2016]) mapped into a simple taxonomy of supernovae (SNe)
and related events: Type Ia SNe (SNIa), Stripped-Envelope SNe (SESN), Type II SNe (SNII),
Superluminous SNe (SLSN) and Tidal Disruption Events (TDE). For the transient candidates, we
select them cross-matching TNS with a catalog of probabilistic transient classifications from ALeRCE,
filtered according to their galactic latitude (|l| > 10) and data quality cuts. Our final catalog contains
99,317 astronomical events, of which 7,375 have a spectroscopically confirmed class. The class
distribution is highly imbalanced; with 5,277 SNeIa, 1,213 SNII, 450 SESN, 216 SNIIn, 158
SLSN, and 61 TDE. Modality-specific quality criteria are first applied to determine whether each
modality contains usable information for a given object. The retained observations are subsequently
transformed into fixed-size representations suitable for their corresponding encoders. Each modality
preprocessing is described in Appendix C.
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3 Methodology

3.1 Training set partition

We reserve 20% of the labeled sample (N = 1, 475) as a held-out classification test set. Since
our objective is to study cross-modal transfer; in particular, the effect of using spectroscopy during
training while removing it at inference; the test set is restricted to objects with valid observations
in all three modalities. The split is class-stratified, preserving the class distribution of the labeled
sample. Consequently, every inference configuration is evaluated on the same objects. The remaining
5,900 labeled objects form a five-fold stratified cross-validation pool, with 4,720 training and 1,180
validation objects in each fold. Objects lacking one or more modalities are retained in this pool rather
than discarded. The detailed class distribution among folds is shown in Appendix D.

For self-supervised pretraining, a separate partition is constructed for each modality using all objects
that satisfy its quality criteria. We reserve 10% of each modality-specific dataset for reconstruction
testing and 10% of the remaining objects for validation. To prevent leakage into downstream classifi-
cation, the 1,475 classification-test objects are forced into the corresponding pretraining test partitions
and never appear during pretraining or validation. Thus, the resulting train/validation/test partitions
for self-supervised pretraining contain 59,335/6,593/7,325 objects for LCs, 13,823/1,536/1,707 for
spectra, and 79,460/8,829/9,810 for images.

3.2 Architecture

Our framework starts with three modality-specific masked autoencoders (MAEs, [He et al., 2021]):
for LCs, spectra (SPEC), and multi-resolution images (IM) as described in Appendix E.

For multimodal alignment, the three encoder outputs are pooled and mapped through modality-
specific projection heads into a shared embedding space. The projected representations are aligned
using a symmetric InfoNCE objective [van den Oord et al., 2018] over the available modality pairs
(LC, IM), (LC, SPEC), and (IM, SPEC), with learnable inverse temperature. Only objects containing
both modalities contribute to a given pairwise similarity matrix, and the objective is averaged over
the modality pairs represented in the batch. Positive pairs correspond to different modalities of the
same transient, allowing both labeled and unlabeled objects to contribute to the loss function.

For multimodal classification, the projected representations are fused using gated multimodal unit
(GMU, [Arevalo et al., 2017]). Unavailable modality embeddings and their availability flags are set
to zero, allowing the GMU to adapt its weighting to the information present for each object. The
fused representation is passed to a Multi-layer Perceptron classifier, producing six class logits.

3.3 Training

Training proceeds sequentially through unimodal self-supervised pretraining, multimodal contrastive
alignment, and supervised classification. Hyperparameters are optimized independently at each stage
using validation data only; the held-out test set is never used for model or hyperparameter selection.

We train eight different classifiers: a LC-only classifier that uses the LC encoder and where the super-
vised classification only sees LCs; a LC+IM classifier that uses the LC and IM encoders and where
alignment, fusion and supervised classification do not see spectra; and six different LC+IM+SPEC
classifiers that use the three encoders and where the alignment, fusion and supervised classification
can see all data modalities, but differ on how modalities are dropped during supervised classification
and on whether we fine-tune the model for inference with specific modalities. One LC+IM+SPEC
model is trained dropping modalities in a balanced fashion during supervised classification (25%
of the time no modalities are dropped, 25% of the time LCs are dropped, 25% of the time IMs are
dropped, and 25% of the time SPECs are dropped). Another LC+IM+SPEC model is trained dropping
modalities in an imbalanced fashion (68% of the time they see only LCs, 29% of the time they see
LCs and IMs, 3% of the time they see LCs and SPEC). Then, for the cross-modal transfer case, the
two previous models are fine-tuned using only LCs and using both LCs and IMs during training. Note
that we always keep unfrozen weights for the alignment and fusion stages when doing supervised
classification training. More information about the training process is discussed in Appendix F.
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Figure 1: Mean macro F1 scores and one standard deviation error bars, colored by ECE, for models
using different training modalities and training strategies as a function of inference modalities. The
baseline models are shown for reference and are also colored by ECE. See detailed values in Table 4.

3.4 Feature-based baseline

To provide a classical reference for the learned representations, we train two random forest (RF)
classifiers on extensively tested, manually engineered features computed with the ALeRCE ZTF
feature extractor. The complete extractor produces 209 quantities spanning statistical variability
descriptors, colors, harmonic and period-based statistics, multi-harmonic power-spectrum features,
and parameters from several transient-specific models. The complete list is provided in Appendix G.

We consider two feature configurations. The LC-only baseline contains 158 features derived exclu-
sively from the LCs and provides a direct comparison with models receiving the same modality. The
LC+metadata baseline contains 178 features and additionally incorporates contextual information
from AllWISE [Cutri et al., 2021], Pan-STARRS, and ZTF reference-image measurements. This
second configuration quantifies the contribution of catalog-level context beyond the LC itself.

Both RF baselines use class-balanced weights and undergo independent hyperparameter optimization
using an Optuna Tree-structured Parzen Estimator (TPE) sampler, as reported in Appendix F.

3.5 Statistical comparison

All folds share one test set and ∼75% of their training data, so the fold-to-fold standard deviation
measures mainly retraining variability. To test cross-modal transfer we compare each model with the
model trained on the inference modalities alone using a paired bootstrap over the 1,475 test objects
(104 resamples): every resample is applied to both models and to all five fold models, and we record
the difference of their fold-averaged macro F1.

4 Results

We evaluate the previous models on exactly the same held-out test set using different combinations of
modalities during inference and report the macro F1 and expected calibration error (ECE) statistics in
Figure 1, where the baseline RF classifiers macro F1 and ECE are also shown. A detailed table with
macro F1 and ECE statistics, confusion matrices and reliability curves are shown in Appendix H. All
scores are reported raw: we apply no post-hoc calibration to any model.

It can be seen that the best macro F1 statistics are obtained for the models that use all three modalities
during inference, with marginally better statistics using a balanced modality drop strategy during
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training. Marginally better ECE metrics are found for selected LC-only inference models. It can also
be seen that the most informative modalities appear to follow the domain intuition: SPEC > LC > IM.

The classic RF baseline models have equal or better macro F1 than all LC-only inference models
considered, although with much higher raw ECE (0.165–0.166 versus 0.031–0.073). Their higher
macro F1 may be due to a combination of several effects: the small sample size, where neural
networks are sometimes outperformed by classical methods; the highly imbalanced nature of the
dataset, where in our experience class weighted RFs can provide very good results; and the strong
inductive bias introduced by the manually engineered features. The contribution of these features
is confirmed by the suboptimal performance of the LC-only models in [Cabrera-Vives et al., 2024].
Their reliability curves show underconfidence (Figure 4), as expected for random forests [Niculescu-
Mizil and Caruana, 2005], and which class-balanced weighting can accentuate. Among the neural
models, the multimodal ones are overconfident at their native input relative to the LC-only and
LC+IM models, an effect reduced by fine-tuning on LC only (Figure 4).

Regarding cross-modal transfer, the main question in this work, we find none for LC-only infer-
ence: no model trained with additional modalities significantly outperforms the LC-only model
(Table 5). For LC+IM inference, the LC+IM+SPEC model trained with an imbalanced modality drop
outperforms the LC+IM model by ∆F1 = +0.055 (95% CI [+0.026,+0.087], p < 0.001), and by
+0.051 [+0.024,+0.081] after fine-tuning on LC+IM, with a positive gain in all five folds. Balanced
modality drop yields no significant transfer.

The two drop strategies expose the classifier to different input patterns. The balanced strategy
removes at most one modality at a time, so LC-only inputs are rare in training (about 2%, from
objects without a spectrum), and spectra are present in about 70% of examples. The imbalanced
strategy shows LC-only inputs 68% of the time, LC+IM 29% of the time, and includes spectra only
in the remaining 3% (as LC+SPEC). Accordingly, the balanced model is best whenever spectra are
available at inference (Table 4), but falls below the LC-only model when evaluated on LC alone
(∆F1 = −0.069, Table 5), a gap that fine-tuning on LC closes. The imbalanced model, trained
mostly without spectra, learns stronger LC and LC+IM pathways, which is where its transfer appears.

5 Conclusions

We confirm the importance of building LC+IM+SPEC classification models for transient classification,
with trimodal inference models outperforming all LC and LC+IM inference models in macro F1.
LC-only inference models could not outperform classic RF models in macro F1, but had better raw
ECE. We detect no significant cross-modal transfer for the LC-only inference case, but we detect
cross-modal transfer in the LC+IM inference case (∆F1 = +0.055, p < 0.001). These estimates
come from a small and imbalanced labeled sample: the rarest classes have 12 (TDE) and 32 (SLSN)
test objects, which dominate the macro F1 uncertainty, and may explain why cross-modal transfer
was small. This question remains open for LSST, with significantly larger samples, where access to
spectra will be limited, and where labeled sets will be strongly biased to brighter and more nearby
objects.
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B Use of generative artificial intelligence (AI)

The core code used in the project was developed manually, but we implemented several modifications
with the help of AI. We also used AI to streamline the experiment runs and visualize their results,
monitoring relevant metrics via MLFlow and Wandb. The main scientific questions, experimental
design, choice of evaluation metrics, and interpretation of the results were determined by the authors.
We did not use AI tools to write the manuscript.

C Data quality and preprocessing

Light curves. LCs are cleaned independently in each band. Detections with a real–bogus score
below rb = 0.55 and measurements with photometric uncertainties above the 95th percentile of
σpsf are removed. Observations sharing the same MJD to four decimal places are consolidated
by taking their median. We additionally remove isolated observations at the temporal boundaries
when the adjacent epoch lies in the extreme tail of the time distribution and its separation from the
nearest neighbor exceeds the 97th percentile of consecutive temporal gaps. This procedure is applied
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iteratively. A light curve is retained when at least eight valid observations remain in total across the g
and r bands.

Observation times are expressed in days relative to a common reference time t0 shared by both bands,
preserving their relative temporal alignment. Each band is padded or truncated to a maximum of 65
observations and is accompanied by a per-band binary mask. A band containing no valid observations
remains entirely masked.

Images. An image is retained when all five spatial scales are available. These scales are stacked into
a 5× 30× 30 tensor, providing the encoder with information over multiple spatial scales. Non-finite
pixel values are replaced by zero.

Spectra. A spectrum is retained if it contains ten or more finite flux measurements within 3500–
9500Å. When multiple spectra satisfy this criterion, a single spectrum is selected by prioritizing
wavelength coverage within this range, followed by signal-to-noise ratio and the number of sampled
wavelength points.

The selected spectrum is de-redshifted with the catalog redshift and resampled onto a common rest-
frame logarithmic wavelength grid of 750 bins spanning 3500–9500Å, corresponding to a constant
velocity spacing of 400 km s−1. A moving average at the same velocity scale is used for local
smoothing. The flux is shifted to non-negative values before estimating the continuum with a broader
30,000 km s−1 smoothing window. Following the AstroDASH convention, the continuum-normalized
spectrum is

fnorm(λ) =
f(λ)

fcont(λ)
− 1, (1)

which suppresses the slowly varying continuum while preserving spectral features. A cosine taper is
applied over the outer 5% of the covered wavelength region to reduce edge discontinuities. Spectra
of objects without a catalog redshift (103 labeled objects, 1.4%) are not corrected and remain in the
observer frame. A binary mask identifies wavelength bins covered by the original observation. The
median spectral coverage is 669 of the 750 bins.

D Class distributions
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Table 1: Distribution of the labeled classes and unlabeled data modalities. Train and validation counts
are for fold 0 of the five stratified cross-validation folds (other folds differ by at most a few objects);
the test set is fixed and shared by all folds. Unlabeled objects are used only for self-supervised
pretraining and contrastive alignment.

Class Train Validation Test Total

SNIa 3377 845 1055 5277
SNII 776 194 243 1213
SESN 288 72 90 450
SNIIn 139 34 43 216
SLSN 101 25 32 158
TDE 39 10 12 61

Total labeled 4720 1180 1475 7375

Unlabeled objects (self-supervised pretraining only, per-modality partitions)
Images 74620 8268 7836 90724
Light curves 54713 6038 5389 66140
Spectra 8950 1010 163 10123
Distinct unlabeled objects – – – 91906
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E Modality specific encoders

Light-curve encoder. The g- and r-band observations are represented as a single temporally or-
dered sequence. Each measurement is projected into the transformer embedding space, while its
observation time is incorporated through feature-wise linear modulation (FiLM). A learnable Fourier
representation of time generates multiplicative and additive modulation terms, with separate FiLM
transformations for the two bands. Valid observations are then merged and ordered chronologi-
cally before being processed by a transformer encoder with a learnable class token and positional
embeddings.

During MAE pretraining, contiguous temporal regions are masked rather than isolated epochs,
reducing the possibility of solving the reconstruction task through local interpolation alone. Masked
tokens remain in the sequence with their input values removed, and a linear head reconstructs the
corresponding light-curve measurements.

Spectrum encoder. The spectral encoder follows the same transformer–FiLM formulation, with
wavelength replacing time as the conditioning coordinate. Each of the 750 continuum-normalised
flux values is embedded and modulated using a learnable Fourier representation of wavelength,
with Tmax = 9500Å. Contiguous wavelength regions are masked during pretraining, and a linear
reconstruction head predicts the missing flux values.

Image encoder. The five image scales are treated as channels of a 5× 30× 30 input tensor. The
image is divided into 6 × 6 spatial patches, producing 25 tokens, each spanning the same spatial
region across all five scales. The image MAE follows an asymmetric encoder–decoder design: 75%
of the patches are removed before the transformer encoder, and a lightweight decoder reintroduces
learnable mask tokens to reconstruct the missing patches.

F Training

Masked Auto Encoders Each MAE is pretrained independently on the labeled and unlabeled
objects available for its modality by minimizing the mean squared reconstruction error over masked
positions. Hyperparameter optimization covers the transformer architecture and optimization param-
eters, using the reconstruction coefficient of determination, R2, on masked validation positions as
the objective. Final MAEs are trained with AdamW and a cosine learning-rate schedule, with early
stopping and checkpoint selection based on the same validation metric.

Contrastive alignment. The multimodal contrastive stage is initialized from the three pretrained
MAEs and uses both labeled and unlabeled objects with at least two available modalities. The
encoders remain trainable and are jointly fine-tuned with the projection heads. The search covers
the projection architecture and optimization parameters, including the initial inverse temperature.
Hyperparameters are selected using the validation separation margin, defined as the mean cosine
similarity of matched cross-modal representations minus that of unmatched pairs.

Supervised classification. The unimodal and multimodal classifiers are trained independently
using the five stratified folds of Section 3.1. Their pretrained encoders remain trainable during
supervised optimization. Classification uses a class-weighted cross-entropy loss, and hyperparameter
optimization covers the classifier architecture and optimization parameters, including a discriminative
learning-rate multiplier for pretrained components.

Modality drop The multimodal classifiers additionally uses modality-drop augmentation: images,
spectra, or both are removed during training by zeroing their representations and clearing the
corresponding availability flags. This exposes the GMU to incomplete modality configurations and
enables the same trained model to operate with three, two, or one modality at inference. Modality
dropping is disabled during evaluation.

Inference modality fine-tuning When evaluating cross-modal transfer, we also consider the case
where the MM models are fine-tuned for the specific modalities that will be available at inference
time. We keep the alignment, fusion and classification weights unfrozen and fine-tune the models
with either LC-only or LC+IM before evaluating with the given input modalities.
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Table 2: Hyperparameter search spaces used in the different training stages. “Log” denotes log-
uniform sampling and “uniform” linear uniform sampling. The decoder depth is optimised only for
the image MAE.
Stage Hyperparameter Sampling Range / choices

MAE (×3)

Embedding dim. × heads categorical 32 × 2, 64 × 2, 64 × 4, 128 × 2, 128 × 4,
128× 8, 256× 4, 256× 8

Encoder layers integer [2, 6]
Decoder layers† integer [1, 4]
Dropout uniform [0, 0.3]
Learning rate log [10−5, 10−3]
Weight decay log [10−4, 10−1]
Batch size categorical 32, 64, 128; spectrum MAE: 16, 32, 64

Contrastive

Projection dimension categorical 128, 256, 512
Residual-MLP width factor categorical 1, 2, 4
Pooling categorical cross-attention; cross-attention without resid-

ual MLP; mean pooling
Projection-head dropout uniform [0, 0.3]
Initial inverse temperature uniform [5, 30]
Learning rate log [10−5, 10−3]
Weight decay log [10−4, 10−1]
Batch size categorical 64, 128, 256

Classifier

MLP hidden dimension categorical 128, 256, 512
MLP layers categorical 1, 2
MLP dropout uniform [0, 0.4]
Backbone learning-rate multiplier log [0.01, 1]
Learning rate log [10−5, 10−3]
Weight decay log [10−4, 10−1]
Batch size categorical 16, 32, 64

†The transformer decoder is used only by the image MAE. The light-curve and spectral MAEs reconstruct masked
measurements directly from the encoder outputs using a linear prediction head.

Hyperparameter optimization Hyperparameter selection is based exclusively on validation perfor-
mance. The optimization objectives are the reconstruction R2 on masked positions for the MAEs, the
cross-modal separation margin for contrastive alignment, and macro-averaged F1 for classification.
Parameters inherited from an earlier training stage retain the architecture selected at that stage and
are not re-sampled downstream.

Hyperparameters are selected using macro-averaged F1 on the validation split of the first fold. The
selected configuration is then trained across all five folds and evaluated on the common held-out test
set. Final performance is reported using macro F1 to account for the strong class imbalance.

Hyperparameter searches are performed with Ray Tune using an Optuna TPE sampler and an
asynchronous successive-halving (ASHA) scheduler with reduction factor 3 and a grace period of 10
epochs. Each study contains 80 trials in one cross-validation fold. Separate studies are performed for
the light-curve, image, and spectral MAEs, the contrastive stage, and the unimodal and multimodal
classifiers. Parameters inherited from earlier stages retain their selected architecture and are not
re-sampled downstream. Table 2 summarizes the hyperparameter spaces explored at each stage of the
training pipeline.

G Tabular features of the feature-based baseline

Table 3 summarizes the feature families. Names are given as base feature names: quantities marked
“g, r” are evaluated independently in the two bands, whereas “joint” denotes a quantity derived from
both bands together.

The feature-selection procedure follows the exclusions adopted by the operational ALeRCE classifier.
Specifically, forced-photometry quantities, which are undefined for the present alert-based sample,
are excluded together with Coordinate_x, Coordinate_y, and Coordinate_z. We additionally
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Table 3: Feature families used by the random-forest baselines. The LC-only model contains 158 light-
curve-derived quantities. The LC+metadata model contains the same quantities plus 20 contextual
features from AllWISE, Pan-STARRS, and ZTF reference-image information.
Family Features / description Evaluation LC-only LC+catalogue

ZTF colours g-r_mean, g-r_max, g-r_mean_corr,
g-r_max_corr

joint ✓ ✓

Statistical descriptors Amplitude, AndersonDarling,
Autocor_length, Beyond1Std, Con,
Eta_e, ExcessVar, Gskew, IAR_phi,
LinearTrend, MaxSlope, Mean, Meanvariance,
MedianAbsDev, MedianBRP, PairSlopeTrend,
PercentAmplitude, Pvar, Q31, Rcs,
SF_ML_amplitude, SF_ML_gamma, Skew,
SmallKurtosis, Std, StetsonK, and related
variability statistics

g, r ✓ ✓

Harmonic model Harmonics_mse, Harmonics_chi,
Harmonics_mag_1..7, Harmonics_phase_2..7

g, r ✓ ✓

MHPS MHPS_ratio, MHPS_low, MHPS_high,
MHPS_non_zero, MHPS_PN_flag,
MHPS_ratio_365_30, MHPS_low_365,
MHPS_high_30

g, r ✓ ✓

Periodicity Multiband_period, PPE,
Power_rate_{1_2,1_3,1_4,2,3,4},
Period_band, and delta_period

mixed ✓ ✓

SPM Parametric supernova-model quantities: SPM_A,
SPM_t0, SPM_gamma, SPM_beta, SPM_tau_rise,
SPM_tau_fall, SPM_chi

g, r ✓ ✓

GP–DRW GP_DRW_sigma, GP_DRW_tau g, r ✓ ✓

Folded-light-curve
statistics

Psi_CS, Psi_eta g, r ✓ ✓

FLEET Parameters derived from the FLEET transient model
retained by the ALeRCE feature-selection procedure

g, r ✓ ✓

Microlensing ulens_u0, ulens_tE, ulens_fs, ulens_chi g, r ✓ ✓

TDE TDE light-curve decay-model parameters retained by
the ALeRCE feature-selection procedure

g, r ✓ ✓

Colour variation color_variation joint ✓ ✓

Detection statistics positive_fraction g, r ✓ ✓

Timespan Total temporal baseline of the light curve global ✓ ✓

AllWISE W1-W2, W2-W3, W3-W4, and ZTF–WISE colours
{g,r}-W{1,2,3,4}

global — ✓

Pan-STARRS PS1 Pan-STARRS colours and contextual quantities, in-
cluding ps_g-r, ps_r-i, ps_i-z, and sgscore1

global — ✓

Reference image mean_distnr, sigma_distnr, mean_sharpnr,
mean_chinr

joint — ✓

Total 158 178

remove TDE_mag0, fleet_t0, fleet_m0, ulens_t0, and ulens_mag0 in both bands, following
the same feature-selection convention used by the ALeRCE production classifier in order to avoid
explosion time and peak magnitude biases. No additional features are removed in this work.

H Detailed results
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Table 4: Macro F1 and expected calibration error (15 bins, raw scores, no post-hoc calibration)
on the fixed test set (1475 objects; mean ± standard deviation over the five folds; see Table 5 for
significance), grouped by the modalities available at inference. Multimodal models are evaluated
by hiding the missing modalities (zeroed inputs and presence flags off); “FT on” rows are trimodal
models fine-tuned on the reduced input. Bold marks, per inference group, the best neural-network
macro F1 and the best (lowest) ECE, together with every result whose ±1σ interval overlaps the best
one.

Inference modalities Training strategy Macro F1 ECE

LC+IM+SPEC LC+IM+SPEC (bal.) 0.741± 0.020 0.056± 0.006
LC+IM+SPEC (imb.) 0.716± 0.026 0.063± 0.008

LC+SPEC LC+IM+SPEC (bal.) 0.717± 0.022 0.045± 0.012
LC+IM+SPEC (imb.) 0.688± 0.033 0.054± 0.010

LC+IM LC+IM+SPEC (imb.) 0.634± 0.014 0.089± 0.012
LC+IM+SPEC (imb.), FT on LC+IM 0.630± 0.024 0.096± 0.021
LC+IM+SPEC (bal.) 0.598± 0.021 0.065± 0.019
LC+IM+SPEC (bal.), FT on LC+IM 0.598± 0.015 0.093± 0.014
LC+IM 0.578± 0.015 0.081± 0.033

IM+SPEC LC+IM+SPEC (bal.) 0.644± 0.036 0.066± 0.009
LC+IM+SPEC (imb.) 0.506± 0.048 0.083± 0.008

SPEC LC+IM+SPEC (bal.) 0.613± 0.042 0.043± 0.011
LC+IM+SPEC (imb.) 0.501± 0.059 0.041± 0.016

LC LC+IM+SPEC (bal.), FT on LC 0.589± 0.016 0.031± 0.008
LC+IM+SPEC (imb.), FT on LC 0.574± 0.038 0.059± 0.012
LC+IM+SPEC (imb.) 0.574± 0.015 0.057± 0.011
LC 0.568± 0.017 0.031± 0.006
LC+IM 0.507± 0.039 0.073± 0.009
LC+IM+SPEC (bal.) 0.499± 0.035 0.050± 0.020

IM LC+IM+SPEC (bal.) 0.263± 0.007 0.145± 0.046
LC+IM+SPEC (imb.) 0.261± 0.018 0.223± 0.022
LC+IM 0.231± 0.019 0.153± 0.080

Random forest baselinesa

LC features + MD class-balanced weights 0.623± 0.007 0.166± 0.002
LC features class-balanced weights 0.607± 0.013 0.165± 0.003

a Random forests trained on tabular features (178 with metadata, MD; 158 without).

Table 5: Cross-modal transfer tests. ∆F1 is the macro F1 of each model minus that of the model
trained only on the inference modalities (LC: 0.568; LC+IM: 0.578), averaged over the five folds.
Confidence intervals and one-sided p-values come from a paired bootstrap over the 1,475 test objects
(104 resamples), each resample shared by both models and all fold models. Bold: significant after
Bonferroni correction for the eight tests (p < 0.00625). Last column: folds in which ∆F1 > 0.

Inference Training strategy ∆F1 95% CI p folds

LC+IM LC+IM+SPEC (imb.) +0.055 [+0.026,+0.087] < 0.001 5/5
LC+IM+SPEC (imb.), FT on LC+IM +0.051 [+0.024,+0.081] < 0.001 5/5
LC+IM+SPEC (bal.) +0.020 [−0.010,+0.052] 0.10 4/5
LC+IM+SPEC (bal.), FT on LC+IM +0.020 [−0.007,+0.047] 0.07 4/5

LC LC+IM+SPEC (bal.), FT on LC +0.021 [−0.003,+0.045] 0.04 4/5
LC+IM+SPEC (imb.), FT on LC +0.006 [−0.023,+0.035] 0.33 3/5
LC+IM+SPEC (imb.) +0.006 [−0.024,+0.036] 0.34 3/5
LC+IM+SPEC (bal.) −0.069 [−0.110,−0.027] > 0.99 1/5
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Figure 2: A selection of row normalized confusion matrices evaluated in the test set. We report mean
metrics and their standard deviation.
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Figure 3: Row normalized confusion matrices evaluated in the test set using the baseline RF model.
We report mean metrics and their standard deviation.
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Figure 4: Reliability curves for the RF baseline models and models trained with LCs, LC+IM
and LC+IM+SPEC evaluated on their native modalities. Multimodal models have better macro
F1 statistics as shown in Table 4, but they tend to be overconfident relative to the LC-only or
LC+IM trained models. This effect is reduced when fine-tuning on LC-only. RF baseline models are
underconfident, as expected from averaging tree votes; all scores are raw.
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