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Abstract

Physics-informed neural networks (PINNs) provide a flexible approach for solving
partial differential equations (PDEs), but suffer from slow training and spectral bias.
Domain-decomposed PINNs with random neural network bases can accelerate
training by replacing nonlinear optimisation with linear least-squares solves, but
their bases can be redundant and poorly suited to a given PDE class. We instead
pretrain a shared subdomain basis on example solutions from a PDE class during
an offline representation-learning stage, then freeze the basis and solve only for
its coefficients at train-time on new problem instances. On 1D harmonic oscillator
and 2D Helmholtz problems, pretrained bases significantly improve accuracy,
conditioning, and solve efficiency over random bases. Furthermore, we show
bases pretrained on low-frequency problems transfer zero-shot to higher-frequency
instances by scaling the number of subdomains, without further pretraining.

1 Introduction

Solving partial differential equations (PDEs) is fundamental to computational science and engineering,
and physics-informed neural networks (PINNs) [12, 15] have become a popular mesh-free approach.
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However, PINNs suffer from slow training and spectral bias towards low-frequency functions [14,
20, 19]. Domain decomposition strategies [10, 9, 11, 13] offer a promising way to mitigate these
issues. For example, finite basis PINNs (FBPINNs) [13] use overlapping subdomains with small
neural networks in each subdomain, reducing the complexity each network must represent and
improving accuracy and efficiency [13, 5]. However, such approaches still require expensive nonlinear
optimisation of the network parameters.

Recent work has instead replaced trainable subdomain networks with random neural network bases,
fixing the hidden parameters and learning only the final-layer coefficients [3, 6–8, 21]. For linear
PDEs, this converts training into a linear least-squares problem, enabling much faster solves. Extreme
learning machine (ELM)-FBPINNs [2, 1], for example, achieve ∼2–3 orders of magnitude reductions
in solve time while maintaining similar accuracy. However, the resulting bases can be highly linearly
dependent, leading to severely ill-conditioned systems. Recent preconditioning approaches [18, 16]
improve the resulting solves, but do not address the quality of the underlying basis.

We instead learn the representation: for a given problem class, we first pretrain a shared subdomain
basis to accurately represent example solutions sampled across a range of boundary/ initial conditions
(BCs/ICs) in an offline stage. The basis is then frozen and reused at train-time when solving new
problem instances, with only its coefficients determined through a linear least-squares solve. On 1D
harmonic oscillator and 2D inhomogeneous Helmholtz problem classes, pretrained bases improve
accuracy, conditioning, and solve efficiency over random bases. Furthermore, we find bases pretrained
on low-frequency problems transfer zero-shot to higher-frequency instances by scaling the number
of subdomains, without further pretraining. More broadly, our work provides a simple way to learn
reusable representations that can accelerate solving families of related PDE problems.

Related Work Others have investigated the importance of representations for PINNs through, e.g.,
through one-shot transfer learning of learned bases [4] and other adaptive approaches [17]. We differ
in specifically pretraining basis functions for domain-decomposed PINNs and demonstrating that the
resulting representation transfers zero-shot to more complex problem instances.

2 Background: Random-Basis FBPINNs

First, we concisely define ELM-FBPINNs [2, 18, 1], which our work extends. We consider a linear
PDE on a domain Ω ⊂ Rd, N [u(x)] = f(x), x ∈ Ω with BCs/ICs Bb[u(x)] = gb(x), x ∈ Γb ⊂
∂Ω, b = 1, . . . , B, where N and the Bb are linear operators and f , gb are forcing and boundary data.
The ELM-FBPINN approximates u by

û(x,a,θ) =

J∑
j=1

ωj(x)

K∑
k=1

ajk ϕjk(x,θjk), (1)

where {ωj}Jj=1 are smooth, compactly-supported window functions forming a partition of unity on
an overlapping cover Ω =

⋃J
j=1 Ωj , each ϕjk is a scalar output of a small (typically fully-connected)

neural network local to subdomain Ωj with hidden weights θjk where the input coordinates to the
network are normalised over the subdomain range, and a = {ajk}j,k and θ = {θjk}j,k.

Crucially, the hidden weights of the subdomain networks are randomly initialised and frozen, and
only the output coefficients a are solved for by minimizing the physics-informed loss

Ltrain(a) =
1

NI

NI∑
n=1

(
N [û(xn,a)]− f(xn)

)2
+

B∑
b=1

λb

N
(b)
B

N
(b)
B∑

i=1

(
Bb[û(x

(b)
i ,a)]− gb(x

(b)
i )

)2
, (2)

with interior collocation points {xn}NI
n=1 ⊂ Ω, boundary collocation points {x(b)

i }N
(b)
B

i=1 ⊂ Γb,
NB =

∑B
b=1 N

(b)
B and positive scalar weights λb > 0. Because N and the Bb are linear and only a

is trainable, (2) is equivalent to a sparse linear least-squares problem mina∈RJK

∥∥Ma− h
∥∥2
2
, where

M ∈ R(NI+NB)×JK stacks the PDE-residual and boundary evaluations row-wise, and h collects
the corresponding right-hand-side evaluations; explicit componentwise expressions can be found
in [18, Eqs. (3)–(6)]. This least-squares system is solved with a sparse solver; in this work we use
LSQR. Here, we train ELM-FBPINNs, but chose to share the same set of random hidden weights
θ = {θk}Kk=1 across subdomains, and refer to this variant as random-basis FBPINNs for clarity.
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Problem Model (ω0, J) (h,K) κ(M) ↓ Optimiser eL1 ↓ Iterations ↓ Time (s) ↓
1D Oscillator PINN (80, 1) (2, 64) N/A Adam 6.3±0.2e-01 10000 2.7±0.0e+01
1D Oscillator FBPINN (80, 16) (3, 8) N/A Adam 3.6±9.0e-02 9870 2.0±0.1e+01
1D Oscillator Random-basis FBPINN (80, 16) (3, 8) 1.8e+12 LSQR 2.9±0.5e-03 9860 5.0±0.2e-01
1D Oscillator Pretrained-basis FBPINN (80, 16) (3, 8) 3.1e+05 LSQR 3.5±0.8e-04 3120 1.7±0.5e-01
2D Helmholtz PINN (8, 1) (2, 64) N/A Adam 2.2±1.4 9500 2.0±0.3e+03
2D Helmholtz FBPINN (8, 16×16) (3, 8) N/A Adam 1.3±1.5e-01 10000 2.3±0.1e+03
2D Helmholtz Random-basis FBPINN (8, 16×16) (3, 8) 1.6e+06 LSQR 5.2±5.0e-02 10000 3.7±0.0e+01
2D Helmholtz Pretrained-basis FBPINN (8, 16×16) (3, 8) 1.3e+03 LSQR 9.7±1.3e-03 1690 6.0±0.2

Table 1: Performance of the pretrained-basis FBPINN at train-time compared to random-basis
FBPINNs, FBPINNs, and PINNs on the 1D harmonic oscillator and 2D inhomogeneous Helmholtz
problem classes. Error bars show the mean ± one standard deviation over 10 train runs with IC/BCs
sampled from the same IC/BC distribution used during pretraining, but with a different random seed.

3 Method: Pretrained-Basis FBPINNs

Instead of randomly initialised basis functions, we pretrain a shared subdomain basis for a given
problem class offline, with the aim of learning a representation that generalises across BCs/ICs. At
train-time, given a particular BC/IC from the problem class, the pretrained basis is frozen and only its
coefficients are determined by the least-squares solve described in Section 2. We learn a shared basis
{ϕk(θk)}Kk=1, with parameters θ = {θk}Kk=1 shared across subdomains, which also enables transfer
to larger problems with more subdomains without further pretraining. We pretrain using the loss

Lpretrain(a1:NS
,θ) =

1

NS

NS∑
s=1

[
(1− if ) ·

α

NI

NI∑
n=1

(ûs(xn,as,θ)− us(xi))
2
+ if · Ltrain(as,θ)

]
.

(3)
The first term trains the basis to represent example solutions {us}NS

s=1 sampled from a predefined
distribution of BCs/ICs, while the second regularises the basis by enforcing the governing equation.
We linearly transition between the two terms during pretraining, with α balancing their scales and if
denoting the fraction of completed optimisation steps, finding this helps pretrained-basis FBPINNs
converge at train-time with similar accuracy observed during pretraining. For each example solution,
coefficients a1:Ns = {a1, . . . ,aNs} for each solution example are jointly optimised with the basis to
enable each model solution to be evaluated; these coefficients are discarded after pretraining.

4 Results

Benchmarking and Metrics After pretraining, at train-time, we compare the performance of
pretrained-basis FBPINN with random-basis FBPINN, and standard FBPINN and PINN in which
all network parameters are optimised using gradient descent. Across all problems, all models use
the same problem, model, and training hyperparameters as the pretrained-basis FBPINN, except
that we use a larger global network for PINN for a fair comparison, and that FBPINN and PINN
are trained with Adam, while pretrained-basis and random-basis FBPINN are trained with LSQR.
All optimisers use early stopping, terminating when the train loss has not reduced by more than
1% over the preceding 1,000 iterations, with 10,000 max iterations. We evaluate train-time solve
performance using the normalised L1 test error, given by eL1 = 1

NT ς

∑NT

i=1|û(xi)− u(xi)| where
NT is the number of test points regularly sampled over the problem domain, and ς is the standard
deviation of the set {u(xi)}NT

i=1. All models are trained on a single AMD EPYC 7742 CPU core.

Benefit of Pretrained Basis Functions First, we pretrain basis functions on two problem classes:
a damped 1D harmonic oscillator and a 2D inhomogeneous Helmholtz equation; full problem
definitions are given in Section A. For the 1D harmonic oscillator, we construct NS = 10 example
solutions {us}NS

s=1 by uniformly sampling the amplitude and phase of the oscillator while keeping
its frequency fixed at ω0 = 80. We use K = 8 basis functions, each a fully connected network
with h = 2 hidden layers with 8 hidden units and tanh activations, within an FBPINN with J = 16
regularly spaced subdomains and cosine window functions. We use NI = 288 regularly spaced
interior collocation points and optimise the pretraining loss with Adam. For the 2D Helmholtz
problem, we similarly generate NS = 10 examples by sampling the solution frequency parameter
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Figure 1: First column: Convergence of the pretrained-basis FBPINN at train-time on the 1D
harmonic oscillator and 2D inhomogeneous Helmholtz problem classes, compared with other bench-
marks. Error bars show the min–max range over 10 train runs with IC/BCs sampled from the same
IC/BC distribution used during pretraining, but with a different random seed. Second and third
columns: Comparison of pretrained and randomly initialised basis functions for each problem class,
showing one exact solution from the train set. Only 4 of 8 basis functions are displayed for the 2D
inhomogeneous Helmholtz problem for clarity.

from a normal distribution centred at ω = 8, using the same basis architecture, J = 16× 16 regularly
spaced rectangular subdomains, and NI = 68× 68 regularly spaced interior points. Figure 1 shows
the resulting pretrained bases. Compared with random initialisation, the pretrained bases better
capture solution frequency and other problem-specific structure, such as the different orientations of
Helmholtz standing waves, while the random bases appear highly correlated.

We then insert the pretrained bases into FBPINNs with the same number of subdomains and train
them to solve 10 new problem instances sampled from the same IC/BC distributions but with a
different random seed. The convergence and performance of the train runs are shown in Figure 1 and
Table 1. For both problem classes, pretrained-basis FBPINNs significantly outperform all baselines,
reducing least-squares conditioning, test error, iteration count, and training time. Both pretrained-
and random-basis FBPINNs are substantially faster than FBPINNs and PINNs due to their linear
least-squares solves, while PINNs fail to accurately converge on both problems.

Zero-Shot Transfer Learning To Larger Problems Next, we test whether pretrained bases transfer
zero-shot to more complex problem instances without further pretraining. For both the 1D harmonic
oscillator and 2D inhomogeneous Helmholtz equation problem classes, we reuse the pretrained bases
and train FBPINNs with larger numbers of subdomains and higher-frequency solutions, increasing the
solution frequency and scaling J proportionally. At each frequency, we sample 10 problem instances
with ICs/BCs drawn from the same distributions used during pretraining, but at the increased
frequency. Resulting test errors, solve times, and convergence curves are summarised in Figures 2
and 3. We find the pretrained bases consistently outperform random bases, converging to significantly
lower errors with an order of magnitude fewer iterations.

5 Practical Considerations, Limitations and Future Work

The zero-shot transferability test demonstrates that the learned representation transfers robustly to
increasingly complex problem instances, without requiring further pretraining. This is practically
important because the cost of pretraining is not negligible: generating the pretraining reference
solutions and performing pretraining takes 1.5 min for the 1D harmonic oscillator problem class and
181 min for the 2D inhomogeneous Helmholtz problem class. Thus, for our method to be practically
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Figure 2: Transferability of pretrained bases to higher-frequency solutions. We take bases pretrained
on the low-frequency ω0 = 80 1D harmonic oscillator and ω = 8 2D inhomogeneous Helmholtz
problems, and test their zero-shot transferability to higher-frequency solutions without further pre-
training. The pretrained bases are inserted into FBPINNs with the number of subdomains, J , scaled
proportionally with the exact solution frequency, and their performance is compared with random
bases. Error bars show the min–max range over 10 train runs with IC/BCs sampled from the same
IC/BC distribution used during pretraining, but at the increased frequency. Corresponding conver-
gence curves are shown in Figure 3.
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Figure 3: Convergence curves of the pretrained-basis and random-basis FBPINNs shown in Figure 2.
Error bars show the min–max range over 10 train runs with IC/BCs sampled from the same IC/BC
distribution used during pretraining, but with a different random seed.

useful, the cost of pretraining must be outweighed by the computational speedup provided by the
pretrained basis at train-time. This is likely if the pretrained basis can be transferred zero-shot to
larger problems and/or if many similar problems must be solved at train-time (as is often the case,
for example, when solving inverse problems). The pretraining cost could potentially be reduced by
skipping the generation of reference solutions, which could be computationally expensive, and instead
pretraining using only the physics-informed loss (the second term in Equation (3)), which we leave for
future work. It is also important to note that zero-shot transfer is likely only when the subdomain size
is scaled in proportion to the solution frequency, as done here. Under normalized local subdomain
coordinates, each subdomain then sees a local solution of similar complexity to those encountered
during pretraining, effectively acting as a scale-matched domain refinement. Furthermore, we have
not yet tested whether a basis pretrained on one BC/IC distribution can generalise outside this
distribution, except in this scale-matched refinement setting.

A further limitation of this work is that we have only tested pretraining on two problem classes.
Future work will extend these experiments to a wider range of problems, including 3D PDEs, and test
the robustness of the pretrained bases by assessing their sensitivity to the number of basis functions
and subdomain size. Finally, we note our learned basis effectively represents a PDE solution space
and could potentially be applied to related tasks such as operator learning and inverse problems,
which we leave for future work.
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A Mathematical Problem Definitions

In this section, we mathematically define the problems studied, their training loss functions, and the
solution sampling procedure used during pretraining. The problem definitions closely follow those
used in [1].

A.1 1D Harmonic Oscillator

Problem Definition

We consider the displacement u(t) of a damped harmonic oscillator governed by{
mutt + µut + ku(t) = 0, t ∈ (0, 1],
u(0) = u0, ut(0) = v0,

(4)

where m is the mass, µ the damping coefficient, and k the spring constant. Defining

β =
µ

2m
, ω0 =

√
k

m
,

we model the solution in the under-damped regime, which corresponds to β < ω0, where the exact
solution is given by

u(t) = e−βt 2A cos(ϕ+ ωt),

where
ω =

√
ω2
0 − β2,

and

A =
u0

2 cos(ϕ)
, ϕ = arctan

(
− (v0/u0) + β

ω

)
.

For all problems studied, we fix m = 1 and µ = 4 (hence β = 2), and vary ω0 to increase the
complexity of the solution.

Training Loss Function

To solve this equation, we use the physics-informed loss function

Ltrain = Lphys + λu0
L(u0)
ic + λv0L

(v0)
ic , (5)

with

Lphys =
1

NI

NI∑
i=1

(
mûtt + µût + kû

)2
(ti), ti ∈ (0, 1], (6)

L(u0)
ic =

(
û(0)− u0

)2
, (7)

L(v0)
ic =

(
ût(0)− v0

)2
, (8)

where NI denotes the number of interior collocation points and û is the model solution. We set
λu0

= k2 = ω4
0 and λv0

= k = ω2
0 , which normalises all loss terms to the same physical unit and we

find provides a reasonable balance between across different solution frequencies.

Pretraining Solution Sampling

During pretraining, we generate example solutions by randomly sampling

As ∼ U(0.5, 1.5), ϕs ∼ U
(
−π

2
,
π

2

)
, (9)

The corresponding initial conditions are then computed from the exact solution as

u
(s)
0 = As cos(ϕs), v

(s)
0 = −As (β cos(ϕs) + ω sin(ϕs)) , (10)

These initial conditions define the s-th example solution and are used when evaluating us and
Ltrain(as,θ) in Equation (3). During pretraining we set α = λu0

= k2 which we find provides a
reasonable balance between the terms.

8



A.2 2D Inhomogeneous Helmholtz Equation

Problem Definition

The problem is given by {
∆u+ k2u = f, in Ω = (0, 1)2,
u = g, on ∂Ω,

(11)

where k > 0 is the wavenumber and is fixed at k = 1. We define a manufactured solution

u(x1, x2) = sin(ωπx1) sin(2ωπx2) + sin(3ωπx1x2), (12)

from which the source term is derived as

f(x1, x2) =∆u(x1, x2) + k2u(x1, x2)

=− 5(ωπ)2 sin(ωπx1) sin(2ωπx2)− 9(ωπ)2(x2
1 + x2

2) sin(3ωπx1x2)

+ k2
(
sin(ωπx1) sin(2ωπx2) + sin(3ωπx1x2)

)
,

(13)

and non-homogeneous Dirichlet boundary conditions are imposed as g = u|∂Ω. We choose this
manufactured solution to contain both high-frequency and non-separable spatial components, yielding
a non-trivial solution with spatially varying boundary conditions. Increasing the frequency parameter
ω increases the oscillatory complexity of both the solution and corresponding source term, thereby
controlling the difficulty of the problem.

Training Loss Function

To solve this equation, we use the physics-informed loss function

Ltrain = Lphys + λbcLbc, (14)

with

Lphys =
1

NI

NI∑
i=1

(
∆û+ k2û− f

)2

(xi), xi ∈ Ω, (15)

Lbc =
1

N
(bc)
B

N
(bc)
B∑
i=1

(
û(xi)− g(xi)

)2
, xi ∈ ∂Ω, (16)

where NI and N
(bc)
B denote the number of interior and boundary collocation points, respectively, and

û is the model solution. We choose λbc = 25ω4, which normalises all loss terms to the same physical
unit and we find provides a reasonable balance between across different solution frequencies.

Pretraining Solution Sampling

During pretraining, we generate example solutions by randomly sampling the frequency parameter
from a normal distribution centred on a central frequency ω,

ωs ∼ N (µ = ω, σ = ω/10). (17)

The corresponding boundary conditions are then computed from the exact solution as gs = us|∂Ω
These boundary conditions define the s-th example solution and are used when evaluating us and
Ltrain(as,θ) in Equation (3). During pretraining we set α = λbc = 25ω4 which we find provides a
reasonable balance between the terms.
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