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Abstract

Taxonomic abundance profiles provide a compact view of microbial communities,
but heterogeneous and partially resolved taxonomies make learning transferable
representations challenging. We investigate whether taxonomic tokenisation and
self-supervised pretraining can address this problem. We assemble Atlas, a corpus
of 539,308 microbiome profiles from diverse ecological contexts, and introduce
a fallback tokenisation scheme that retains the most specific available taxonomic
assignment when genus-level labels are unavailable. Using Atlas, we pretrain
the Waypoint family of models, GPT-style causal language models trained to un-
derstand microbiomes. We evaluate their learned representations on Compass, a
benchmark spanning eight environmental and gut-microbiome prediction tasks. We
show that pretraining consistently improves downstream performance and enables
favourable scaling with model capacity. Further, models pretrained without human-
associated or gut samples still perform well on human gut tasks, demonstrating
transfer learning across ecological domains. We find that incomplete vocabulary
coverage across independently processed datasets can limit downstream perfor-
mance, identifying taxonomic tokenisation as an important remaining limitation.
Together, these results show that self-supervised pretraining can learn transferable
microbiome representations while motivating more robust tokenisation methods
for microbiome data.

1 Introduction

Microbial communities are ecosystems whose composition is linked to human health, environmental
processes, and biotechnological function. High-throughput sequencing now yields microbiome
profiles at substantial scale, creating an opportunity to learn reusable representations from large
datasets. Yet this remains challenging: taxonomic abundance profiles are high-dimensional, sparse,
compositional, and taxonomic assignments vary in resolution and are affected by differences in
sequencing and bioinformatics pipelines. Self-supervised pretraining from large unlabelled corpora
has produced transferable representations across genomic, protein, and whole-genome modelling
tasks [[1H9]. Recent microbiome foundation models have similarly treated taxonomic abundance
profiles as sequences amenable to language-model pretraining [10H12]. However, the representation
of a microbiome as a discrete sequence is not straightforward. Existing approaches differ in their
taxonomic resolution, tokenisation strategy, pretraining corpus, and architecture [10-H12]], and the
role of model scale remains comparatively underexplored in microbiome representation learning,
despite its importance in language and protein modelling [13H15]. Here, we apply taxonomic
tokenisation and self-supervised pretraining to learn transferable microbiome representations. We
assemble Atlas, a corpus of 539,308 taxonomic abundance profiles from the MGnify resource [16],
spanning diverse ecological contexts. We introduce a fallback tokenisation scheme that retains
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the most specific available taxonomic assignment when genus-level labels are unavailable, rather
than discarding partially resolved lineages. We pretrain the Waypoint family of causal transformer
models and evaluate them with Compass, a benchmark of eight environmental and gut-microbiome
prediction tasks. Our results show that pretraining consistently improves downstream performance and
enables favourable scaling with model capacity. Token-coverage differences between independently
processed datasets reveal a practical limitation of our taxonomic tokenisation scheme. Finally, models
pretrained without gut or human-associated samples perform well on human-gut tasks, indicating
transfer learning between ecological domains. Together, these findings support self-supervised
pretraining as a route to learning general microbiome representations, while motivating more robust
tokenisation methods.

2 Results

Pretraining improves downstream performance and enables model scaling. We assembled a
large-scale pretraining corpus by systematically scraping taxonomic abundance data from the MGnify
database [[16]] (see Appendix for details). We order microbes according to their z-score normalised
relative abundances in descending order, then tokenise the resulting sequences of microbes at the
genus level, applying a fallback strategy: when a genus-level assignment is not available, we use
the most specific higher-rank classification available. The final Atlas dataset comprises 539,308
microbiomes, drawn from a broad range of environments including marine, freshwater, terrestrial,
host-associated, and engineered ecosystems.

We pretrained the Waypoint family of causal transformer models ranging from 6M to 170M parameters
on Atlas (see Appendix Table[3|for architectural parameters). We also included an alternate 6M model
matching the Microbial General Model (MGM) architecture [10] (6M-MGM) enabling us to directly
compare our dataset and tokenisation strategy to the existing state of the art microbiome foundation
model. MGM was pretrained on 260K MGnify samples using a causal language modelling objective.
Like our model, MGM represents each sample as a sequence of genus-level tokens; however, it
does not support fallback to higher taxonomic ranks when genus labels are unavailable. We also
included an 85M-gpt2-small architecture corresponding to the GPT-2 small model [17]]. All models
share the same tokeniser, context length (512), and pretraining procedure, so that differences in
downstream performance can be attributed to model capacity. Pretraining evaluation loss curves for
all nine models are shown in Figure[TJA, larger models achieve consistently lower evaluation loss.
Microbiome embeddings were generated from the 170M model by mean pooling over output token
embeddings, T-SNE projections (Figure[IB) of these embeddings show clear structure with respect to
sample source locations (for more t-SNE and PCA plots see Figure [ST).

To systematically evaluate these pretrained models we introduce Compass, a curated benchmark of
eight predictive tasks (see Appendix for details). For now we focus primarily on gut microbiome
problems, but this can be expanded upon in the future. The eight tasks are drawn from four
independent datasets (Appendix Table [)) covering environmental origin [16], drug-microbiome
interactions [? [18]], and infant gut microbiomes [19]. We compare the Waypoint models against
non pretrained versions, classical methods and MGM. Pretraining consistently improves Compass
scores for all model sizes (Figure[T[C). Our 6M-MGM model also outperforms MGM, showing the
value of our larger pretraining corpus and fallback taxonomic tokenisation scheme. The per-task
breakdown (Appendix Figure[S2) reveals that the benefit of pretraining is consistent across tasks.
Figures providing additional complementary metrics for the classification tasks can be found in
the appendix (Figures [S4} [S5] [S6). Pretraining is also a prerequisite for favourable model scaling
(Figure[I]D), with pretrained models tending to perform better at higher parameter counts, in contrast
to the opposite trend for non-pretrained models.

Labelled dataset size and token coverage shape performance XGBoost trained on the complete
taxonomic abundance matrices performs competitively with our pretrained models (Figure[T[C). Unlike
the transformer models, this baseline has access both to taxa outside the pretraining vocabulary and
to their exact relative abundances; the transformers instead receive rank-ordered sequences drawn
from a vocabulary fixed during pretraining. Vocabulary coverage varies substantially between
datasets (Table [2). Total token coverage is complete for the MGnify tasks, but falls to 77.4% for
the Shi et al. tasks [? ], 93.5% for the Mastrorilli et al. task [[18], and 59.8% for the Roswall et
al. tasks [19]]. To isolate the effect of vocabulary coverage, we additionally evaluate “no UNK”
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Figure 1: A) Pretraining evaluation loss curves for models with 6 - 170 million parameters. Larger
models converge to lower evaluation loss. Some models exited training early because early stopping
was used with a patience of 10. B) t-SNE plots of mean pooled model embeddings coloured
according to sample location. C) Aggregate Compass performance for pretrained and randomly
initialised Waypoint models, MGM, and classical abundance-based baselines.D) Aggregate Compass
performance as a function of model parameter count.E) Difference in mean Compass task score
between the 45M Waypoint model and XGBoost as a function of the number of labelled training
examples. Positive values indicate that Waypoint outperforms XGBoost. F) Aggregate Compass
performance of 6M Waypoint models pretrained on size-controlled subsets of Atlas. Horizontal lines
indicate means and hollow circles show three fine-tuning replicates.



variants of each baseline after removing taxa that cannot be represented by the transformer tokeniser.
These vocabulary-matched variants consistently underperform their full-information counterparts,
demonstrating that the excluded taxa contain predictive information. The loss of performance
associated with incomplete vocabulary coverage is therefore likely to limit the absolute performance
attainable by the current tokenisation scheme and identifies it as an important target for future work.
We note that even the no-UNK comparisons remain conservative because they retain exact abundance
values, whereas Waypoint receives only abundance-derived rank order.

Comparing Waypoint-45M model with XGBoost (the full information variant) shows a positive
relationship between the number of training examples and Waypoint’s relative score (Figure [TIC-D).
Below approximately 3,000 examples, the pretrained model underperforms XGBoost. But for the
datasets in Compass with around 10,000 examples and above this is reversed. This crossover should
not be interpreted as a universal threshold, but it roughly demonstrates the data regime in which
the transformer becomes competitive with strong baseline models, even under a representational
disadvantage.

Pretrained representations transfer across microbiome domains Compass is dominated by
human-gut tasks, whereas Atlas spans host-associated, marine, freshwater, terrestrial, and engineered
microbiomes. We therefore tested whether the benefit of pretraining depends on exposure to the target
ecological domain. We pretrained 6M models using the full corpus, only human-associated samples,
only gut samples, all samples excluding human-associated microbiomes, or all samples excluding gut
microbiomes. Because these datasets vary in size we downsample each to 110k datapoints. Further,
to evaluate the models on performance in the gut regime we remove task 1 from the benchmark
for this analysis, as it is the only task that involves data from other domains. We find that every
pretrained model outperforms the non-pretrained model, including models that never encounter gut
or human-associated samples during pretraining (Figure[IF). Models pretrained without the target
domain therefore retain most of the downstream benefit of pretraining, indicating that the learned
representations capture ecological structure that transfers across microbiome domains. For non-sized
matched scores, scores with task 1 included and per task scores see Figures[S7} [S8] [S9|

3 Discussion

Our results show that self-supervised pretraining on taxonomic abundance profiles improves down-
stream performance, enables model scaling and learns representations that transfer across ecological
domains. Together, these findings suggest that pretraining captures statistical and ecological regulari-
ties shared across microbial communities rather than merely memorising domain-specific taxonomic
associations. We demonstrate that our pretrained transformers are not uniformly preferable to clas-
sical models and show their relative advantage depends on the amount of task specific data. The
consistent decline of basaeline methods in the no-UNK setting indicates that gains can be made by
generalising the representation of taxa across datasets. Fallback tokenisation addresses one source of
information loss by retaining the most specific available taxonomic assignment when genus-level
resolution is unavailable. It does not, however, solve vocabulary mismatch between datasets processed
with different sequencing and bioinformatics pipelines. Future models could represent taxonomic
lineages compositionally, using rank-specific or hierarchical tokens that permit unseen taxa to share
information with known ancestors. Combining these representations with explicit continuous or
discretised abundance information may also recover signal discarded by rank-only sequences.

Two main limitations qualify our conclusions. Compass contains only eight tasks from four datasets
and is focused on human-gut microbiomes, so it does not yet establish transfer across the full range
of environments represented in Atlas. Similarly, the observed crossover at approximately 10,000
labelled examples is descriptive of the tasks studied here, and is not guaranteed to hold in general.

Despite these limitations, the results establish a clear role for self-supervised pretraining in micro-
biome representation learning, it improves downstream performance and supports transfer between
ecological domains. While tokenisation and abundance representation have been identified as central
opportunities for the next generation of microbiome foundation models.
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A Appendix

A.1 Pretraining Dataset

Data Acquisition Taxonomic abundance data were downloaded from the MGnify public database
[[L6] across all available pipeline versions (v1.0—v5.0) and four sequencing modalities: amplicon
16S rRNA, whole-genome shotgun metagenomic, metagenomic assembly, and metatranscriptomic.
Data were obtained in the form of per-study abundance matrices where each column is a sample run
accession and each row is a taxon, with values representing relative abundances. All datasets were
versioned with DVC to ensure reproducibility of all download and processing steps.

Two quality filters were applied: (i) any taxon with relative abundance below 10~# was set to zero,
and (ii) any sample with fewer than 10 taxa remaining after the abundance filter was removed. After
filtering, the dataset comprised 539,308 datapoints.

Prior to any tokenisation or model training, the filtered dataset was randomly partitioned into a
pretraining set (90%) and a held-out benchmarking set (10%) using a fixed random seed (s = 42).
The benchmarking partition is used exclusively to supply labelled samples for Tasks 1 and 2 of the
benchmark, ensuring no overlap with pretraining data.

Taxonomic Tokenisation Each microbiome sample is represented as an ordered sequence of
taxonomic strings. A custom TaxonomicTokenizer was built by extracting all genus-level names
present in the pretraining data. To decide on whether to tokenise at the genus or species level we
analysed the dataset following both tokenisation strategies. We found minimal difference in the
distribution of sequence lengths and the number of total tokens between the two approaches (Appendix
Table 5] Appendix Figure[S3)) and so we decided to move forward with genus level tokenisation
with fallback. Where a taxon lacked a genus-level classification, the tokeniser falls back to the
most specific available rank (family, order, and so on). The vocabulary comprises 14,389 taxonomic
tokens plus five special tokens (<bos>, <eos>, <pad>, <unk>, <mask>), for a total vocabulary size
of 14,394.

As in [10]] within each sample, taxa are ordered by the z-scored relative abundance computed across
the pretraining corpus: for each taxon, ¢, we compute the z-score of its observed relative abundance
using the mean, p;, and standard deviation, oy, then sort tokens from highest to lowest z-score.
The means and standard deviations of each token in the pretraining dataset are serialised with the
tokeniser so the same normalisation can be used for downstream tasks. Sequences are truncated to
a maximum length of 510 then flanked by <bos> and <eos> tokens. The vocabulary is initialised
during pretraining using all taxa in the pretraining dataset. During downstream benchmarking any
unknown tokens are assigned the <unk> token and appended to the sequence after the z-score sorted
known tokens.

A.2 Pretraining

We pretrain GPT-2-style causal language models with a next-token prediction objective. We explore
model scales from 6M to 170M parameters by varying the number of layers and the embedding
dimension. All models use HuggingFace transformers and were trained using the AdamW
optimiser with a linear learning-rate warmup over the first 1,000 steps (learning rate 102, weight
decay 1073, batch size 32 per device). Training proceeded for up to 100 epochs with early stopping
on validation loss (patience of 10 evaluations at ~half-epoch intervals). A 10% random split of the
pretraining set was held out as an in-training validation set for early stopping; this split is distinct
from the held-out benchmarking partition. The GPU used and runtime of each pretraining run are
shown in Table
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Table 1: GPU and runtime for model pretraining

Model GPU Runtime
gpt2-6m-mgm NVIDIA L40S-48GB ~ 2d 5h 20m
gpt2-6m NVIDIA L40S-48GB ~ 2d 1h 53m
gpt2-10m NVIDIA L40S-48GB  2d 12h 20m
gpt2-18m NVIDIA L40S-48GB  3d 22h 13m
gpt2-29m NVIDIA L40S-48GB ~ 5d 9h 43m
gpt2-45m NVIDIA A100-40GB  5d 1h 31m
gpt2-79m NVIDIA A100-40GB  3d 20h 55m
gpt2-85m-gpt-small NVIDIA A100-40GB ~ 6d 4h 42m
gpt2-170m NVIDIA H100-80GB  3d 17h 48m
Dataset Tasks  Unique Token Coverage Total Token Coverage
MGnify-biomes 1-2 100% (complete) 100% (complete)
Shi et al. 3-5 73.2% (139/190) 77.4% (53,884/69,659)
Mastrorilli et al. 6 95.9% (231/241) 93.5% (1,576,034/1,686,268)
Roswall et al. 7-8 60.5% (353/583) 59.8% (52,018/87,027)

Table 2: Pretraining data coverage for each benchmark dataset, measured in two ways: unique token
coverage, the percentage of distinct tokens in the dataset that appear in the pretraining data, and total
token coverage, the percentage of all tokens in the dataset that appear in the pretraining data.

A.3 Benchmark Construction

Datasets. The benchmark draws on four publicly available microbiome datasets. The MG-
nify dataset [16] consists of metagenomically profiled samples spanning environments includ-
ing human gut, skin, respiratory tract, oral cavity, marine, freshwater, soil, and engineered
systems; biome labels were parsed from the hierarchical biome lineage metadata field (e.g.,
root:Host-associated:Human:Digestive system:Fecal). The Shi et al. drug—microbiome
dataset [? ] comprises 16S rRNA amplicon profiles of stabilised gut microbial communities exposed
to a panel of drugs or control conditions, with drug identity and ATC classification provided as meta-
data. The Mastrorilli et al. dataset [18] contains paired community composition and drug degradation
rate measurements for human gut microbial communities incubated with a panel of compounds. The
Roswall et al. infant dataset [[19] contains longitudinal 16S rRNA profiles of infant gut communities
with associated delivery mode and timepoint metadata.

Data processing. All datasets are processed to a common long format in which each row represents
one datapoint, with two list fields storing taxonomic identifiers and corresponding relative abundances
in descending order. Taxonomic strings are encoded with standard rank prefixes (e.g., k__Bacteria;
p__Firmicutes; g__Lactobacillus). ASV-level abundance tables were collapsed to genus
level by summing relative abundances within each unique genus-level lineage per sample. For
the Mastrorilli et al. dataset, single-rank taxon identifiers were first mapped to full NCBI-derived
taxonomic strings prior to genus-level collapse.

Train/validation/test splits. Data are partitioned into train (80%), validation (10%), and test (10%)
sets using a fixed random seed (42). Because the Mastrorilli dataset is 7 icrobiomes X Ndrugs €ach
microbiome appears many times in the dataset. To prevent the same microbiome appearing in train
and testing data all observations for a given microbiome are grouped before splitting. The Mastrorilli
et al. dataset uses a 60/20/20 split. All splits are pre-computed and stored with the processed data to
ensure reproducibility across model evaluations.

Task definitions. Eight tasks are defined over the four datasets. Tasks 1 and 2 are multi-output
classification tasks over the MGnify dataset [16]; task 1 predicts all five biome hierarchy levels
simultaneously, while task 2 restricts to samples labeled as Digestive system at hierarchy level 3 and
predicts only the two finer-grained levels. For datapoints with only partial coverage of the biome
levels, the levels that are missing are masked so that they do not contribute to the loss. Tasks 3-5 are
single-output classification tasks over the Shi et al. dataset: task 3 predicts the sample from which



a drug-perturbed-community originated from, task 4 predicts binary drug/control status, and task
5 predicts the first-level ATC drug class a microbiome was exposed to. Task 6 is a regression task
predicting the rate of drug degradation from microbiome composition and a one-hot-encoded drug
indicator. Tasks 7 and 8 are single-output classification tasks over the infant dataset, predicting the
age of the baby the microbiome was taken from and the delivery mode respectively.

Evaluation metrics. We report macro F1 as the primary summary of performance for classification
tasks. This metric computes the F1 score independently for each class and then averages them
with equal weight, ensuring that the metric is not over sensitive to performance on majority labels.
Appendix figures report additional complementary metrics; one-vs-one macro ROC AUC (Appendix
Figure [S4) captures pairwise discriminability by averaging AUC values across all class pairs, macro
precision—recall (Appendix Figure[S3)) summarizes the balance between precision and recall across
classes without being dominated by label frequency, balanced accuracy (Appendix Figure[S6) reports
the unweighted mean of per-class recall, reflecting how well each class is recovered on average. For
the regression task in the benchmark, performance is evaluated using the coefficient of determination
(R?). Because R? can take negative values we clamp it to O to maintain consistency with other
metrics reported on a [0, 1] scale.

Benchmark score aggregating. To prevent datasets represented by multiple benchmark tasks from
disproportionately influencing aggregate performance, we used dataset-balanced averaging. For each
model and replicate, task scores were first averaged within each source dataset and these dataset-level
means were then averaged across datasets. Specifically, for dataset (d), containing task set (1), we
calculated

1
Sm,d = T Z Sm,t
) ‘le ’

teTy

and defined the dataset-balanced benchmark score as

1 D
Sm = 5 Z Sm,d
d=1

where (s;,,,¢) is the score of model (m) on task (¢) and (s,,,4) is the score of model (m) on dataset
(d), and (D=4) is the number of source datasets. The four dataset groups comprised tasks 1-2, tasks
3-5, task 6, and tasks 7-8. This gives each source dataset equal weight, irrespective of how many
prediction tasks it contributes.

A.4 Downstream Fine-tuning on the Benchmark

For each benchmark task, a lightweight task-specific head was appended to the GPT-2 backbone. A
sequence-level representation was obtained by taking the hidden state of the last non-padding token
(i.e. the <eos> position). For Task 6 (drug degradation), which includes drug identity as a feature, a
one-hot encoding of the drug compound was concatenated to this before the head. For classification
tasks, one independent linear head per target was applied to produce class logits, with cross-entropy
loss computed using class-frequency-based weighting to mitigate class imbalance. For the regression
task (Task 6), a single linear head per target was used and trained with mean-squared-error loss.

All model weights (LLM backbone + head) were updated during fine-tuning. Models were trained
with the AdamW optimiser (learning rate 3 x 10~°, weight decay 103, batch size 64, linear warmup
over 1,000 steps) for up to 300 epochs with early stopping on validation loss (patience of 5 evaluations
every 400 steps). For the classification tasks class weights were computed on the training split using
the balanced weighting scheme w. = N/(K - n.), where N is the total number of training samples,
K is the number of classes, and n.. is the number of training samples belonging to class c¢. These
weights were passed to the cross-entropy loss, weighting classes to counteract class imbalance. The
best checkpoint (lowest validation loss) was reloaded before test-set evaluation.

Benchmark samples were tokenised using the same TaxonomicTokenizer and z-scored relative
abundance ordering described above (Section [A.1), with token z-score statistics loaded from the file



saved alongside each model checkpoint during pretraining. This ensures that the token ordering seen
at fine-tuning time is consistent with that used during pretraining.

For the MGM model the weights, tokeniser and token z-score statistics constants were taken from the
repository provided in the paper [10]

Baselines Four task-specific baselines were included: linear models, random forests, XGBoost,
and a multilayer perceptron (MLP). All baselines used a common bag-of-taxa feature representation
in which each dimension corresponds to a unique taxon observed in the training split and contains
its relative abundance, or zero when absent. A pseudocount of 10~% was added before applying a
centred log-ratio transformation to each sample. Each taxon dimension was then standardised using
statistics calculated from the training split. For tasks including drug identity, a one-hot encoding of the
compound was appended after transformation and was not standardised. Classification models used
class-balanced weighting. Hyperparameters were selected on the validation split using cross-entropy
for classification and mean squared error for regression.

For classification, the linear baseline used logistic regression; for regression, it used ridge regression.
The regularisation strength C' or « was selected from {0.01,0.1,1, 10}, with a maximum of 1,000
solver iterations. For random forests, the number of trees was selected from {100, 200, 300, 500}

and maximum depth from {10, 20, unlimited}, with v/d features considered at each split. For
XGBoost, maximum depth was selected from {4, 6, 8}. The number of boosting rounds and learning
rate were fixed at 200 and 0.1, respectively; row subsampling was 0.8, column subsampling per
tree was 0.2, minimum child weight was 1.0, and Ly regularisation was 1.0. The histogram tree-
construction method was used. The MLP contained hidden layers of 256 and 128 units, each followed
by a ReLU activation and dropout. Dropout was selected from {0.1,0.3} and learning rate from
{1073, 3 X 10*4}. The MLP was trained with Adam, weight decay 1072, and batch size 256 for at
most 200 epochs. Early stopping used a held-out 10% subset of the training data with a patience of
five epochs; this subset was kept separate from the validation set used for hyperparameter selection.

To quantify the effect of vocabulary mismatch, we additionally evaluated “no UNK” versions of the
baselines. Taxa that could not be represented by the pretrained tokeniser were removed before feature
construction, and the abundances of the remaining taxa were renormalised to sum to one. These
baselines therefore receive the same set of taxonomic identities as the transformer models, although
they retain access to exact relative abundances rather than abundance-derived rank order.

A.5 Cross-biome pretraining

To determine whether the benefits of pretraining depend on exposure to the target ecological domain,
we pretrained the 6M Waypoint model on five subsets of Atlas defined using MGnify biome-lineage
metadata. The human domain comprised samples whose lineage fell under Host-associated:
Human, while the gut domain comprised samples whose third biome level was Digestive system,
including both human and non-human hosts. The five conditions were the complete Atlas corpus
(Full-pretrained), only human-associated samples (Only human), only gut samples (Only gut), all
samples excluding human-associated microbiomes (Exclude human), and all samples excluding gut
microbiomes (Exclude gut). Samples with insufficient metadata to determine subset membership
were removed to prevent contamination between conditions.

All subset models used the same architecture, tokeniser vocabulary, abundance-ordering procedure,
context length, optimisation settings, and early-stopping criteria as the standard 6M model. Holding
the vocabulary fixed to that constructed from the complete Atlas corpus ensured that downstream
token coverage was identical across conditions. For each subset, 90% of the available profiles
were used for pretraining and 10% for validation. Because the unrestricted subsets differed in
size, we performed an additional size-controlled experiment in which each condition was randomly
subsampled to 110,000 profiles before applying the same training—validation split. Each pretrained
model was fine-tuned on all eight Compass tasks using three independent replicates and compared
with an identically configured model trained from random initialisation.

A.6 Supplementary Figures and Tables
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Figure S1: A-D) PCA and t-SNE plots of mean pooled model embeddings coloured according to the
1st, 3rd, 4th, 5th levels of biome hierarchy.



Table 3: Model configurations used in the scaling study.

Model Layers Hidden dim Heads
6M-MGM 8 256 8
6M 8 256 4
10M 8 320 5
18M 10 384 6
29M 12 448 7
45M 14 512 8
79M 16 640 10
85M-gpt2-small 12 768 12
170M 24 768 12

Table 4: Compass task summary. Classification tasks (1-5, 7-8) are scored by macro-averaged F; the
regression task (6) by R2. Tasks 1-5 and 7-8 use an 80/10/10 train/validation/test split and task 6 a
60/20/20 split grouped by microbiome, both with seed 42. Tasks 2, 3 and 5 are label-filtered subsets
of a split assigned over their parent dataset, so their proportions deviate slightly from 80/10/10.

N samples
Task Name Dataset Type Total Train Val Test
Biome [16] Class. 41,399 33,121 4,139 4,139
Gut biome [16] Class. 12,538 10,016 1,268 1,254
SDC [20] Class. 3,394 2,725 340 329

Drug vs. non-drug [20] Class. 3,960 3,168 396 396
Drug class (ATC) [20] Class. 1,778 1425 182 171
Drug degradation  [[18] Reg. 15,419 9,282 3,084 3,053
Infant age [19] Class. 2,031 1,625 203 203
Delivery mode [19] Class. 2,031 1,625 203 203

0NN W~

Table 5: Tokenised corpus statistics at genus and species resolution. Sequence length is measured as
tokens per sample.

Lowest Rank Total tokens Mean Length Median Length Min Length Max Length

Genus 56,263,516 104.3 76 6 780
Species 58,293,439 108.1 79 11 806
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Figure S2: Score per task for all models, classification tasks (1-5 and 7-8) are scored using macro
averaged F1 score and the regression task (7) is scored using R2. Pretrained models consistently
outperform non-pretrained models, but for some tasks the RF baseline outperforms the transformer
models. Because the benchmarking datasets contain taxonomic labels not seen during pretraining,
some tokens are unknown to the transformer models. The baseline methods can use all tokens; when
marked as (no unk), the unknown tokens are removed to match the transformer models’ vocabulary

and enable direct comparison.
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Figure S3: The distribution of sequence lengths when tokenising at the genus (top) and species
(bottom) taxonomic levels.
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Figure S4: ROC AUC per classification task for all models. Pretrained models consistently outperform
non-pretrained models, but we see that for some tasks the RF baseline outperforms the transformer
models. Because the benchmarking datasets contain taxonomic labels not seen during pretraining,
some tokens are unknown to the transformer models. The baseline methods can use all tokens; when
marked as (no unk), the unknown tokens are removed to match the transformer models’ vocabulary
and enable direct comparison.
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Figure S6: Balanced accuracy per classification task for all models. Pretrained models consistently
outperform non-pretrained models, but we see that for some tasks the RF baseline outperforms the
transformer models. Because the benchmarking datasets contain taxonomic labels not seen during
pretraining, some tokens are unknown to the transformer models. The baseline methods can use all
tokens; when marked as (no unk), the unknown tokens are removed to match the transformer models’
vocabulary and enable direct comparison.
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Figure S7: A) Composition of the Atlas pretraining corpus by biome lineage. Each ring corresponds
to a level of the MGnify biome ontology. Segment size is proportional to the number of samples.
B,C,D,E) Compass scores for models Waypoint-6m models pre-trained on different datasets and

evaluated on different tasks.
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Figure S8: Per-task Compass scores for the 6M model pretrained on different biome subsets of Atlas.
Classification tasks (1-5, 7-8) are scored by macro-averaged F; and the regression task (6) by R2.
Solid lines indicate the mean and hollow circles individual replicates. The cross-biome transfer
observed in the aggregate holds across individual tasks.
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Figure S9: Per-task Compass scores for the 6M model pretrained on different biome subsets of Atlas
where all datasets are subsampled down to 110k data points. Classification tasks (1-5, 7-8) are
scored by macro-averaged Fy and the regression task (6) by R2. Solid lines indicate the mean and
hollow circles individual replicates. The cross-biome transfer observed in the aggregate holds across

individual tasks.
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