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Abstract

Forecasting provides a natural self-supervised objective for learning models of
dynamical systems. For chaotic systems, however, individual trajectories become
unpredictable beyond a finite predictability horizon, and plausible states need
not form plausible trajectories. Beyond this horizon, the objective should shift
from predicting a particular future to generating trajectories that preserve both
the statistics of physical states and their temporal evolution. We study this as an
objective-design problem using a Jump-and-Complete framework that factorizes
trajectory generation into two stochastic tasks: a Jumper samples plausible distant
endpoints, and a Completer generates the paths connecting the observed context
to those endpoints. Both are trained with the Energy Score and evaluated with
state- and path-space diagnostics. On 2D Kuramoto–Sivashinsky and Kolmogorov
flow, we first show that, past the predictability horizon, pointwise errors fail to
distinguish models with very different temporal behavior. We then show that two
seemingly auxiliary design choices shape the learned trajectory distribution. First,
training the Completer on Jumper-sampled rather than exact endpoints changes
which temporal statistics of composed rollouts are matched on Kolmogorov flow.
Second, sharing one latent draw across a trajectory preserves temporal dependence
better than resampling noise at each time, despite an equal or better Energy Score.
Thus, for stochastic trajectory learning, the effective objective is determined not
only by the loss, but also by what the model is conditioned on during training and
how randomness is shared across time.

1 Introduction

Trajectories of physical systems provide their own supervision, making forecasting a natural self-
supervised objective for learning dynamical models [Koehler et al., 2024, Takamoto et al., 2022].
Most work evaluates such models through ensemble forecast skill [Price et al., 2025] or rollout
stability [Brandstetter et al., 2022, Lippe et al., 2023]. For chaotic systems, however, this raises a
fundamental question: what does the forecasting objective identify once the particular future becomes
unpredictable?

In chaotic PDEs, small differences in initial conditions grow exponentially, causing nearby trajectories
to diverge and making a specific future increasingly difficult to predict [Boffetta and Musacchio,
2017]. The characteristic timescale of this divergence is the Lyapunov time TL; its definition and
estimation are given in Appendix B.5. Beyond this predictability horizon, an imperfect surrogate
cannot be expected to track the particular observed future. The objective should therefore shift
from reproducing a single realization to generating dynamically plausible futures. This requires
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two complementary forms of fidelity: generated states should reproduce the relevant state-space
statistics, as targeted by invariant-measure matching methods [Pedersen et al., 2025, Schiff et al.,
2024], while generated sequences should also reproduce the temporal dependencies of the underlying
dynamics. We refer to the combination of these properties as trajectory fidelity. These properties
are distinct because independent draws from the stationary distribution may produce plausible states
while destroying temporal dependence.

This objective also motivates a stochastic formulation. Even when the underlying dynamics are
deterministic, beyond the predictability horizon the available context does not identify a practically
predictable unique future. Let xt denote the state at time t, ct the context available at that time, and
H the forecast horizon in time steps. Rather than predicting a single future trajectory, we therefore
aim to learn a conditional distribution over future trajectories,

p(xt+1:t+H | ct). (1)

A deterministic regression model instead returns a single prediction, typically favoring conditional
averages under squared-error training, which need not represent a typical or dynamically plausible
realization.

We show that conventional pointwise forecasting metrics can fail to capture this objective. Once
trajectories have decorrelated, RMSE approaches the error between unrelated realizations [Lorenz,
1969] and may assign similar scores to persistence forecasts, independent samples from the stationary
distribution, and models that better reproduce temporal dynamics. Thus, evaluating long-horizon
generation requires examining not only the realism of individual states but also the temporal structure
of the generated trajectories: plausible states are not sufficient for plausible trajectories.

We study long-horizon forecasting as a self-supervised objective-design problem. We factor trajectory
generation into two stochastic tasks: a Jumper samples a plausible distant endpoint conditioned on
the observed context, and a Completer generates the trajectory conditioned on both the context and
the sampled endpoint. Both are trained with the Energy Score (ES), a strictly proper scoring rule for
probabilistic predictions. This construction also makes explicit two usually implicit methodological
choices that can affect trajectory fidelity: the distribution of endpoints used to train the Completer,
and how stochastic variation is represented and coupled across time along a generated path.

Related work has explored temporal coupling of stochasticity in generative sequence models. Ge
et al. [2023] introduce correlated noise priors for video diffusion, while Andrae et al. [2025] correlate
noise across forecast lead times to generate temporally consistent weather ensembles. Building on
this perspective, we investigate the effect of shared versus independently sampled path latents in
chaotic PDE models trained with a joint trajectory ES, examining whether similar training scores can
conceal differences in temporal dependence.

Our experiments on two canonical chaotic PDEs, 2D Kuramoto–Sivashinsky and Kolmogorov flow,
show that these design choices shape the trajectory distribution learned by the model. In particular,
on Kolmogorov flow, training the Completer on Jumper-sampled rather than exact future states
changes the statistics of composed rollouts. On both systems, independently resampling noise across
time reduces temporal coherence despite an unchanged or better ES. Together, these results show
that a loss function alone does not define the trajectory distribution a stochastic model learns: the
conditioning used during training and the way randomness is organized across time are part of the
objective itself.

2 Trajectory generation beyond the predictability horizon

Given a context ct = xt−Lc+1:t of Lc observed states, our goal is to generate plausible future
trajectories xt+1:t+H . In our experiments, we use a single context frame (Lc = 1), since one full state
determines the future evolution. We distinguish three notions of fidelity: tracking fidelity measures
agreement with the observed future at corresponding times, typically using RMSE; state-space fidelity
measures how well generated states reproduce the reference distribution, using statistics such as
the spatial energy spectrum E(k); and path-space fidelity measures whether generated trajectories
preserve temporal dependencies, assessed through frame-to-frame correlations and temporal power
spectra Pt(f). Beyond the predictability horizon, state- and path-space fidelity provide alignment-free
criteria for evaluating generated trajectories. Diagnostic definitions are given in Appendix A.
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2.1 Jump-and-Complete

Rather than generating the entire future directly, we decompose its conditional distribution as

p(xt+1:t+H | ct) = p(xt+H | ct) p(xt+1:t+H−1 | ct, xt+H). (2)

This exact factorization separates where the system may evolve from how it gets there. We realize
these two factors with separate models: a Jumper generates a plausible future endpoint, and a
Completer generates a dynamically plausible path connecting the observed context to that endpoint.
This construction follows the forecaster–interpolator decomposition of Rühling Cachay et al. [2023],
while allowing us to vary the two design choices affecting trajectory fidelity independently.

For a fixed horizon H , the stochastic Jumper and Completer are

x̂t+H = Jθ(ct, H, z), x̂t+1:t+H−1 = Cϕ(ct, x̃t+H , H, z′). (3)

Here, z and z′ are 16-channel Gaussian latent noise fields controlling stochasticity in endpoint
and path generation, respectively. The variable x̃t+H denotes the endpoint used to condition the
Completer, which depends on the training strategy. At inference, x̃t+H = x̂t+H , and successive
segments are chained autoregressively for long rollouts.

2.2 Training objective and design choices

Both the Jumper and Completer generate ensembles trained with the ES, a strictly proper scoring
rule [Gneiting and Raftery, 2007] that balances target fidelity against ensemble diversity and has
previously served as a training objective for generative forecasters [Pacchiardi et al., 2024]. For an
ensemble {ŷ(m)}Mm=1 and target y, the loss is

LES =
1

M

M∑︂
m=1

⃦⃦
ŷ(m) − y

⃦⃦
2
− 1

2M(M − 1)

∑︂
m̸=n

⃦⃦
ŷ(m) − ŷ(n)

⃦⃦
2
. (4)

For the Jumper, the target is the future endpoint y = xt+H . For the Completer, it is the entire
intermediate trajectory y = xt+1:t+H−1, scored jointly rather than frame by frame. Beyond this
common training objective, we vary two design choices that may affect trajectory fidelity.

Conditioning distribution. At inference, the Completer is conditioned on endpoints generated
by the Jumper, rather than exact future states. To investigate this training–inference mismatch, we
compare training with true endpoints and with Jumper-generated endpoints. In the latter case, we
sample several endpoints and select the one closest to the true endpoint, maintaining compatibility
with the target trajectory while introducing endpoint prediction errors, albeit smaller than those
encountered at inference.

Pathwise stochasticity. We investigate how stochasticity is coupled across the generated trajectory.
By default, a single latent z′ is shared across all time steps, coupling the stochastic generation of the
entire path. We compare this with independent latents sampled at each time step. Both approaches can
generate plausible marginal states, but they need not represent the same temporal joint distribution.

3 Experiments

We evaluate on the 2D Kuramoto–Sivashinsky (KS) and Kolmogorov flow (Kolmo) systems from
APEBench [Koehler et al., 2024]. Unless stated otherwise, the jump horizon is H = 16 (≈ 0.98TL

for KS and 0.92TL for Kolmo). Data-generation and implementation details are given in Appendix B.
Each experiment shows a temporal effect that standard scores miss: (i) tracking accuracy need not
imply trajectory fidelity; (ii) on Kolmo, the training endpoint distribution affects the dynamics learned
by the Completer; and (iii) temporal coupling of stochasticity matters even when the ES changes
little.

3.1 Tracking Does Not Imply Trajectory Fidelity

We first test whether matched-time error remains informative beyond the predictability horizon.
We compare a stochastic distributional Jumper, a deterministic RMSE-trained Jumper, persistence,
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and IID climatology (independent draws from the empirical stationary distribution). The last two
baselines fail in opposite ways: persistence imposes excessive temporal dependence, whereas IID
climatology preserves the distribution of individual states but removes temporal dependence entirely.

For Kolmo with H = 24 (≈ 1.4TL), Fig. 1 reports matched-time RMSE, the spatial energy spectrum
E(k), and one-jump correlation CH , which measures the correlation between states separated by the
forecast horizon H .

As forecasts decorrelate from the reference, models with markedly different dynamics approach
similar RMSE. Persistence and IID climatology can therefore appear competitive under tracking
error even though their temporal behavior is incorrect by construction. In contrast, CH exposes these
temporal failures. The ensemble mean also attains low RMSE while exhibiting a damped spectrum
and incorrect temporal correlation.
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Figure 1: Tracking accuracy does not imply trajectory fidelity. Kolmo rollouts with H =
24. “Distributional” denotes stochastic Jumper samples and “ens. mean” their ensemble mean;
“persistence” repeats the last observed state, while “climatology draw” independently samples from
the empirical stationary distribution. Left: RMSE. Center: snapshot energy spectra E(k). Right:
one-jump correlation CH .

Beyond the predictability horizon, tracking error cannot by itself distinguish plausible dynamics;
state- and path-space diagnostics are needed. Below-horizon and cross-system controls appear in
Appendix C.1 (Figs. 2–3).

3.2 Endpoint Conditioning Affects Trajectory Fidelity

At inference, the Completer receives a Jumper-generated endpoint, whereas standard training uses
the exact future state. To examine this mismatch, we compare training with true endpoints, truth-
compatible Jumper samples, and no endpoint conditioning (forecast).

We evaluate composed, autoregressively chained Jumper–Completer rollouts at leads 16H–31H ,
with H = 16. On Kolmo, RMSE is indistinguishable across strategies, but temporal diagnostics differ
(Table 1): Jumper-conditioned training better matches adjacent-frame correlation and low-frequency
temporal power, while oracle conditioning better matches high-frequency power. On KS, differences
remain within across-seed variability (Table 9).

Table 1: Composed Kolmo rollouts over 16H–31H . Metrics are defined in Appendix A; “low”/“high”
denote the lowest/highest temporal-frequency bands and “sm” small spatial scales. Lower RMSE is
better; ∆ metrics are better closer to zero. Large-scale ∆ logE(k) < 0.005 for all strategies (within
seed variability; Table 10).

RMSE ∆C1 [10−3] ∆ log Pt,low ∆ log Pt,high ∆ logE(k)sm

Jumper+Completerjumper 0.877 ± 0.002 +0.8 ± 0.3 −0.027 ± 0.004 +0.075 ± 0.010 −0.004 ± 0.000
Jumper+Completeroracle 0.877 ± 0.002 +1.6 ± 0.3 −0.041 ± 0.003 +0.014 ± 0.012 −0.012 ± 0.001
Forecast 0.877 ± 0.005 +2.7 ± 0.4 −0.100 ± 0.011 +0.090 ± 0.003 −0.015 ± 0.001

Endpoint perturbations also reveal different sensitivities in the learned representations: oracle training
increases sensitivity to the terminal condition with depth; noisy-endpoint training reduces it; Jumper
conditioning lies between them (Appendix C.3).

The endpoint distribution used during training influences both the Completer’s reliance on terminal
information and the temporal statistics of its generated paths.
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3.3 Temporal Coupling of Stochasticity Matters

Finally, we compare a Completer using one shared latent across all queried times with a variant that
independently resamples its latent at each time step. Both can produce plausible individual states, but
they impose different dependencies across the generated path.

Independent per-query noise increases adjacent-frame correlation error by roughly an order of
magnitude, although its ES is similar or slightly better on both systems (Table 2).

Table 2: Interior completion with one shared path latent or independent per-query latents. Lower ES
is better; ∆C1 is generated–reference correlation; closer to zero is better.

Kolmo KS

Latent ES ↓ ∆C1 [10−3] ES ↓ ∆C1 [10−3]

shared z 0.3307 ± 0.0035 2.3 ± 0.4 0.0318 ± 0.0004 −0.1 ± 0.0
per-query z 0.3214 ± 0.0013 −29.3 ± 2.0 0.0315 ± 0.0007 −1.0 ± 0.1

Scoring complete trajectories is not sufficient in practice to ensure temporal coherence; how random-
ness is coupled across time is itself a consequential modeling choice.

4 Discussion and Conclusion

We investigated long-horizon forecasting of chaotic systems from the perspective of generating
dynamically plausible trajectories rather than tracking individual futures. Factoring generation into a
Jumper that samples distant endpoints and a Completer that generates the connecting paths exposed
two design choices that standard scores do not reveal. Beyond the predictability horizon, plausible
states are insufficient for plausible dynamics: models with similar RMSE or ES can still generate
trajectories with different temporal structure. Our results suggest three practical considerations
for stochastic forecasting of chaotic systems: account for Jumper-generated endpoint errors when
training the Completer, which changes which temporal statistics are matched rather than improving
all of them; share each latent draw across the whole generated path; and evaluate with path-space
diagnostics rather than pointwise error alone.

Our study is limited to two chaotic PDE systems and a specific Jump-and-Complete architecture.
The effects of endpoint conditioning on composed rollouts are clearest on Kolmogorov flow and
within seed variability on KS, whereas stochastic coupling affects temporal correlations on both
systems. Future work should investigate these effects on broader chaotic systems and explore training
objectives that more explicitly target temporal dependence.
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A Diagnostic Definitions

For a field x(r, t), let x̃(r, t) = x(r, t)− ⟨x(r, ·)⟩t denote the temporally centered signal; averages
run over space, channels, and, for ensembles, batch. The spatially averaged temporal autocorrelation
is

Cx(τ) =
1

|Ω|

∫︂
Ω

⟨x̃(r, t) x̃(r, t+ τ)⟩t
⟨x̃(r, t)2⟩t

dr, (5)

with lags restricted to the jump cadence for coarse chains and the reference trajectory subsampled
identically. We additionally track the adjacent-frame correlation as a function of position in the

rollout, C1(t) = ⟨x̃t x̃t+1⟩/
√︂
⟨x̃2

t ⟩⟨x̃2
t+1⟩, and its jump-cadence analogue CH(t) = Corr(xt, xt+H).

∆C1 denotes the generated-minus-reference value of C1, averaged over a lead window. Both records
span the same lead times and are centered identically, so the finite-record bias cancels in the difference.
For interior completion, ∆C1 is computed identically on completed segments and their matched true
segments at frame cadence.

The temporal power spectral density is

Pt(f) =
1

|Ω|

∫︂
Ω

|Ft[x(r, ·)](f)|2 dr, (6)

and E(k) is the radially averaged spatial power spectrum of individual snapshots. ∆ log Pt and
∆ logE(k) denote the log10 ratio of generated to reference power, averaged within frequency and
wavenumber bands. For ∆ log Pt, the positive-frequency axis of each lead window is split into
thirds. The lowest and highest thirds are reported and the middle third is dropped. The high band,
periods of 2–3 frames up to the Nyquist frequency, is identical across windows, whereas the low
band extends from each window’s fundamental frequency to periods of approximately 6 frames
(f ∈ [0.0078, 0.164] cycles per frame for the < 8H window and [0.0042, 0.167] for the 16H–31H
window).

For ∆ logE(k), the resolved range is bounded by k99, the wavenumber below which the reference
field holds 99% of its spectral energy, and split at k99/3. This gives large scales k ∈ [1, 4] and
small scales k ∈ [5, 12] on Kolmo (k99 = 12), and k ∈ [1, 5] and [6, 15] on KS (k99 = 15). The
under-resolved tail k > k99 is excluded.

B Data, Implementation, and Training Details

B.1 Data Generation

Both systems are generated with APEBench [Koehler et al., 2024] on a periodic square domain
at 160 × 160, single channel, from Fourier initial conditions (fourier;5;true;true) after 500
warm-up steps discarded onto the attractor. We store 1000 training and 50 validation trajectories of
51 frames, and 50 test trajectories of 501 frames, with disjoint seeds.

The stored spacing is ∆t = 0.2, twice the APEBench default. We obtain it by scaling both dt and
num_substeps by two, so the inner solver step is unchanged and only the sampling is coarsened
(Table 3). The factor is chosen from the measured largest Lyapunov exponent (Sec. B.5) so that the two
systems are comparable on a common predictability axis: with TL≈16–17 stored frames, a training
window of 51 frames spans ≈ 3TL, a test trajectory ≈ 30TL, and the horizon H = 16 is 0.92TL

(Kolmo) and 0.98TL (KS). Kolmo is forced 2D Navier–Stokes on [0, 2π]2 with injection at mode
4 (scale 1.0), diffusivity 10−2 and drag −0.1. KS is solved on [0, 60]2 in the a = (0, 0,−1, 0,−1),
b = (0, 0,−1) form.
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Table 3: Generation parameters. dt and num_substeps are scaled together, leaving the inner solver
step at the APEBench default.

Kolmo KS

Domain L 2π 60
Resolution 1602 1602

Stored ∆t 0.2 0.2
num_substeps 40 2
Inner solver step 0.005 0.1
λ (per time) 0.2882 0.3076
TL (frames) 17.35 16.25
H/TL at H = 16 0.92 0.98

B.2 Architecture

Shared implementation and backbone. Both the Jumper Jθ and Completer Cϕ are implemented
in PyTorch with the same AViT-style spatial–temporal backbone inspired by MPP McCabe et al.
[2024] and summarized in Table 4. A physical state is first projected channel-wise by a 1 × 1
convolution, embedded by a convolutional hMLP stem into D latent channels, processed by a stack
of L space–time blocks, and decoded to the physical variables with an hMLP output head. Channel
ordering is fixed for each physical system. Per-channel normalization statistics are computed only
from the training split, cached, stored in the checkpoint, and reused unchanged for validation and
test evaluation. The implementation supports distributed data-parallel training, automatic mixed
precision, ensemble chunking, and gradient checkpointing of ensemble chunks.

Jumper architecture. Given context ct = xt−Lc+1:t, the Jumper represents p(xt+H | ct). In the
distributional model, the encoded context is augmented with one learned future-query token. For
each ensemble member, a latent noise field zm is projected to the model dimension and injected into
this future query (additively in the experiments), after which the full space–time stack produces

x̂
(m)
t+H = Jθ(ct, H, zm).

Thus different latent draws produce different candidate endpoints while sharing the same observed
context. The deterministic ablation removes the latent injection and uses the same backbone and
forecasting interface with a single future query.

Completer architecture. The Completer represents the second factor in Eq. (2), p(xt+1:t+H−1 |
ct, x̃t+H), and predicts the interior jointly rather than frame by frame. Tokens are ordered chronolog-
ically as

[ ct | q1, . . . , qK | x̃t+H ],

where the experiments use the interior of the jump and each query corresponds to a fixed fractional
lead si = ki/H . Query i is initialized as

qi = qint + ϕ(si) + (1− si)ht + siht+H ,

where qint is a learned interior-token identity, ϕ is an MLP applied to a sinusoidal lead-time embed-
ding, and ht, ht+H are the latent encodings of the last observed state and the conditioning endpoint.
This latent interpolation provides a bridge between the boundary states, while the transformer learns
the dynamical deviation from that bridge.

A single latent noise field zm is shared by all interior queries belonging to ensemble member m.
Consequently, one draw defines one complete path rather than a collection of independently perturbed
frames. In bridge mode the final token is the encoded, given endpoint plus a learned endpoint identity.
For the bridge–forecast and forecast-only variants, an additional learned endpoint-query token allows
the endpoint to be withheld and predicted jointly with the interior; the same path latent is used for
both the predicted endpoint and its interior trajectory.
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Table 4: Shared architecture for the Jumper and Completer.
Hyperparameter Value

Patch size 8× 8
Embedding dimension 384
Attention heads 12
Space–time blocks 8
Spatial / temporal attention axial attention / attention
Relative positional bias yes
Latent noise dimension 16

B.3 Objectives and Conditioning

Distributional objectives. The distributional Jumper is trained with the ES in the high-dimensional
endpoint space, as in Eq. (4). The Completer uses the same proper scoring rule on the joint path: the
K predicted interior states are treated as one structured target,

Lcomp = ES
(︂
{x̂(m)

t+1:t+H−1}
M
m=1, xt+1:t+H−1

)︂
.

Deterministic Jumper and Completer ablations use the corresponding pooled point-prediction RMSE
objective in the supplied training implementation.

Completer conditioning regimes. We implement the different regimes through two independent
training switches. First, the endpoint used on bridge steps is either the oracle future state xt+H or a
Jumper endpoint. In the latter case, 4 candidate endpoints are precomputed from a trained Jumper
and the candidate nearest in ℓ2 to the true xt+H is selected, so that the conditioning endpoint remains
compatible with the true interior segment used as supervision. For the oracle + noise control, we
perturb the true endpoint with white Gaussian noise whose per-example scale matches the normalized
RMSE of the corresponding Jumper endpoint, preserving error magnitude while removing its spatial
structure. Second, a configurable bridge–forecast mixing probability determines whether the endpoint
is supplied or withheld on a given optimization step. This yields: (i) oracle bridge training, (ii)
Jumper-conditioned bridge training, (iii) Jumper-conditioned bridge plus endpoint-free forecast
training, and (iv) forecast-only training. Validation uses the task appropriate to the trained model and
otherwise retains the true endpoint for bridge evaluation, preventing a model from being selected
merely because its validation conditioning matches a particular sampled-endpoint cache.

B.4 Optimization and Evaluation

Optimization. Both model families use AdamW [Loshchilov and Hutter, 2019]; the training
hyperparameters are summarized in Table 5. Weight decay is applied to matrix/tensor weights but not
to one-dimensional parameters or learned token parameters. Training uses bf16 autocast, and the best
checkpoint is selected by the configured validation metric.

Table 5: Training configuration. Batch sizes are per GPU.
Hyperparameter Jumper Completer

Optimizer AdamW, β = (0.9, 0.95)
Learning rate 3× 10−4

Weight decay 0.05
Schedule 1000-step warmup, cosine to 10−6

Gradient clipping 1.0
Training steps 120k 30k
Batch size 4 2
Training ensemble M 8 4
Interior states – 15

Ensemble sizes. The stochastic Jumper objectives use M = 8 ensemble members during training
and M = 32 during evaluation; the deterministic RMSE Jumper uses M = 1. The stochastic
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Completer uses M = 4 during training and M = 16 during evaluation. The deterministic Completer
uses a single prediction under teacher, persistence, and forecast evaluation; under composed and
composed-interior evaluation, it is evaluated on 16 independently sampled Jumper endpoints, while
remaining deterministic conditional on each endpoint.

B.5 Lyapunov-Time: Definition and Estimation

The largest Lyapunov exponent characterizes the asymptotic exponential growth rate of infinitesimal
perturbations,

λmax = lim
t→∞

1

t
log

∥δx(t)∥
∥δx(0)∥

.

We define the Lyapunov time as TL = λ−1
max, the characteristic e-folding time of perturbation growth.

We estimate λmax for each reference PDE using the standard Benettin procedure, averaging over four
training initial conditions. A random tangent perturbation is propagated through each simulator step
and renormalized after every step. We discard the first 300 tangent-growth steps to allow alignment
with the leading Lyapunov vector and average the log growth over the subsequent 1500 steps. If gn
denotes the tangent-norm growth during one stored-frame step, we report

λframe = ⟨log gn⟩ , λtime =
λframe

∆t
, T

(frames)
L = λ−1

frame.

Here λtime is the exponent per unit simulation time, whereas λframe expresses the growth rate per
stored frame and is used to express forecast horizons in units of Lyapunov time.

C Additional Experiments and Controls

C.1 Additional Controls for Tracking vs. Trajectory Fidelity

Figure 2 repeats the comparison of Fig. 1 at H = 16 (≈ 0.92TL), below the predictability horizon.
The tracking–temporal decoupling is absent, with both learned Jumpers agreeing on matched-time
RMSE and matching the reference consecutive-jump correlation, while persistence and the climatol-
ogy draw remain clearly separated on RMSE. It is therefore a property of the post-TL regime, not of
the models or the diagnostics.
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Figure 2: Below-TL control on Kolmo. Chained rollouts at H = 16 (≈ 0.92TL). Left: matched-time
rollout RMSE. Center: snapshot energy spectra E(k); both learned Jumpers match the reference over
the resolved range, while the ensemble-mean damping persists, reflecting decorrelation accumulated
over chained jumps rather than the per-jump horizon. Right: consecutive-jump correlation CH(t).

Figure 3 reproduces the tracking–temporal mismatch of Fig. 1 on KS at H = 16 (≈ 0.98TL).
Persistence approaches the deterministic Jumper in long-horizon matched-time RMSE while re-
maining maximally over-persistent (CH = 1); both learned Jumpers closely reproduce the temporal
dependence of the reference process.

10



0.75τ 1.5τ 3τ 6τ 12τ
lead time (Lyapunov times)

0.0

0.2

0.4

0.6

0.8

1.0

1.2

1.4

ro
llo

ut
 R

M
SE

100 101 102

wavenumber k

10−6

10−4

10−2

100

102

m
ea

n 
E(
k)

k99

0.75τ 1.5τ 3τ 6τ 12τ
lead time (Lyapunov times)

0.0

0.2

0.4

0.6

0.8

1.0

on
e-

ju
m

p 
co

rre
la

tio
n 
C H distributional

distributional, ens. mean
deterministic
persistence
climatology draw
truth

Figure 3: Metric decoupling on KS. Chained rollouts at H = 16 (≈ 0.98TL); panels and averaging
as in Fig. 1. All jump maps reproduce the reference spectrum (center); persistence approaches the
learned Jumpers in long-lead RMSE (left) while remaining maximally over-persistent, CH = 1
(right).

C.2 Completer Training and Conditioning Ablations

Conditioning-distribution ablation. During composed inference, the Completer receives endpoints
sampled by the Jumper rather than exact future states. We therefore compare Completers trained with
oracle endpoints, noise-perturbed oracle endpoints, and truth-compatible Jumper samples. Table 6
reports interior completion Energy Score under both oracle and Jumper conditioning. Oracle training
performs best when evaluated with the true endpoint, whereas Jumper-conditioned training is better
matched to the composed setting. On Kolmo, it reduces ES under Jumper conditioning from 0.3833
to 0.3307; on KS, it matches the best noise-augmented variant within seed variability.

Table 6: The conditioning distribution is part of the objective. Interior completion ES under oracle
and Jumper endpoints. Lower is better.

Kolmo KS

Train endpoint Oracle Jumper Oracle Jumper

Oracle 0.1700 ± 0.0038 0.3833 ± 0.0026 0.0226 ± 0.0007 0.0336 ± 0.0005
Oracle + noise 0.1819 ± 0.0045 0.3651 ± 0.0017 0.0235 ± 0.0011 0.0315 ± 0.0008
Jumper 0.2203 ± 0.0035 0.3307 ± 0.0035 0.0258 ± 0.0005 0.0318 ± 0.0004

Bridge–forecast task ablation. We additionally ablate whether trajectory completion benefits from
an endpoint-free forecasting objective. Table 7 compares bridge-only training with a mixture of
bridge and forecast steps and with forecast-only training. All models are evaluated under composed
inference, where the endpoint is sampled from the Jumper. Bridge-only training performs best on
both systems. Adding the endpoint-free objective degrades completion regardless of whether bridge
steps use Jumper or oracle endpoints, and forecast-only training performs worst. We therefore use
bridge-only training for the conditioning-distribution experiments in the main text.

Table 7: Bridge–forecast task ablation. Interior completion Energy Score under composed inference
with Jumper-sampled endpoints. Lower is better. The train endpoint specifies the endpoint supplied
on bridge training steps; forecast steps withhold the endpoint. Single-seed runs from the task-ablation
sweep; main-text values are three-seed means.

Training task Train endpoint Kolmo KS

Bridge only Jumper 0.3273 0.0317
Bridge only Oracle 0.3818 0.0330
Bridge + Forecast Jumper 0.3797 0.0427
Bridge + Forecast Oracle 0.3965 0.0433
Forecast only — 0.4614 0.0509

Endpoint-compatibility ablation. To verify that the Completer uses its conditioning endpoint
rather than ignoring it, Table 8 evaluates the same Completer trained on Jumper-sampled endpoints
under three inference-time conditioning choices: the true future endpoint xt+H (teacher), a Jumper-
sampled endpoint (composed), and the current context state xt (persistence endpoint). ES is computed
over the interior trajectory slots only, so oracle conditioning cannot improve the score merely by
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supplying the exact final state. The persistence endpoint—individually plausible but temporally
incompatible with the target trajectory—increases interior ES substantially on both systems, showing
that the Completer is sensitive to the temporal compatibility of the supplied endpoint rather than
using it as an arbitrary state-space signal.

Table 8: Interior completion depends on endpoint compatibility. Interior completion ES (lower is
better) for Completers trained on Jumper-sampled endpoints. Single-seed runs from the task-ablation
sweep; main-text values are three-seed means.

System Teacher endpoint Jumper endpoint Persistence endpoint (xt)

Kolmo 0.2165 0.3273 1.8580
KS 0.0257 0.0317 2.0350

C.3 Endpoint Sensitivity of Latent Representations

We measure how perturbations of the terminal boundary propagate through the Completer’s hidden
representations. Let rℓ,h(c, e, z) denote the latent representation at bridge position h after block ℓ,
conditioned on context c, endpoint e = xt+H , and path latent z. Holding c and z fixed, we perturb
only the endpoint, e′ = e+ δ, and define

Srel
ℓ,h =

∥rℓ,h(c, e+ δ, z)− rℓ,h(c, e, z)∥2/∥rℓ,h(c, e, z)∥2
∥δ∥2/∥e∥2

. (7)

This dimensionless local gain is averaged over test examples, perturbations, and training seeds. Values
above one indicate amplification of relative endpoint perturbations.

Figure 4 shows that oracle conditioning produces stronger, depth-dependent endpoint sensitivity,
while training with imperfect endpoints suppresses this amplification. Jumper-conditioned training
yields an intermediate regime, indicating that the training-time endpoint distribution changes how
terminal-boundary information is organized through the latent hierarchy.

Figure 4: Relative endpoint sensitivity Srel
ℓ,h across bridge time and network depth for different

endpoint-conditioning distributions. Top: Kolmo. Bottom: KS.
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C.4 Additional Composed-Rollout Diagnostics

Probe separation on KS. Table 9 shows the complementary regime discussed in Sec. 3.2. Matched-
time RMSE again becomes nearly indistinguishable across completion strategies at long lead, but
here the temporal diagnostics also show little separation: adjacent-frame correlations agree with
the reference to within approximately 10−4, and discrepancies in the coarse temporal spectrum
remain small for all methods. The clear path-space separation seen on Kolmo is absent: second-order
probes can expose temporal discrepancies when such differences are present, but need not distinguish
surrogate rollouts whose low-order temporal statistics are already similar.

Table 9: Composed rollouts on KS over lead times 16H–31H . ∆ measures generated–reference
discrepancy; closer to zero is better. ∆ logE(k) at large scales is < 0.02 and similar across strategies
(within across-seed variability; Table 10), and is therefore omitted here. Definitions in Appendix A.

RMSE ∆C1 [10
−3] ∆ log Pt,low ∆ log Pt,high ∆ logE(k)sm

Jumper+Completerjumper 1.021± 0.002 0.0± 0.0 +0.007± 0.002 +0.009± 0.004 −0.004± 0.000
Jumper+Completeroracle 1.021± 0.002 0.0± 0.0 +0.007± 0.002 +0.008± 0.004 −0.005± 0.001
Forecast 1.023± 0.000 −0.1± 0.0 +0.006± 0.006 +0.009± 0.013 −0.006± 0.002

Table 10 collects the large-scale spectral discrepancies for both systems; they are similar across
completion strategies, consistent with the bounds stated in Tables 1 and 9.

Table 10: Large-scale spatial spectral discrepancy for composed rollouts over lead times 16H–31H .
∆ logE(k)large at large scales. Values close to zero indicate agreement with the truth.

Rollout Kolmo KS

Jumper+Completerjumper +0.002± 0.003 +0.014± 0.009
Jumper+Completeroracle +0.001± 0.003 +0.014± 0.010
Forecast −0.004± 0.003 +0.009± 0.008
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