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Abstract

Structure-based models of protein–ligand binding affinity have long been bench-
marked by training on PDBbind and testing on CASF-2016, a train/test split in
which nearly half of the test complexes have close analogs in the training data.
Many recent models developed on splits that remove these analogs rely on pre-
trained embeddings. We ask what additional inductive biases should be built into
an equivariant message passing network (MPNN) trained from scratch, and focus
on how the network can use the unbound state of a complex. In a basic equivari-
ant MPNN, adding the unbound state as a second pooled input does not improve
accuracy. Because the two states contain the same atoms, their embeddings can in-
stead be combined at each atom, at each intermolecular edge and over the pocket,
through operations we refer to as paired readouts. The resulting model, PEAR,
is to our knowledge the most accurate model on CASF-2016 when trained on
CleanSplit, including models with pretrained embeddings. Furthermore, a variant
of PEAR, PEARLBA, matches the best reported accuracy on ATOM3D LBA at
30% sequence identity. On seven held-out pocket clusters, a residue-scale vari-
ant, PEARresidue, has the highest average correlation of any single model after
finetuning on 25 complexes of each target. When developing PEAR, we were
additionally inspired by the fact that binding affinity is an ensemble average over
configurations, so that a model should not lean too heavily on the exact coordi-
nates of its input structure. We find that PEAR is the most accurate atom-scale
model under coordinate noise perturbation, and that PEARresidue degrades about
half as much under the same perturbation.

1 Introduction

For the past decade, the dominant evaluation protocol for structure-based scoring functions has
been to train a neural network on PDBbind and test on the CASF-2016 test set. Unfortunately, this
train/test split suffers from data leakage of close structural, chemical and protein-family analogs [1,
2]. Graber et al. [1] introduced PDBbind CleanSplit, a PDBbind split in which complexes similar
to any CASF test example are removed (Appendix D). Under these criteria, nearly half of CASF-
2016 turned out to have close analogs in the original training data. When Pafnucy [3], which had
previously achieved state of the art on the CASF test set, was retrained on CleanSplit, its CASF



performance came close to that of a nearest-neighbour method that averages the affinities of the five
most similar training complexes. The ATOM3D benchmark [4] addressed this problem by splitting
its ligand binding affinity (LBA) task at 60% and 30% protein sequence identity thresholds, and on
this benchmark model performance is lower on LBA30 than on LBA60. These works suggest that
the best-performing models on the original benchmark all, to some extent, overfit to the training set.

Many recent models developed on decontaminated splits have, in one way or another, relied on
pretrained embeddings. For example, GEMS [1], the model proposed alongside CleanSplit, aug-
ments a graph network with protein and ligand language model embeddings, while GatorAffinity
[5], an SE(3)-equivariant network, is pretrained on 1.5 million synthetic complexes. While this
showcases the potential of pretraining and self-supervised learning, their advantages may obscure
the importance of developing architectures that can better generalize. Because we cannot guarantee
that a pretraining task covers any given test example, we believe it is complementary to ask which
inductive biases are worth utilizing to achieve good performance on decontaminated splits.

One inductive bias that has become a default in physics and chemistry is equivariance. Equivari-
ant neural networks explicitly enforce symmetries such as rotation and translation invariance, and
their most general form expresses its variables in the generalized Fourier space of the underlying
group. In the Fourier-space model, each atom’s neighborhood is expanded in spherical harmonics
of increasing angular order ℓ, and the resulting features are coupled through the Clebsch–Gordan
tensor product to form messages. Networks of this form are among the most accurate methods for
molecular property prediction and interatomic force fields [6, 7]. Following their success on small
molecules, there has been considerable effort to apply equivariant architectures to binding affinity
prediction [5, 8–10]. However, the Fourier-space formalism, combined with the message passing
paradigm, has not separated itself from less physically rich models such as 2D graph and sequence-
based networks [11, 12], voxel-based convolutional networks [3, 13, 14], or handcrafted interaction
descriptors [15]. Moreover, models that incorporate message passing as a component, equivariant or
not, are frequently hybrid architectures that combine it with convolutional networks [14, 16], with
attention [17, 18], or with language model embeddings [1].

The reason behind this phenomenon is that interatomic potentials and binding affinity depend on
the atomic structure in fundamentally different ways. The potential energy is a function of a single
configuration, which makes it sufficient to include just one molecular structure per training or test
example. It is furthermore well approximated by a sum of atomic contributions that depend only
on neighbouring atoms within a cutoff [19]. Baking this decomposition into machine-learned inter-
atomic potentials (MLIPs) accordingly allows one network to be applied to molecules of different
sizes and compositions [7]. MLIPs therefore have a basis to generalize across system sizes, pro-
vided the training data covers the local environments they encounter. Equivariance and invariance
can then be enforced on top of this to guarantee that forces and energies transform correctly under
rotations and translations, removing predictions that are unphysical in this sense [6]. On the other
hand, binding free energy is an average over an ensemble of configurations [20], whereas the input
crystal structure is usually a single, averaged representation of the bound state. One way to picture
the consequence of this mismatch is that, given just a single input structure, the network has to do
some amount of guesswork about the parts of binding affinity that depend on the ensemble.

Practically, without the strict guidance that MLIPs have on the atomic structure, many modeling
choices have become empirically interchangeable in the context of neural network scoring functions
on benchmark datasets. For example, in networks that incorporate structure, the unbound state can
be omitted, and the network then learns how the bound structure correlates with binding affinity.
Models that encode both states either subtract one embedding from the other [21–23], or combine
the two with a more general MLP [24]. The unbound state itself is usually obtained by removing
intermolecular edges. Despite some choices deviating from the physical basis of binding affinity, all
of these models work reasonably well relative to the literature at their time of publication. This is in
contrast to MLIPs, which have converged on a single mathematical decomposition, and largely on a
single type of architecture.

Equivariant message passing remains of interest to the binding affinity prediction community, both
as a component of larger pipelines [5, 9] and in pursuit of models that generalize to unseen tar-
gets [23]. Independent of improving the equivariant encoder itself [6, 7], one can add learnable
modules that use the encoder’s output as an abstract input representation of the structure, as was
done in CheapNet [18]. If the unbound state of the complex is available, these modules can addi-
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tionally combine bound and unbound embeddings at different levels of granularity, such as at the
node or graph level. Doing so would produce “paired” embeddings using information that is some-
times irretrievably lost when the bound and unbound graphs are pooled. To our knowledge this axis
has not been explored.

Following this line of thinking, we propose PEAR (Paired Embeddings of Atoms and Residues),
an equivariant message passing network with a set of paired readout modules that combine the
embeddings of the bound and unbound copies of a complex.

One additional intuition that guided us in designing PEAR is that because binding affinity is an
ensemble average, a model should not lean too heavily on the exact coordinates of the input struc-
ture. In an equivariant network, higher-ℓ features are higher-degree functions of the interatomic
directions, so a small displacement of an atom changes them more than it changes the scalar terms.
This suggests two conflicting routes to designing a neural network for this task. In particular, net-
works can either represent relative orientations between atoms in great detail using higher-ℓ rep-
resentations of their environment [3, 25–29], or discard details that overcommit to the exact con-
figuration of the training example, for example by dispensing with relative orientations in favor of
distances [1, 30, 31]. In this work, we account for both routes, hypothesizing that a network with
higher-ℓ features that is robust to noise generalizes better than one with only one of the two proper-
ties. This manifested as two interventions on the neural network. First, we computed higher-ℓ terms
from a separate spherical harmonics expansion of the local atomic environment after the message
passing backbone, which are fed as inputs to the paired readouts of PEAR. Second, we coarse-
grained the pocket into residues, with the B-factor and amino acid identity as additional features.

In summary, this work makes the following contributions.

• We show, in a basic equivariant message passing network (MPNN), that adding the un-
bound copy as a second pooled input does not improve accuracy.

• We measure the effect of combining node, edge and graph level features between the two
states, on equivariant MPNNs trained on CleanSplit, through sweeps and ablations.

• We find parameterizations within this framework that match or exceed the best reported
accuracy on CleanSplit, on ATOM3D LBA, and on a recently developed set of seven held-
out pocket clusters, without pretraining.

• We measure how these interventions affect the coordinate noise robustness of models, to
test its value as a heuristic for designing MPNNs for binding affinity prediction.

2 Method

Problem definition. We predict the binding affinity of a protein–ligand complex from its crystal
structure. The complex is a graph G = (V,E) = (Vl ∪ Vp, El ∪ Ep ∪ Einter), where Vl and Vp
are the heavy atoms of the ligand and of the pocket. Each node i ∈ V has a feature vector xi ∈ Rd

and a coordinate ri ∈ R3. The sets El and Ep are covalent bonds within the ligand and within the
pocket, and Einter the intermolecular pairs within a cutoff. The target y ∈ R is the measured affinity
on a logarithmic scale, − logKd or − logKi, where Kd and Ki are the dissociation and inhibition
constants. We train f to minimise the squared error between ŷ = f(G) and y, with f invariant to
rotation and translation of {ri} and to permutation of V .

Bound and unbound states. We also form an unbound copy of each complex by removing Einter

from the graph. In a preliminary experiment on a basic equivariant MPNN, we find that pooling
each copy separately and concatenating the two pooled embeddings as inputs to an MLP is no more
accurate than a single copy across depth and ℓmax (Appendix I). Although the unbound graph is a
strict subgraph of the bound graph and therefore redundant from the perspective of a sufficiently
expressive encoder, the bound state hbi and the unbound state hubi differ if there are atoms belonging
to the other molecule within the message-passing radius, and mathematical relationships between
them contain information about how the local environment changes upon binding.

Paired readouts. Because the two copies contain the same atoms, each node and each intermolec-
ular edge can be combined with its counterpart directly. A paired readout combines the two copies
at a site, which may be a node, an intermolecular edge, or the pocket as a whole, reduces the result to
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scalars, and aggregates over the sites of its level (Table 5, Appendix E). The scalars are concatenated
to form the input of an MLP head gθ,

ŷ = gθ

[
A(hb)︸ ︷︷ ︸

bound

;
∑

i Φ
ρ(h̃bi , h̃

ub
i )︸ ︷︷ ︸

atom

;
∑

ij∈Einter
ψ(ebij , e

ub
ij )︸ ︷︷ ︸

edge

; [F b ⊗ Fub]0︸ ︷︷ ︸
pocket

]
, (1)

where A(hb) is the pooled output of the encoder on the bound graph, the only input to the head that
does not involve the unbound copy. The atom readout Φρ =

[
[h̃bi ⊗CG h̃ubi ]L ⊗ h̃ubi

]
0
, which we

denote ⊗ρ
CG, acts on the expansions h̃ of Eq. 2. Its (ℓ, ℓ) → 0 path is the SOAP overlap [32, 33] of

the bound and unbound environments of atom i, which differs from the unbound self-overlap only
when atoms of the partner molecule are within the cutoff. The edge readout ψ and the pocket term
are defined in Appendix E.

Noise robustness. Both hb and hub are produced by an equivariant message-passing backbone
(Appendix B), in which each layer takes a tensor product of the node features with the spherical
harmonics of the bond directions. Models with a higher ℓmax in the backbone are less robust to
coordinate noise (Appendix C, Figure 1). We therefore make two changes to the architecture to
improve its noise robustness. First, we devise a module that produces learned higher-ℓ features
without undergoing message passing. In general, this can be achieved by allowing the prediction
head to depend on an additional spherical harmonics expansion. In our case, we use the scalar
outputs h(T,0)

j of the final message-passing layer T as learned weights in an angular and radial
expansion of each atom’s local environment N (i),

h̃
(c,ℓ,m)
i =

∑
j∈N (i)(Wh

(T,0)
j )cRℓ(rij)Y

m
ℓ (r̂ij), (2)

where W is a learnable projection with output channels c and Rℓ is a radial basis. The pocket
representation F is expanded the same way, centered at the ligand centroid over Vp. Second, we
coarse-grain the pocket to one node per residue, mean-pooling each residue’s atomic features and
adding a learned amino-acid embedding and a z-scored B-factor. Averaging theN atoms of a residue
into one node reduces the centroid’s positional Gaussian noise by

√
N . We refer to this model as

PEARresidue, and to PEAR without paired readouts as PEARbackbone.

3 Experiments

Evaluation protocols. We evaluate our architecture under three protocols, each of which removes
a different kind of train–test similarity (Appendices D and J). PDBbind CleanSplit [1] removes
training complexes similar to a CASF-2016 test complex, so it tests generalization to new complexes
of largely familiar targets. ATOM3D LBA [4] partitions the PDBbind v2019 refined set so that test
proteins share at most 30% (or 60%) sequence identity with training proteins. The held-out pocket
clusters of Kopko et al. [34] remove the pocket community of each of seven CASF-2016 targets
from training, which tests generalization to new binding-site geometry, and we additionally finetune
each model on 25 labeled complexes of the held-out target.

Experiments on CleanSplit. We train our models on CleanSplit, which consists of 13,166 com-
plexes. Table 1 reports 5-fold cross-validated ensembles, formed by averaging the predictions of
the five fold models, on CASF-2016 and on its independent subset, the 144 complexes that fall be-
low the CleanSplit similarity thresholds against all of PDBbind [1]. We find that PEAR is the most
accurate method on CASF-2016, and PEARresidue has the highest correlation on the independent
subset. Any paired readout improves on PEARbackbone, by 0.015–0.093 RMSE (Appendices F, G).
Ensembling the two scales lowers the RMSE to 1.233.

ATOM3D LBA. PEARLBA, a variant of PEAR adjusted in four settings, has the lowest RMSE
and highest Pearson correlation on LBA 30%, within one standard deviation of CheapNet. PEAR
also displays the highest Spearman correlation on LBA 60% (Appendix J).

Robustness to coordinate noise. We re-score complexes in the test set after perturbing each atom
with isotropic Gaussian noise of standard deviation σ (Appendix A). Models with a higher ℓmax in

4



Table 1: PDBbind CleanSplit, 5-fold CV ensembles. Baseline numbers come from Kopko et al.
[34] and Sim and Lee [17], and the GEMS variants include frozen language-model and ATOMICA
embeddings. Best in bold. Depth and readout variants are in Appendix K.

CASF-2016 Independent

Method Params RMSE ↓ r ↑ RMSE ↓ r ↑
GenScore 1.06M 1.280 0.807 1.580 0.737
GEMS 1.03M 1.274 0.815 1.347 0.828
GEMS+ATOMICA 1.03M 1.292 0.808 1.361 0.822
BA-Pred 17.9M 1.290 0.818 — —

PEAR 1.68M 1.258 0.834 1.414 0.822
PEARresidue 831K 1.282 0.822 1.383 0.833
+ joint ensemble — 1.233 — — —

Table 2: Held-out pocket clusters, mean and worst-case Pearson r before (Pre-FT) and after fine-
tuning on 25 labeled complexes (FT-25). Avg. and Min. are the mean and the lowest per-cluster r
across the seven targets. Per-cluster values are in Appendix M. Baselines from Kopko et al. [34].

Pre-FT FT-25

Method Avg. r Min. r Avg. r Min. r

GEMS 0.470 0.236 0.537 0.386
GEMS+ATOMICA 0.498 0.311 0.550 0.385
PEARbackbone 0.434 0.219 0.518 0.305
PEAR 0.452 0.197 0.541 0.340
PEARresidue (ℓ=1) 0.447 0.235 0.575 0.396
PEARresidue (ℓ=2) 0.461 0.242 0.580 0.367
PEAR + PEARresidue — — 0.599 0.388

the backbone are more sensitive to noise (Appendix C). PEAR is, on average, the most accurate
atom model up to σ = 1Å and maintains a high robustness to noise up to σ = 2Å (Figure 2).
At ℓmax = 0, PEARresidue degrades by about half as much as PEAR. The fact that PEARresidue

has a higher error on CleanSplit but degrades less drastically with noise suggests that it may excel
at a different set of complexes in comparison to PEAR. A stratification of the CASF-2016 test set
shows that PEAR is disproportionately accurate when the complex is rigid, as measured by RMSD
from ApoBind conformations [35], and when the ligand is small. This suggests that averaging each
prediction between the atom and residue variants may predictably reduce error. Indeed, combining
their 5-fold ensembles into a single ensemble reduces the RMSE to 1.233 (Appendix H).

Experiments on held-out pocket clusters. Table 2 reports the mean and worst-case Pearson r
over the seven clusters. We find that before finetuning the average correlation of our models is below
that of GEMS, possibly because the protein language model embeddings of GEMS are trained on
sequence databases that include the held-out families. Our models improve more with finetuning
than GEMS does. After finetuning, the correlation of every model we trained is higher on each of
the seven clusters, whereas that of GEMS is lower on four of them [34]. Of the finetuned models,
PEARresidue at ℓ=2 has the highest average correlation of any single model.

4 Conclusion

We have shown that the generalization capabilities of an equivariant MPNN can be enhanced through
additional paired readout modules that combine learned representations of the bound and unbound
states at varying levels of granularity. We demonstrated, using CleanSplit, that the unbound copy
of the complex is not being exploited in a basic MPNN, highlighting the advantages of moving
beyond simple concatenation of graph-level vectors. The simplicity and modularity of this approach
allow practitioners to experiment with other operations for combining the two states, to improve the
backbone independently of the readouts, with MACE [7], or to train on synthetic complexes [5].

5



References
[1] David Graber, Peter Stockinger, Fabian Meyer, Siddhartha Mishra, Claus Horn, and Rebecca Buller.

Resolving data bias improves generalization in binding affinity prediction. Nature Machine Intelligence,
7(10):1713–1725, 2025. doi: 10.1038/s42256-025-01124-5.

[2] Jie Li, Xingyi Guan, Oufan Zhang, Kunyang Sun, Yingze Wang, Dorian Bagni, and Teresa Head-Gordon.
Leak proof PDBBind: A reorganized data set of protein–ligand complexes for more generalizable binding
affinity prediction. The Journal of Physical Chemistry B, 130(2):730–740, 2026. doi: 10.1021/acs.jpcb.
5c08598.
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A Noise robustness

Each model is evaluated on CASF-2016 with every atom of the complex, in both the bound and the
unbound copy, displaced by isotropic Gaussian noise of width σ ∈ [0, 2]Å, and ligand–pocket edges
are rebuilt at the 5Å cutoff after perturbation. For each model and σ we take the median RMSE over
20–40 noise draws and report the mean across 5 seeds (Figure 1). Figure 2 shows every atom paired
readout.
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Figure 1: CASF-2016 test RMSE as every atom of the complex is perturbed by isotropic Gaussian
noise of width σ, for PEAR and PEARresidue (⊗ρ

CG at ℓmax=0, 1, 2) and the no-paired-readout
backbone (“vanilla”) at ℓmax=0, 1, 2. Panel (a) is an enlargement of σ ≤ 0.3Å. The slope is
steeper at higher ℓmax at both scales, and at ℓmax=0 the residue model is flat up to 0.5Å. The
range of σ includes X-ray refinement error (0.1–0.3Å [36]) and thermal motion of ordered atoms
(0.2–0.5Å [37]), apo–holo backbone displacement (0.5–1.0Å) and docked or predicted structures
(1–2Å [38, 39]).
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Figure 2: CASF-2016 test RMSE under the same perturbation for every atom paired readout at
ℓmax=0, 1, 2, together with the residue ⊗ρ

CG models and the backbone-only (“vanilla”) models.
Each colour corresponds to a readout and each line style to a backbone ℓmax (solid 0, dashed 1,
dotted 2). Panel (a) is an enlargement of σ ≤ 0.3Å.

B Equivariant message passing

In an SO(3)-equivariant message-passing network, the output h(t)i of node i in layer t decomposes
by angular order as h(t)i =

⊕ℓmax

ℓ=0 h
(t,ℓ)
i . The message from node j to node i is the Clebsch–Gordan

product of atom j’s features with the spherical-harmonic embedding of the relative orientation of its
neighbours,

m
(t)
ij =

⊕
ℓout

∑
ℓ1,ℓ2

W
(t)
ℓ1ℓ2ℓout

(rij)
(
h
(t,ℓ1)
j ⊗ Yℓ2(r̂ij)

)(ℓout)

, (3)

where the weights W (t) are produced by a radial MLP of the interatomic distance. Messages are
aggregated and used to update the node state,

h
(t+1)
i = U

(
h
(t)
i ,

∑
j∈N (i)m

(t)
ij

)
. (4)
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When ℓmax = 0 the scheme reduces to a scalar MPNN; the canonical PEAR uses this scalar back-
bone, with higher-ℓ terms produced only by the atom expansion of Eq. 2 and the pocket expansion
F .

C Noise sensitivity of higher-ℓ features

A higher-ℓ feature depends on the atomic positions through the bond directions. For a displacement
δ⊥ perpendicular to a bond of length r, the bond direction r̂ changes by an angle δθ ≈ δ⊥/r. The
feature then changes by |δY m

ℓ | ≈ |∇S2Y m
ℓ | δθ. For a degree-ℓ spherical harmonic this gradient has

root-mean-square (RMS) value
√
ℓ(ℓ+ 1) times the RMS of the harmonic,∫

S2

∣∣∇S2Y m
ℓ

∣∣2 dΩ = ℓ(ℓ+ 1)

∫
S2

∣∣Y m
ℓ

∣∣2 dΩ. (5)

The relative change in a degree-ℓ feature is therefore
√
ℓ(ℓ+ 1) δθ. The ℓ = 0 features depend only

on interatomic distances and atom types and are therefore unchanged by rotation of a bond direction.
Each message-passing layer adds a tensor product of the node features with the spherical harmonics
of the bond directions through a residual connection. In a backbone with higher-ℓ features, this
sensitivity accumulates over the layers. Figure 1 reports test RMSE as a function of σ.

D Implementation details

PEAR and PEARresidue use the same backbone and paired readouts (Section 2), but PEAR has one
pocket node per atom and PEARresidue one pocket node per residue centroid. They differ in depth
and width, in the residue model’s amino-acid embedding and B-factor node features, and in how the
pocket graph is built. At atom scale we use GIGN’s graph construction and node features [28], where
the pocket is the protein heavy atoms within 5Å of a ligand heavy atom, each ligand atom is joined
to every pocket atom inside that radius, and pocket atoms are joined only to their covalently bonded
neighbours. Because the residue graphs are much smaller, the cutoff range between centroids is
10Å while keeping the radial basis cutoff at 5Å for a comparable radial resolution. The residue
model represents each residue by its mean-pooled atom features together with a learned amino-acid
embedding and a z-scored B-factor. Table 3 lists the architecture and optimization settings and
Table 4 the input features. All benchmark numbers are 5-fold cross-validation ensembles, formed
by averaging the predictions of the five fold models. Figure 3 shows the full pipeline.
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concat MLP head p̂K

Figure 3: PEAR pipeline. The top row contains two copies of the protein–ligand complex. The
bound graph has intra- and intermolecular edges (purple), and the unbound graph has intramolecular
edges only. In the middle row, both copies are processed by a shared message-passing backbone
(ℓmax = 0), which outputs per-atom features (hbi , h

ub
i ) and intermolecular edge states (ebij , e

ub
ij ). In

the bottom row, the inputs to the head are the pooled bound atom and edge features and four paired
comparisons, per-atom (⊗ρ

CG), per-intermolecular-edge (∆+MLP), and two pocket-level descriptors
(atom and residue scales) compared via the matched-ℓ cross-power p(ℓ)cc′ =

∑
m F b

(ℓ,c,m)F
ub
(ℓ,c′,m).

All readouts are concatenated and passed to an MLP head that outputs the scalar binding-affinity
prediction.
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Table 3: Architecture and optimization settings for the atom and residue models.

Atom Residue

Architecture
Message-passing layers 5 2
Scalar channels 384 320
Pooled projection 192 160
Backbone ℓmax 0 0
Node paired readout ⊗ρ

CG (re-embed ℓ=1)
Edge paired readout ∆+MLP
Pocket descriptor global SH, ℓmax=2, 16 ch
Radial filter node-conditioned MLP (64× 2)
Interaction cutoff 5Å
Pocket–pocket edges covalent bonds centroids within 10Å
Node features 35-dim atom 35-dim (residue mean) + 8-d AA + B-factor
Parameters 1.68M 831K

Optimization
Optimizer AdamW
Loss MSE (pK)
Batch size 64
Peak / min LR 2× 10−4 / 10−5 10−4 / 10−5

Warmup 5 epochs (linear)
Weight decay 10−4

Gradient-norm clip 10.0
Epochs 1200 800 (1200 for CleanSplit)
Checkpoint lowest validation RMSE

Table 4: Input features. Atom nodes have a 35-dim descriptor; the residue node features are the
atom features mean-pooled per residue, plus a B-factor and an amino-acid embedding.

Feature Encoding Dims

Atom node
Element C, N, O, S, F, P, Cl, Br, I, other 10
Degree 0–6 7
Implicit valence 0–6 7
Hybridization SP, SP2, SP3, SP3d, SP3d2 5
Aromatic boolean 1
Hydrogen count 0–4 5

Edge
Distance smooth-finite RBF (0–5Å) 14
Edge type pocket–pocket / ligand–ligand / ligand–pocket, learned 16

Residue additions
B-factor z-scored per structure 1
Amino acid learned embedding, 22 classes 8

PDBbind CleanSplit. The source data are the general and refined sets of PDBbind v2020, which
together contain 19,443 complexes, with the CASF-2013 and CASF-2016 complexes excluded [1].
Preprocessing removes 450 complexes with inexact affinity labels or structures that cannot be parsed,
leaving 18,623. Affinity labels are − log10 of Ki, Kd or IC50, treated as interchangeable. Similarity
between two complexes is measured by the TM-score of the proteins, the Tanimoto similarity T of
the ligands, and the RMSD between the ligands after the proteins are superposed by TM-align.

The first filtering stage removes 711 training complexes. A training complex is removed if, for some
CASF-2013 or CASF-2016 complex, the TM-score exceeds 0.8, T +(1−RMSD) exceeds 0.8, and
the affinities differ by at most 1 pK unit. A training complex is also removed if its ligand has T > 0.9
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to a test ligand and the affinities differ by at most 1 pK unit. Pairs that are structurally similar but
differ in affinity by more than 1 pK unit are kept, so that activity cliffs remain in the training data.
The second stage removes redundancy within the training set. Two training complexes are connected
if the TM-score exceeds 0.8, T + (1 − RMSD) exceeds 1.3, and the affinities differ by less than
0.5 pK units. The complex with the most connections is removed repeatedly until all connections
are removed, which removes 1,451 complexes. Ties are broken in favour of removing general-set
complexes and then lower-resolution structures. The independent subset of CASF-2016 consists
of the 144 of its 285 complexes that fall below the first-stage thresholds against every complex of
unfiltered PDBbind.

Held-out pocket clusters. The held-out pocket clusters are constructed as described by Kopko
et al. [34]. Complexes of PDBbind v2020 are clustered with PLINDER (release 2024-06/v2) by
pocket lDDT community at a threshold of 50. For each of the seven CASF-2016 targets (1NVQ,
1SQA, 2P15, 2VW5, 3DD0, 3F3E and 3O9I), every complex in the target’s community is assigned
to the test set. The remaining complexes are filtered with CleanSplit and used for training and
validation. Communities are defined on pocket geometry, so a protein can appear in the test set
through one binding site and in the training set through another. Community detection also does
not guarantee that every training pocket falls below the threshold against every test pocket. Kopko
et al. [34] note that clusters usually preserve the protein fold, and that the procedure can in principle
group similar pockets from different folds.

For few-shot adaptation, the 25 finetuning complexes of each target are the first 25 after shuffling
its cluster with a fixed seed, and the remaining cluster members form the test set. We finetune
all parameters with AdamW at a learning rate of 10−4 for 25 epochs and keep the epoch with the
lowest RMSE on the 25 finetuning complexes. Each of the five cross-validation models is finetuned
separately, and the five are ensembled by averaging their predictions for each test complex before
computing Pearson r, as in Kopko et al. [34].

Code is available at https://github.com/wongrp/general-binding-mpnn.

E Two-state models and paired readout operations

In the literature, input modalities to a neural network scoring function are usually either the protein
sequence and a 2D graph of the ligand, or a 3D structure of the complex. Amongst those that use
3D structure, models that treat the complex as having two states either do so implicitly, by updating
a single node state first with intramolecular and then with intermolecular edges [17, 29, 40], or
explicitly maintain parallel representations of the bound and unbound states, in some cases through
weight-shared networks [21–24], so that each atom in the complex has a pair of embeddings hbi and
hubi . We find that existing models taking the latter route perform a narrow range of downstream
actions on these pairs. Namely, they first aggregate the embeddings within their respective graphs,
then combine them by a difference or an MLP, usually on the scalar features. In adjacent fields,
pairs of embeddings have been combined with more care, including in equivariant settings, which
introduces additional computational considerations.

Node-wise comparisons. Comparing two structures node by node has been done in both graph
similarity learning and kernel methods. Li et al. [41] compare the two graphs node by node at every
message passing layer, using attention to match each node against the nodes of the other graph.
They report that this outperforms embedding each graph separately and concatenating the two graph
vectors. De et al. [33] compare two molecules by first pairing their atomic environments by some
measure of best match, then summing the resulting similarities. They note that averaging over all
pairs is equivalent to performing an aggregation step first, which loses resolving power in the sense
that two structures composed of different environments can be identical under the kernel.

In both cases the correspondence between the nodes of the two graphs is unknown, so these meth-
ods evaluate a similarity between every pair of nodes before selecting or weighting among them.
Contrastingly, for two states of the same complex the correspondence is known in advance, namely
atom i in the bound state has a corresponding atom i in the unbound state, so each node and each
edge can be combined with its counterpart directly. The correspondence also easily allows the two
states to be matched and combined over a local region, which may be of interest since atoms tend to
act in groups during binding [18].
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Product-based comparisons. Comparing two structures by a product has a long history in
structure-based methods. Several docking methods expand each molecule’s surface in spherical
harmonics and search for the relative orientation that maximizes the product of the two expansions,
which measures how well the shapes fit together [42–44]. The SOAP kernel [32, 33] applies a
Clebsch–Gordan product within each atomic environment to obtain an invariant descriptor, then
compares two environments by a dot product. More recently, in vision and multimodal learning, the
outer product of two streams is argued to be more expressive than concatenation [45, 46]. These
are seldom used in neural network scoring functions. In Table 5 we summarise these operations and
suggest an analogous set of modules for combining bound and unbound embeddings. The opera-
tions there are Clebsch–Gordan products, differences, or concatenations, and differ in whether the
combination is made at the node or graph level.

Combining equivariant features. Usually the combination step coincides with the last step of the
pipeline, which is forced to be invariant throughout. If instead the outputs of the combination step are
additional embeddings for the MLP, the combination can take place before the final concatenation,
and its inputs can be equivariant. The encoder’s higher-ℓ features are then available to be combined,
and the Clebsch–Gordan product becomes available as a nonlinearity for coupling two node features.
In Anderson et al. [47] this appears in the internal layers as a one-body interaction, coupling an
atom’s activation with itself. The Clebsch–Gordan product between two equivariant features returns
output at every order L between |ℓ1− ℓ2| and ℓ1+ ℓ2, while the prediction requires that all variables
be of type L = 0. In a terminal or readout module, we therefore contract the output of the product
against a third factor to keep the paths (ℓ1, ℓ2) → L with L ≤ ℓmax. This way of extracting
invariants is described in [32] as the bispectrum, whereas the direct reduction is the power spectrum.

Table 5: Operations that combine two representations. Below the rule we suggest candidate opera-
tions that combine bound and unbound counterparts, with the symbols used in Table 6 for the ones
measured there. Rows sharing an operation differ only in how the output is reduced to scalars, where
[ · ]0 denotes the L = 0 part of a product. An arrow (→) means that the output is equivariant for
downstream purposes, and — that the output is already scalar. The symbol cℓ is the order-ℓ coeffi-
cient of a fixed expansion, hi a learned node embedding, A(·) an aggregation over a graph, and h̃i
the density of Eq. 2.

name example source level ℓ from operation reduction step

shape correlation Hex (docking program) graph fixed basis cℓ(X) ⊗ cℓ(Y ) →
environment kernel SOAP node fixed basis

〈
[cℓ(i)

⊗2]0, [cℓ(j)
⊗2]0

〉
—

bispectrum SOAP (n=3) node fixed basis cℓ(i) ⊗ cℓ(i)
[
[ · ]L ⊗ cℓ(i)

]
0

best-match sum REMatch node fixed basis maxπ

∑
i

〈
p(i), p(πi)

〉
—

one-body interaction Cormorant node backbone hi ⊗ hi →
dot product interaction Cormorant node backbone hi ⊗ hj [ · ]0
self-correlation MACE node lift h̃i ⊗ h̃i →
endpoint subtraction ACNN, PAMNet graph — A(hb) − A(hub) —
endpoint concatenation HM-Holo-Apo graph — fθ

([
A(hb);A(hub)

])
—

cross-graph matching GMN node — hX
i −

∑
j aj→i h

Y
j —

symbol
difference ∆ node backbone hb

i − hub
i

[
[ · ]L ⊗ hub

i

]
0

symmetric difference ∆sym node backbone hb
i − hub

i

[
[ · ]L ⊗ (hb

i + hub
i )

]
0

difference norm ∥∆∥2 node backbone hb
i − hub

i

[
[ · ]L ⊗ (hb

i − hub
i )

]
0

MLP MLP node — fθ
([

hb
i ;h

ub
i

])
—

dot product ⟨hb, hub⟩ node backbone hb
i ⊗ hub

i [ · ]0
Clebsch–Gordan product ⊗CG node backbone hb

i ⊗ hub
i

[
[ · ]L ⊗ hub

i

]
0

on densities ⊗ρ
CG node lift h̃b

i ⊗ h̃ub
i

[
[ · ]L ⊗ h̃ub

i

]
0

on pooled densities graph lift A(h̃b) ⊗ A(h̃ub) [ · ]0

An example of comparing two atom-centered descriptions is the SOAP kernel [32, 33]∫
dR̂ |

∫
ρA(r)ρB(R̂r) d

3r|2. Expanded in spherical harmonics, the kernel can be written as a
Clebsch–Gordan (CG) (ℓ, ℓ) → 0 contraction of the two expansion coefficients,

pℓ =
(
c(ℓ)(ρA)⊗ c(ℓ)(ρB)

)(0) ∝ ∑
m

cℓm(ρA) cℓm(ρB). (6)
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Joint representations can also be formed by linear operations such as the difference hb,(ℓ)i − h
ub,(ℓ)
i

or in general A(ℓ)h
b,(ℓ)
i + B(ℓ)h

ub,(ℓ)
i for learnable matrices A(ℓ), B(ℓ), or for scalar features by an

MLP on the concatenated scalars. Constructing a paired readout involves two independent choices,
namely how a joint higher-ℓ feature is constructed from the pair and how that feature is reduced to
a scalar for the non-equivariant MLP head. We denote the individual operations as ∆ (hb − hub),
∆+MLP, ⊗CG (a CG product hb ⊗CG hub), ⊗ρ

CG (a CG product on a density computed via Eq. 2),
and ⟨hub, hb⟩.
Each intermolecular edge has a hidden state eij , initialized from its two endpoints by a symmetric
encoder and updated residually after every layer from the new node states.

The pocket descriptor is an angular and radial expansion of the protein pocket centered at the ligand
centroid,

F (c,ℓ,m) =
∑
j∈Vp

(W ′h
(T,0)
j )cRℓ(rj)Y

m
ℓ (r̂j), (7)

with an independent linear projection W ′. A residue-scale expansion is constructed by first mean-
pooling the atoms in each residue.

In Eq. 1, the edge readout ψ concatenates an MLP of the difference ebij − eubij with an MLP of the
pair, and the pocket term is the cross power spectrum

∑
m F b

ℓmF
ub
ℓm at each order ℓ, computed both

over pocket atoms and over residue centroids.

In full, the atom readout couples the bound and unbound expansions of Eq. 2 channel by channel
and contracts each output order against the unbound expansion,

⊗ρ
CG :

[
[h̃bi ⊗CG h̃

ub
i ]L ⊗ h̃ubi

]
0
, (8)

where [ · ]L denotes the order-L part of a product. The Clebsch–Gordan product is taken in uuu
mode, in which output channel c couples channel c of both inputs, with one learnable weight per
path (ℓ1, ℓ2) → L.

The (ℓ, ℓ) → 0 path of Eq. 8 is the overlap
∑

m h̃
(c,ℓ)
b,m h̃

(c,ℓ)
ub,m, which is Eq. 6 with the bound and

unbound environments of the same atom in place of ρA and ρB . Every output order L of Eq. 8 is re-
duced to a scalar by an inner product against a reference equivariant feature (in our implementation,
h̃ub), with the L = 0 term reducing to the product of the two scalars,

s(c,L) =
∑
M

[
h̃b ⊗CG h̃ub

](c)
LM

h̃
(c,L)
ub,M . (9)

Since every output order, including the overlap, is contracted against h̃ub, each scalar passed to the
head is a product of three activations. Contracting against hb + hub instead (∆sym) treats the two
copies symmetrically, and we otherwise use the asymmetric contraction throughout. Figure 4 details
the four readouts of the main text.
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Figure 4: Each paired readout is a joint embedding of an atom’s bound and unbound environments,
(hbi , h

ub
i ). (1) In ∆, the difference hbi − hubi is reduced to scalars by inner product against hub at

every ℓ. (2) In ∆+MLP, the scalar (ℓ=0) channels of hbi and hubi form two readouts, a difference
and an MLP on their concatenation, which are concatenated. (3) ⊗CG takes channel-diagonal (uuu)
Clebsch–Gordan products on the equivariant features, with all valid (ℓ1, ℓ2) pairs feeding each order-
L output. Every order-L output is reduced to a scalar by inner product against hub. (4) In ⊗ρ

CG, the
scalars are first expanded into a local spherical-harmonic density h̃(ℓ)i (Eq. 2) and then coupled in
the same way. ⊗ρ

CG is the only one of the four readouts that produces higher-ℓ paired features from
a scalar backbone.

F Paired-readout ablation

Using any paired readout improves on the no-paired-readout MPNN, while the specific operation
and ℓmax matter much less (Table 6); ⊗ρ

CG is the most accurate at ℓmax=0. Models are parameter-
matched across ℓmax (∼1.7M for PEAR, ∼1.35M without them), with the channel multiplicity re-
duced as ℓmax grows.

Table 6: Atom-scale readout comparison on CleanSplit. Test RMSE, mean ± std over five seeds.

Atom paired readout ℓmax=0 ℓmax=1 ℓmax=2

PEARbackbone 1.386± 0.023 1.391± 0.013 1.386± 0.019

Difference-based (linear in hb − hub):
∆ 1.326± 0.020 1.313± 0.032 1.297± 0.012
∆sym 1.342± 0.037 1.326± 0.018 1.338± 0.014
∆+MLP 1.366± 0.022 1.302± 0.020 1.316± 0.019
∆sym+MLP 1.334± 0.019 1.325± 0.018 1.326± 0.023

Product-based (bilinear in hb, hub):
∥∆∥2 1.360± 0.034 1.318± 0.020 1.329± 0.010
⟨hb, hub⟩ 1.371± 0.025 1.324± 0.036 1.326± 0.012
⊗CG 1.352± 0.012 1.303± 0.014 1.315± 0.011
⊗ρ

CG 1.293± 0.015 1.344± 0.021 1.316± 0.012

G Component ablation

We ablate PEAR by removing each component in turn and rank by the impact on CleanSplit test
RMSE (Table 7). Removing all paired comparisons increases the RMSE more than removing any
single component. Removing the atom or the edge paired readout (+0.066 each) costs more than
removing both together (+0.047), a difference within one standard deviation.
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Table 7: Impact of removing message-passing components and readouts, ranked by mean CleanSplit
RMSE over five seeds. In “Remove all comparisons” the unbound copy is pooled, and “1-copy” is
the model without the unbound graph and descriptors.

Configuration Params Mean RMSE Median ∆

PEAR 1.68M 1.293± 0.015 1.294 —
Remove feedback 1.66M 1.323± 0.014 1.320 +0.030
Remove residue global comparison 1.61M 1.326± 0.033 1.324 +0.033
Remove local comparisons (atom + edge) 1.44M 1.340± 0.015 1.339 +0.047
Remove atom global comparison 1.61M 1.343± 0.037 1.338 +0.050
Remove edge updates 1.68M 1.344± 0.039 1.335 +0.051
Remove global comparisons (atom + residue) 1.54M 1.354± 0.026 1.346 +0.061
Remove atom comparison 1.63M 1.359± 0.037 1.337 +0.066
Remove edge comparison 1.49M 1.359± 0.051 1.340 +0.066
Remove all comparisons 1.35M 1.386± 0.023 1.374 +0.093
1-copy 1.42M 1.389± 0.016 1.394 +0.096

H Scale complementarity and joint ensembles

The atom and residue models are accurate on systematically different complexes, so ensembling one
of each lowers error more than ensembling two comparable atom models (Table 8). Over all 285
CASF-2016 complexes, the signed residuals of the two models correlate at r = 0.80. Pairing PEAR
with an atom-scale model of equal standalone RMSE raises the residual correlation to 0.93 and the
ensemble RMSE from 1.243 to 1.270. Table 9 stratifies the test set along six axes. The ensemble is
best in 20 of 24 quartile bins, and the atom and residue models each win some of the other four.

(a) Ensembles on CASF-2016.

Model # models RMSE r

PEAR 5 1.258 0.834
PEARresidue 5 1.282 0.822
Mixed (3 atom + 2 residue, mean over combinations) 5 1.240 0.840
Combined (atom 5-fold + residue 5-fold) 10 1.233 0.847

atom + residue (1-fold) 2 1.243 0.839
atom + atom, no residue pocket (1-fold) 2 1.270 0.825
Ideal, atom + residue — 1.030 0.896
Ideal, atom + atom — 1.131 0.873

Table 8: Joint ensembles of PEAR and PEARresidue variants lower RMSE further because the two
are accurate on systematically different complexes. “atom + atom” pairs the atom model with a
PEAR ablation of equal standalone RMSE; “Ideal” is the per-sample-closest prediction among the
constituent models.

We bin CASF-2016 into quartiles along six per-complex features, namely ligand heavy-atom count,
pocket heavy-atom count, T1 interface size, inter-edge count, ligand/pocket atom ratio, and apo–holo
backbone Cα RMSD from ApoBind [35]. Quartile counts are approximately balanced (n ≈ 71–76
per bin; the apo–holo axis covers the 171 CASF complexes for which an apo structure is available).
For each bin we report the test RMSE of single-fold PEAR and PEARresidue models and their
unweighted mean ensemble (Table 9).
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Feature Bin atom residue ensemble winner

Ligand heavy atoms

Q1: 9–17 1.292 1.447 1.306 atom
Q2: 17–23 1.178 1.290 1.170 ens
Q3: 23–30 1.172 1.133 1.062 ens
Q4: 30–67 1.461 1.395 1.370 ens

Pocket heavy atoms

Q1: 50–124 1.135 1.155 1.074 ens
Q2: 124–150 1.111 1.210 1.077 ens
Q3: 150–175 1.502 1.480 1.424 ens
Q4: 175–280 1.415 1.438 1.376 ens

T1 interface atoms

Q1: 0–58 1.109 1.164 1.062 ens
Q2: 58–71 1.235 1.283 1.167 ens
Q3: 71–85 1.367 1.407 1.335 ens
Q4: 85–139 1.421 1.379 1.349 ens

Inter edges

Q1: 0–195 1.192 1.332 1.186 ens
Q2: 195–257 1.204 1.224 1.140 ens
Q3: 257–321 1.294 1.284 1.215 ens
Q4: 321–642 1.466 1.438 1.405 ens

Lig/pkt atom ratio

Q1: .064–.124 1.438 1.640 1.489 atom
Q2: .124–.155 1.098 1.129 1.058 ens
Q3: .155–.196 1.372 1.311 1.236 ens
Q4: .196–.472 1.249 1.168 1.160 ens

Apo–holo RMSD (Å)

Q1: 0.13–0.37 1.054 1.330 1.107 atom
Q2: 0.37–0.48 1.224 1.280 1.170 ens
Q3: 0.48–0.67 1.425 1.250 1.287 residue
Q4: 0.67–1.13 1.393 1.427 1.367 ens

Table 9: The ensemble has the lowest RMSE in 20 of 24 quartile bins. Of the other four, the atom
model is lowest in three (ligand Q1, lig/pkt Q1 and apo–holo Q1, all within 0.053 RMSE) and the
residue model in apo–holo Q3. Test RMSE by quartile for the single-fold PEAR and PEARresidue

variants and their unweighted mean ensemble.

I Preliminary experiment on a basic MPNN

Table 10 compares one-state and two-state message passing on CleanSplit across network depth
and ℓmax. The encoder is a basic equivariant MPNN, which is not the backbone of PEAR. This
encoder has the message passing of Appendix B but without edge states, and therefore without edge
updates or edge feedback. The encoder is applied to the complex graph and to the same graph with
intermolecular edges removed, and the pooled embeddings are combined by an MLP. At two and
five layers and at ℓmax of 0, 1 and 2, the two-state model improves on the one-state model in only
two of the six settings, in both cases by less than one standard deviation.
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Table 10: One-state and two-state message passing on CleanSplit across network depth and ℓmax.
Test RMSE in pK units, mean ± std. All rows are over five seeds.

Layers Copies ℓmax RMSE

2 1 0 1.441± 0.007
2 1 1 1.453± 0.016
2 1 2 1.405± 0.023
2 2 0 1.460± 0.012
2 2 1 1.443± 0.035
2 2 2 1.489± 0.021

5 1 0 1.386± 0.034
5 1 1 1.389± 0.057
5 1 2 1.392± 0.038
5 2 0 1.423± 0.038
5 2 1 1.399± 0.027
5 2 2 1.384± 0.024

J ATOM3D LBA

The models in the literature evaluated on the LBA task are almost without exception atom-based.
We therefore report the performance of a condensed set of models, namely PEAR, PEARbackbone,
and PEARLBA, a variant of PEAR developed specifically for this task. In PEARLBA, four settings
are adjusted, while the input features, backbone, and general structure of the model remain the same
(see below). On LBA 30%, PEARLBA achieves the lowest RMSE and highest Pearson correlation
coefficient as well as the second highest Spearman correlation coefficient out of the models con-
sidered (Table 11). Its differences from CheapNet are within one standard deviation on all three
metrics, so we do not regard this result as a decisive improvement over the state of the art. In ad-
dition, PEAR achieves the highest Spearman correlation coefficient on LBA 60%. Both models
outperform PEARbackbone, once again showcasing the utility of paired readouts for generalization
tasks.

The source data are the refined set of PDBbind v2019, filtered by Townshend et al. [4] for a reso-
lution below 2.5 Å, an R-factor below 0.25, and valid ligand bonding information. Labels are pK
values. Sequence identity is computed with BLASTP. In the 30% split, training proteins share at
most 30% sequence identity with validation and test proteins, and each sequence cluster makes up
at most 20% of any partition. The 60% split applies the same procedure at a 60% threshold. We
use the split files distributed with the benchmark, which contain 4,463 complexes in both splits. At
30% identity these are divided into 3,507 training, 466 validation and 490 test complexes, and at
60% into 3,563, 448 and 452. In each split two training complexes fail RDKit sanitization in both
their mol2 and SDF files and are excluded, 1WC1 and 5DHU in the 60% split. This leaves 3,505
and 3,561 training complexes, and the validation and test sets are complete. We use the pocket files
distributed with the benchmark, which contain the protein atoms within 6 Å of the ligand. Follow-
ing Lim et al. [18], results are the mean of three runs and are reported as RMSE and Pearson and
Spearman correlation.

PEARLBA differs from PEAR in four settings and is otherwise identical. (i) The atom density h̃i of
Eq. 2 is expanded only to ℓ=0, where PEAR expands the density to ℓ=1. The ℓ=0 expansion keeps
the radial term of each neighbour and drops the directional ℓ=1 terms. (ii) The Clebsch–Gordan
product of the atom paired readout (Eq. 8) uses uvu mode, where PEAR uses uuu mode. In uuu
mode, output channel c couples channel c of both inputs, with one weight per channel. In uvu mode,
output channel u couples channel u of the first input with every channel v of the second, with one
weight per pair (u, v). (iii) The pocket paired readout over atoms is removed, and the pocket paired
readout over residue centroids is kept at ℓ=2. (iv) The 10-dimensional element one-hot is passed
to the input projection directly, without a learned element embedding. The depth and width of the
backbone and the edge paired readout are those of PEAR, and PEARLBA has 1.60M parameters,
against 1.68M for PEAR. Table 11 reports the mean and standard deviation over three runs. Uni-
Mol and BindNet report means only.
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LBA 30% LBA 60%

Method Params RMSE ↓ Pearson ↑ Spearman ↑ RMSE ↓ Pearson ↑ Spearman ↑
Atom3D-GNN 0.38M 1.601 ± 0.048 0.545 ± 0.027 0.533 ± 0.033 1.408 ± 0.069 0.743 ± 0.022 0.743 ± 0.027
Atom3D-3DCNN 2.22M 1.416 ± 0.021 0.550 ± 0.021 0.553 ± 0.009 1.621 ± 0.025 0.608 ± 0.020 0.615 ± 0.028
ProNet 1.39M 1.463 ± 0.001 0.551 ± 0.005 0.551 ± 0.008 1.343 ± 0.025 0.765 ± 0.009 0.761 ± 0.003
HoloProt 1.44M 1.464 ± 0.006 0.509 ± 0.002 0.500 ± 0.005 1.365 ± 0.038 0.749 ± 0.014 0.742 ± 0.011
MaSIF 0.62M 1.484 ± 0.018 0.467 ± 0.020 0.455 ± 0.014 1.426 ± 0.017 0.709 ± 0.001 0.701 ± 0.001
SchNet 0.21M 1.370 ± 0.028 0.590 ± 0.017 0.571 ± 0.028 — — —
MACE 3.91M 1.372 ± 0.021 0.612 ± 0.010 0.592 ± 0.010 — — —
LEFTNet 0.85M 1.366 ± 0.016 0.592 ± 0.014 0.580 ± 0.011 — — —
GET 0.69M 1.327 ± 0.005 0.620 ± 0.004 0.611 ± 0.003 — — —
CheapNet 1.39M 1.311 ± 0.003 0.642 ± 0.001 0.639 ± 0.010 1.238 ± 0.005 0.794 ± 0.002 0.789 ± 0.001

pretrained
Uni-Mol 47.6M 1.434 0.565 0.540 1.357 0.753 0.750
ProFSA >47.6M 1.377 ± 0.010 0.628 ± 0.010 0.620 ± 0.010 1.377 ± 0.010 0.764 ± 0.000 0.762 ± 0.010
BindNet >47.6M 1.340 0.632 0.620 1.230 0.793 0.788

PEARbackbone 1.35M 1.386 ± 0.037 0.621 ± 0.021 0.613 ± 0.024 1.328 ± 0.012 0.773 ± 0.004 0.775 ± 0.003
PEAR 1.68M 1.340 ± 0.017 0.629 ± 0.011 0.615 ± 0.009 1.261 ± 0.022 0.791 ± 0.007 0.793 ± 0.006
PEARLBA 1.60M 1.308 ± 0.026 0.647 ± 0.017 0.634 ± 0.023 1.291 ± 0.006 0.782 ± 0.001 0.782 ± 0.002

Table 11: ATOM3D LBA, mean ± standard deviation over three runs. Best per column in bold,
second-best underlined, by mean. Baselines from Lim et al. [18].

K All CleanSplit variants

Table 12 lists all PEAR variants, namely three atom depths, two alternative readouts (⊗CG, ∆), and
the residue model. The shallow atom models nearly match the five-layer one, so the paired readouts
are effective without a deep backbone.

Table 12: PDBbind CleanSplit, 5-fold CV ensembles, full variant list.

CASF-2016 Independent

Method Params RMSE ↓ r ↑ RMSE ↓ r ↑
GenScore 1.06M 1.280 0.807 1.580 0.737
ATOMICA-MLP — 1.965 0.583 1.960 0.704
GEMS 1.03M 1.274 0.815 1.347 0.828
GEMS+ATOMICA 1.03M 1.292 0.808 1.361 0.822
BA-Pred 17.9M 1.290 0.818 — —

PEAR (5L) 1.68M 1.258 0.834 1.414 0.822
PEAR (3L) 721K 1.291 0.815 1.425 0.811
PEAR (2L) 749K 1.277 0.821 1.400 0.819
PEAR (⊗CG, ℓ=1) 1.69M 1.299 0.819 1.452 0.810
PEAR (∆, ℓ=2) 1.70M 1.296 0.818 1.444 0.810
PEARresidue (2L) 831K 1.282 0.822 1.383 0.833

L Held-out clusters before finetuning

Table 13 gives the per-cluster Pearson r before any finetuning, for all readout variants. The residue
models average slightly higher than the atom models, and no variant of ours leads on every cluster.
PEAR, our most accurate model on CASF-2016, leads on none of the seven. Comparison with
Table 14 shows that models with higher ℓmax gain more from finetuning than those with ℓmax=0,
most clearly at the atom scale.
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Table 13: Per-cluster Pearson r before finetuning, for all readout variants. The (⊗CG, ℓ=1) row is
the model with the direct-CG atom paired readout, matched to the ⊗ρ

CG (ℓ=0) model on CleanSplit
RMSE.

Method (Pre-FT) 1NVQ 1SQA 2P15 2VW5 3DD0 3F3E 3O9I Avg. Min.

PEARbackbone 0.523 0.640 0.410 0.380 0.352 0.219 0.518 0.434 0.219

Atom scale:
⊗ρ

CG (ℓ=0) 0.506 0.669 0.454 0.402 0.457 0.197 0.483 0.452 0.197
⊗ρ

CG (ℓ=1) 0.507 0.667 0.435 0.393 0.312 0.214 0.384 0.416 0.214
⊗ρ

CG (ℓ=2) 0.510 0.657 0.450 0.373 0.432 0.194 0.378 0.427 0.194
⊗CG (ℓ=1) 0.504 0.669 0.444 0.374 0.436 0.178 0.328 0.419 0.178
∆sym (ℓ=0) 0.497 0.653 0.438 0.369 0.416 0.212 0.447 0.433 0.212
∆sym (ℓ=1) 0.508 0.660 0.410 0.392 0.469 0.212 0.458 0.444 0.212
∆sym (ℓ=2) 0.500 0.643 0.401 0.372 0.489 0.205 0.431 0.434 0.205
∆ (ℓ=2) 0.475 0.648 0.410 0.399 0.464 0.216 0.353 0.424 0.216

Residue scale:
⊗ρ

CG (ℓ=0) 0.517 0.703 0.413 0.493 0.407 0.207 0.414 0.451 0.207
⊗ρ

CG (ℓ=1) 0.534 0.709 0.386 0.478 0.406 0.235 0.382 0.447 0.235
⊗ρ

CG (ℓ=2) 0.521 0.693 0.476 0.470 0.425 0.242 0.404 0.461 0.242
∆sym (ℓ=0) 0.521 0.715 0.398 0.470 0.432 0.263 0.408 0.458 0.263

M Held-out clusters after finetuning

Table 14 gives the per-cluster Pearson r after FT-25 for all readout variants and the joint ensembles
summarized in Table 2.

Table 14: Per-cluster Pearson r after finetuning on 25 labeled complexes (FT-25), for all readout
variants and a joint ensemble. Best per column in bold.

Method (FT-25) 1NVQ 1SQA 2P15 2VW5 3DD0 3F3E 3O9I Avg. Min.

GEMS 0.563 0.670 0.556 0.537 0.620 0.386 0.424 0.537 0.386
GEMS+ATOMICA 0.561 0.717 0.610 0.531 0.572 0.385 0.476 0.550 0.385
PEARbackbone 0.548 0.660 0.455 0.593 0.541 0.305 0.523 0.518 0.305
Atom ⊗ρ

CG (ℓ=0) 0.526 0.687 0.510 0.603 0.557 0.340 0.562 0.541 0.340
Atom ⊗ρ

CG (ℓ=1) 0.546 0.689 0.498 0.597 0.569 0.339 0.557 0.542 0.339
Atom ⊗ρ

CG (ℓ=2) 0.542 0.677 0.518 0.619 0.537 0.320 0.573 0.541 0.320
Residue ⊗ρ

CG (ℓ=0) 0.560 0.705 0.535 0.645 0.569 0.363 0.611 0.570 0.363
Residue ⊗ρ

CG (ℓ=1) 0.573 0.739 0.537 0.634 0.560 0.396 0.587 0.575 0.396
Residue ⊗ρ

CG (ℓ=2) 0.563 0.732 0.572 0.646 0.558 0.367 0.624 0.580 0.367
Residue ∆sym (ℓ=0) 0.570 0.727 0.522 0.646 0.574 0.375 0.605 0.574 0.375

Atom+Residue (ℓ=2) 0.584 0.736 0.577 0.681 0.591 0.388 0.634 0.599 0.388

21


	Introduction
	Method
	Experiments
	Conclusion
	Noise robustness
	Equivariant message passing
	Noise sensitivity of higher- features
	Implementation details
	Two-state models and paired readout operations
	Paired-readout ablation
	Component ablation
	Scale complementarity and joint ensembles
	Preliminary experiment on a basic MPNN
	ATOM3D LBA
	All CleanSplit variants
	Held-out clusters before finetuning
	Held-out clusters after finetuning

