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Abstract

Protein language models (PLMs) are typically pre-trained on single sequences, yet
many downstream applications require understanding protein-protein interactions
(PPIs). We present ProPRINT, a 3B-parameter TS5 encoder-decoder model jointly
pre-trained on single-sequence inpainting and a novel pair inpainting objective
that reconstructs masked residues of one protein conditioned on its interacting
partner, using PPI data from StringDB (experimentally validated interactions) and
SynthPPI (74.6M synthetic interacting domain pairs derived from the AlphaFold
Protein Structure Database). For SynthPPI, we introduce a contact-aware masking
strategy that preferentially masks binding-interface residues, integrating structural
information into sequence-only models. ProPRINT-3B outperforms ESM2 models
up to 3B and MINT on two of five PPI benchmarks and four of eight single-
sequence benchmarks, showing that PPI-augmented pre-training has the potential to
improve representation learning without sacrificing single-sequence representation
quality.

1 Introduction

Protein language models (PLMs) learn rich representations of proteins from amino acid sequences
Lin et al.|[2023], Elnaggar et al.|[2021]], Chen et al.|[2024], Hayes et al.| [2025]],[Madani et al.|[2020]
and perform strongly on downstream structure, function, and property prediction. Structure-aware
variants incorporate 3D tokens: ProstT5 |[Heinzinger et al.|[2024] uses Foldseek [Van Kempen et al.
[2024] structure tokens and SaProt|Su et al. [2023]] combines structural tokens with amino acids.
These models are typically pre-trained on millions of individual sequences with self-supervised
objectives such as masked language modeling. However, proteins function through interaction
networks, and protein-protein interactions (PPIs) underlie nearly all cellular processes, making PPI
prediction central to drug discovery, protein design, and fundamental biology.

Efforts to model protein-protein interactions have taken complementary routes. MINT |Ullanat
et al.[[2026] fine-tuned a pre-trained ESM2-650M model with a cross-attention module to produce
interaction-aware embeddings, improving PPI prediction and mutational effect benchmarks over
single-sequence baselines. To address the scarcity of experimental interaction data, La-Complexa
Didi et al.|[2026]], a latent flow matching model for binder design, extracted interacting domain pairs
from predicted multimeric structures in the AlphaFold Protein Structure Database (AFDB) Varadi
et al.| [2024] to build synthetic PPI data beyond the limited set of experimentally resolved complexes,
showing that structure-derived synthetic data improves interaction prediction.

In this work, we investigate whether augmenting PLM pre-training with PPI data improves represen-
tation learning for downstream PPI tasks. We present ProPRINT (Protein Property and Interaction
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Prediction), a 3B-parameter TS5 encoder-decoder model jointly pre-trained on two objectives: (i) a
standard single-sequence inpainting task, and (ii) a pair inpainting task that reconstructs masked
residues of one protein conditioned on its interacting partner, sourcing PPI data from both experi-
mentally verified interactions and synthetic structural databases. We evaluate ProPRINT on five PPI
benchmarks (binary interaction, mutational effect, and AAG prediction) and eight single-sequence
tasks. Our results show that multi-task pre-training with augmented PPI data and a novel contact-
aware masking strategy outperforms single-sequence PLM baselines on two out of five PPI tasks and
four out of eight single-sequence tasks.

Our key technical contributions are:

Multi-task pre-training objective. We introduce a multi-task pre-training framework that jointly
trains on single-sequence inpainting and protein-protein pair inpainting objectives, integrating PPI
understanding directly into the pre-training stage of a PLM without requiring architectural modifica-
tions or a separate fine-tuning step. To our knowledge, this is the first work where LLMs have been
pre-trained jointly on single-sequence and PPI data.

Synthetic PPI data. We introduce SynthPPI, a large-scale synthetic PPI dataset of approximately
74.6 million interacting domain pairs derived from AFDB. This dataset can be used to augment
limited experimental PPI data.

Contact-aware masking strategy. We propose a contact-aware masking strategy that preferentially
masks residues at binding interfaces. Binding site information is obtained from AFDB when
constructing SynthPPI, demonstrating a way to integrate multimodal information into sequence-only
models. This is a novel masking strategy where the model directly learns binding site information
during pre-training without any architectural changes. To our knowledge, this is the first work where
this strategy has been used for masking during PLM pre-training.

2  Methods

2.1 Training Data

We trained ProPRINT on four different datasets - UniRef30 and BigDB for the inpainting task and
StringDB and SynthPPI for the pair inpainting task. Dataset statistics are listed in table [AT]

Inpainting Data. We used two single-sequence datasets for the inpainting task. UniRef30 Mirdita
et al.| [2022] is a clustered representation of UniRef100, grouping all UniProt Knowledgebase
sequences at 30% sequence identity using MMseqs2; each cluster is represented by its seed sequence,
yielding a non-redundant set of approximately 19.2 million representative sequences. BigDB was
constructed as a deduplicated union of several large-scale protein sequence repositories: UniProt
Archive (UniParc) [uni| [2025]], UniRef|Suzek et al.|[2007]], NCBI Reference Sequence (RefSeq) [Pruitt
et al.[[[2005]], and MGnify Richardson et al.| [2023]], clustered at 85% sequence identity to reduce
redundancy while preserving broader sequence diversity than UniRef30.

Pair Inpainting Data. We used two PPI datasets for the pair inpainting task. StringDB provides
experimentally validated physical interactions: we used the physical interaction subset of STRING
(version 2023) |Szklarczyk et al. [2025], keeping only high-confidence pairs dominated by experi-
mental evidence to minimize false positives. SynthPPI is a synthetic dataset of ~74.6M interacting
domain pairs derived from AFDB, where interacting domains are identified from predicted structures
(fig.[AZ). SynthPPI is much more diverse than StringDB in unique sequences (table[AT)), with shorter
sequences since they are drawn from domains. Full filtering and curation details are provided in

appendix [D.1]

2.2 Training Details and Objectives

We trained ProPRINT as a 3B-parameter TS encoder-decoder using the Megatron-LM framework for
200B tokens on 32 NVIDIA H200 GPUs, with a training data composition of 34% inpainting, 33%
StringDB, and 33% SynthPPI. Sequences were tokenized at single-residue granularity. The full run
completed in 508K steps (~6 days). Complete architecture and optimization details are provided in

appendix [D.3]
The model is trained with the two training objectives — standard inpainting objective and a pair
inpainting objective, both optimized with a cross-entropy loss.



Inpainting. In the first task, the model is trained to reconstruct residues masked in a single protein
sequence. We follow the ESM tokenization convention, each masked residue is individually replaced
with a mask token. The masking rate is sampled from a Beta-linear schedule with parameters o = 5,
B =8, and a linear fraction of 0.5.

Pair inpainting. In the second task, two interacting protein sequences are concatenated with a special
<pair_sep> token. Only the second sequence is masked using the same Beta-linear masking scheme,
and the model learns to reconstruct the masked residues conditioned on the full first sequence. The
model learns representations that capture inter-protein dependencies from this objective.

Contact-aware masking for SynthPPI data. For SynthPPI data, we explored a new masking
strategy that distinguished between contact and non-contact residues in the second sequence. We
defined a residue as a contact residue if it lies at the binding interface between the two domains (at
least 15 residue pairs within 8 A for the Cf3 atoms in the predicted structure). We then applied two
separate Beta-linear masking functions — (i) a Beta-linear distribution with & = 5, § = 5 and a linear
fraction of 0.5 for residues in the second sequence that formed contacts or direct protein-protein
interactions, and (ii) a Beta-linear distribution with o = 2, 8 = 8 and a linear fraction of 0.5 for the
remaining residues of the second sequence. This contact-aware scheme allowed the model to see a
higher masking rate at interaction interfaces while applying a lighter masking rate to non-contact
regions. The residues at the binding site exhibit stronger correlations with the partner protein, and
we hypothesize that preferentially masking these positions encourages the model to learn richer
inter-protein dependencies.

2.3 Evaluation Details

We compared ProPRINT-3B against ESM-2 models spanning 8M to 3B parameters [Lin et al.|[2023]]
and MINT |Ullanat et al.|[2026] (tables [l|and . All models were evaluated using frozen encoders
with identical MLP probing heads, ensuring that differences reflected representation quality rather
than fine-tuning capacity. Sequence-level embeddings were obtained by mean-pooling residue-level
representations, and a lightweight MLP probing head was trained on top to isolate representation
quality. For protein-protein pairs, we extracted embeddings in two modes. In inpainting mode,
each sequence in the pair is encoded independently and the resulting residue-level embeddings are
concatenated before mean-pooling; this mode is also used for single-sequence models such as ESM2.
In pair inpainting mode, the two sequences are concatenated with a <pair_sep> token and encoded
jointly, and the residue-level embeddings of the resulting complex are mean-pooled together, allowing
the encoder to model inter-protein context directly. Full embedding-extraction and probing protocols
are provided in appendix [E.3]

3 Results

We evaluated ProPRINT on five PPI benchmarks and eight single-sequence downstream tasks. The
PPI benchmarks are as follows: binding free energy change prediction (AAG, SKEMPI Jankauskaite
et al.|[2019]), mutational effect prediction (Mutational PPI|Siwek et al.|[2025]), and binary interaction
prediction (Golden-PPI |Bernett et al.|[2024], Human-PPI, and Yeast-PPI Xu et al.| [2022]], Pan et al.
[2010], |Guo et al.|[2008]]). The single-sequence tasks cover protein function, property, and structure
prediction. We report each benchmark with the metric used by its original source and provide full
dataset descriptions, splits, and metric rationale in appendices E], @] and@

ProPRINT achieves state-of-the-art on Golden-PPI and SKEMPI. On the five PPI benchmarks
(table[T)), ProPRINT-3B was best on Golden-PPI (AUROC 0.690, +16.2% over second-best MINT at
0.594) and SKEMPI (Pearson r 0.505, vs. MINT 0.488 and ESM2-3B 0.485). The Golden-PPI gain
is notable given its controlled sequence-identity thresholds to prevent leakage, suggesting ProPRINT
learned generalizable interaction features rather than memorizing sequence similarity. ESM2-3B led
on Human-PPI (0.904), MINT on Yeast-PPI (0.656), and ESM2-150M on Mutational PPI (0.378).

No degradation on single-sequence tasks. On eight single-sequence benchmarks (table [2),
ProPRINT-3B achieved the best result on four — Cloning classification (0.858), Fitness predic-
tion (0.904), Material production (0.872), and Solubility prediction (0.769) — outperforming all
ESM-2 variants and MINT despite allocating 66% of its training budget to PPI objectives, with
ESM-2 variants leading on the remaining four. This suggests PPI-augmented pre-training acts as a
beneficial regularizer for representation learning of single sequences rather than introducing negative
transfer.



Table 1: Comparison of protein language models for five PPI tasks. Values reported as mean =+ std.
Bold indicates best result per column.

Golden-PPI Human-PPI Yeast-PPI SKEMPI Mutational PPI
Model Mode (AUROC 1) (Accuracy 1) (Accuracy T) (Pearsonr T) (AUPRC 1)
ESM2-8M 1P 0.584 +.000  0.800 =+ .000 0.605 + .001 0.449 + 007 0.284 + .010
ESM2-35M 1P 0.582 + .000 0.860 = .000 0.564 + .001 0.457 + .009 0.339 + 011
ESM2-150M 1P 0.587 +£.000  0.878 4 .000 0.568 + .000 0.486 + .009 0.378 + .010
ESM2-650M 1P 0.585 + .000 0.870 £ .001 0.653 + .001 0.478 + .006 0.353 + .010
ESM2-3B 1P 0.589 =+ .000 0.904 + .000 0.591 =+ .001 0.485 + .008 0.366 + .009
MINT 1P 0.594 + .000 0.878 & .000 0.656 + .001 0.488 + .010 0.357 + .011
MINT PIP 0.593 £ .000  0.728 4 .000 0.639 + .001 0.467 + .020 0.278 + .008
ProPRINT-3B IP 0.690 + .006 0.888 + .024 0.593 + .051 0.505 + .018 0.354 + .029

ProPRINT-3B  PIP 0.678 + .008 0.864 £ .033 0.577 £ .034 0.404 + .075 0.312 + .022
IP - inpainting, PIP - pair inpainting.

Table 2: Comparison of protein language models on single sequence downstream tasks. Values
reported as mean =+ std. Bold indicates best result per column.

Cloning clf Enzyme cat. eff. Fitness pred. Fold pred. Material prod. ~ Metal ion bind. ~ Solubility pred.  Stability pred.
Model (ROC AUC 1) (Pearson r 1) (Spearman p 1) (Accuracy 7) (ROC AUC 1) (Accuracy 1) (Accuracy 1) (Spearman p 1)
ESM2-8M 0.816 +.007 0.679 +.019 0.799 + 011 0.567 +.009 0.855 +.006 0.737 + 015 0.705 + .006 0.746 + 016
ESM2-35M 0.829 + .006 0.687 +.019 0.799 + .010 0.655 + .008 0.860 =+ .006 0.758 + .013 0.719 + .006 0.774 + 018
ESM2-150M 0.827 + .006 0.699 + .018 0.808 & .010 0.691 + .008 0.865 + .005 0.764 + 013 0.732 + .006 0.766 + .017
ESM2-650M 0.829 + .006 0.713 + 019 0.824 + 010 0.732 + .008 0.864 + .006 0.775 + 014 0.738 +.006 0.709 + .024
ESM2-3B 0.828 + .004 0.691 + .006 0.830 +.003 0.745 + .005 0.861 + .005 0.789 + 010 0.745 + .005 0.749 + 038
MINT 0.821 £ .007 0.700 + .018 0.824 + 010 0.690 + .008 0.859 + .006 0.752 + 016 0.733 + .006 0.718 +.026
ProPRINT-3B 0.858 + .006 0.695 +.019 0.904 + .006 0.676 + .008 0.872 + .006 0.778 + 014 0.769 + .006 0.731 + .027

Inpainting mode yields stronger probing performance. Across both PPI and single-sequence tasks,
inpainting-mode embeddings (independent per-sequence encoding) consistently outperformed pair
inpainting mode under the MLP probe, consistent with MINT. The pair inpainting mode may require
different downstream architectures (e.g., attention over the joint representation) to fully exploit its
contextualized embeddings.

Training efficiency. ProPRINT-3B’s 508K training steps are comparable to ESM2-3B (500K) but far
fewer than MINT’s 1M fine-tuning steps on ESM2-650M. Validation loss was still decreasing across
all data sources at the end of training (fig.[Ad), indicating further training would likely help.

Ablation studies. We conducted extensive ablations at the 1B-parameter scale to guide the design
of ProPRINT-3B. These experiments show that multi-task pre-training consistently outperforms
single-task inpainting and pair inpainting baselines, and that the contact-aware masking strategy
improves performance over uniform masking. Moreover, a token-matched 3B single-sequence-only
control confirms that pair inpainting data drives gains on 3 of 5 PPI tasks and 6 of 8 single-sequence
tasks at final scale (appendix [F.3). Full results and analysis are provided in appendix [F]

4 Conclusion

We present ProPRINT, a 3B-parameter T5 encoder-decoder protein language model that integrates
protein-protein interaction data directly into pre-training through a novel pair inpainting objective
alongside standard single-sequence masked infilling. We curated SynthPPI — a dataset of 74.6 million
interacting domain pairs extracted from predicted structures in the AlphaFold Protein Structure
Database that serves as a scalable alternative to limited experimental PPI data — and introduce a
contact-aware masking strategy that injects structural binding-site information into sequence-only
models without architectural changes or explicit structure inputs. ProPRINT-3B achieved state-of-the-
art performance on Golden-PPI and SKEMPI while leading on 4 of 8 single-sequence benchmarks,
showing that PPI-augmented pre-training yields representations that are simultaneously stronger for
interaction tasks and competitive for property prediction. Promising future directions for this work
include exploring adaptive curriculum strategies that dynamically tune the single-sequence and PPI
data mixing proportions per task, and extending contact-aware masking to multi-chain complexes
and other structural modalities.
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C Overview of work

ProPRINT: Multi-Task Pre-Training with Protein-Protein Interaction Data

A. Training Data B. Pre-training Objectives C. Evaluation
Single-sequence datasets
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Figure A1l: Overview of the ProPRINT model. The model is jointly pre-trained on two objectives: (i)
single-sequence inpainting, and (ii) pair inpainting, where masked residues in one protein are infilled
conditioned on its interacting partner.



D Training Data Details

Domain-domain
interaction filtering

Figure A2: Curation of SynthPPI database: Cartoon representation of different domains present
in the AlphaFold2 predicted structure AF-A0A059CIZ9-F1-model_v4 with each domain shown in
a different color. We split the structure into multiple domain pairs which constitute our SynthPPI
database. All pairs of domains are exhaustively sampled to identify interacting domains.

D.1 Pair Inpainting Data

StringDB. The STRING database |Szklarczyk et al.| [2025]] compiles both direct physical protein-
protein interactions and functional associations, drawing from diverse evidence sources including
genomic neighborhood, gene fusion, co-occurrence, co-expression, text mining, curated databases,
and experimental data. Each interaction is assigned a combined confidence score between 0 and 1000,
aggregated across these evidence channels and corrected for the prior probability of observing an
interaction by chance.

We used the physical interaction subset of STRING (version 2023), which retained only PPIs
supported by direct evidence of physical binding. We applied two filters: (i) we retained only high-
confidence pairs with a combined score greater than 700, and (ii) we required that the experimental
evidence score was the dominant contributor to the combined score (majority_experiments filter).
This strict filtering criterion was designed to minimize false-positive interactions, particularly those
arising from text-mining co-occurrences.

SynthPPI. SynthPPI is a dataset derived from the AlphaFold Protein Structure Database (AFDB).
This is a dataset of interacting protein-protein domains used as additional synthetic data for the
pair inpainting task. We used only high and medium quality structures from the AFDB database as
a starting point. Structures with average Predicted Local Distance Difference Test (Avg pLDDT)
greater than equal to 70% are defined as high quality and structures with Avg pLDDT between
40-70% are defined as low quality. The following filtering criterion was used - i) Sequence of the
predicted structure matches UniProt Consortium| [[2015]] sequence ii) Sequence length is larger than
74 amino acids iii) Avg pLDDT 70% iv) For predicted structures with Avg pLDDT in between
40-70%, include only those predicted as monomer by seq2symm |Kshirsagar et al.|[2025].

We obtained 113 million structures from AFDB after filtering and extracted corresponding domain
information using domain information from the TED database (version 4) [2024]. We
defined two domains to be interacting if there are at least 15 residue pairs making a contact of 8
A or less for the C/3 atoms (Ca for Glycine residue). We checked whether there is an interaction
or not for each pair of domains in a structure (fig.[A2). After processing, the database contained




about 415 million protein-protein interaction data. We further clustered the data based on 90%
sequence similarity to obtain a clustered SynthPPI dataset used for pre-training containing 74,557,665
protein-protein interactions. Overall SynthPPI is much more diverse than StringDB in terms of
unique sequences (table[AT] The protein sequences are shorter in length than StringDB since they are
obtained from domains.

D.2 Data holdout

To prevent data leakage and maintain fair evaluation, we first sampled random subsets ( 5-20K entries,
proportional to each database’s size) from all four source datasets to form holdout sets for validation
and test. For pair inpainting data, we removed from the training set any protein-protein pair in
which either sequence appeared in the holdout set. These holdout samples were then pooled, and any
exact sequence duplicates were filtered from the training data across all databases via sequence-level
alignment.

Table Al: Summary of size and number of training tokens in the four pre-training datasets. PPI pairs
is not applicable for single-sequence datasets.

Dataset Task Unique seq. PPIpairs Total tokens
UniRef30 Inpainting ~19.2M - ~5.8B
BigDB Inpainting ~3.4B - ~781.9B

StringDB  Pair inpainting ~10.3M ~75.0M ~29.0B
SynthPPI  Pair inpainting ~ ~106.8M ~74.6M ~17.6B

D.3 Training Details

We trained a 3B-parameter T5 model using the Megatron-LM framework for a total of 200B tokens
on 32 NVIDIA H200 Tensor Core GPUs. The training data composition was 34% inpainting, 33%
StringDB and 33% SynthPPI. Protein sequences were tokenized at single-residue granularity, where
each amino acid corresponded to one token, and packed to a context length of 12,288 tokens.

We used a cosine learning rate schedule with a peak learning rate of 5 x 10~%, a minimum learning
rate of 5 x 1079, and 2,000 warmup steps. Optimization was performed with AdamW (3; = 0.9,
Ba = 0.95, ¢ = 10~%), a weight decay of 0.1, and gradient clipping at 1.0. In the decoder, we added
QK normalization in the cross-attention layers to improve training stability, which enabled 2—2.5 %
higher learning rates without divergence. We applied an attention dropout of 0.1 and a decoder
dropout of 0.1. Training used BF16 mixed precision with a micro-batch size of 1 and a global batch
size of 32. We evaluated every 2,000 steps. The full training run completed in 508626 steps and in
approximately 6 days.

D.4 Ablation Study: 1B Model Training

For ablation studies, we trained smaller 1B-parameter variants of our model on a budget of 32B tokens
for 67349 training steps using 1 node (8 NVIDIA H200 GPUs). We used FP16 mixed precision with
a micro-batch size of 1 and a global batch size of 8. Sequences were packed to a context length of
59,392 tokens. The peak learning rate was set to 1 x 10~* with a minimum learning rate of 1 x 1075,
following the same cosine schedule and warmup strategy as the 3B model. We disabled both attention
and decoder dropout in the 1B models, as we observed training instability when dropout was enabled
at this scale. All other hyperparameters, including the optimizer configuration, gradient clipping, and
training objectives, remained identical to the 3B setup described in the main text.
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Table A2: Architecture details for the 3B and 1B model variants. Both models use a T5 encoder-
decoder architecture with RoPE positional embeddings, RMSNorm, SwiGLU activations, and QK-
LayerNorm.

HYPERPARAMETER 3B 1B
HIDDEN SIZE 2048 1024
NUM LAYERS 24 24
ATTENTION HEADS 32 16
KV CHANNELS 64 64
FFN HIDDEN SIZE 5504 2816
SEQUENCE LENGTH 2048 2048
VOCAB SIZE 255 255
POSITION EMBEDDING ROPE ROPE
ROTARY BASE 10000 10000
NORMALIZATION RMSNORM RMSNORM
ACTIVATION SwWIGLU SwWIGLU

E Evaluation data details

E.1 Evaluation Datasets

We hypothesize that augmenting PLM pre-training with PPI data results in better representation
learning. We test our hypothesis by evaluating ProPRINT on eight single-sequence and five PPI tasks.
The five PPI benchmarks span two task categories.

3-sequence PPI tasks. These tasks involved a wild-type (WT) sequence, a mutant sequence, and
an interacting partner protein.

» SKEMPI Jankauskaite et al.|[2019]: A regression task predicting changes in protein-protein
binding free energy (AAG) upon mutation. The dataset contained over 7,000 mutations
across structurally resolved complexes from the PDB.

* Mutational PPI Siwek et al.|[2025]: A binary classification task predicting whether a single-
point mutation at a protein-protein interface disrupted interaction. The dataset contained
6,300 entries, of which approximately 76% were disrupted interactions. We evaluated
with 5-fold cross-validation grouped by wild-type sequence and seed averaging, reporting
AUPRC. This dataset is heavily imbalanced ( 76% disrupted interactions). AUPRC is more
informative than AUROC for imbalanced datasets because it focuses on the precision-recall
tradeoff for the minority class.

2-sequence PPI tasks. These binary tasks involved predicting whether two protein sequences
interact or not. All tasks were evaluated with bootstrap aggregation.

* Golden-PPI Bernett et al.| [2024]: A gold-standard binary PPI prediction benchmark with
approximately 274K curated pairs across three intra-species splits and controlled sequence
identity thresholds to prevent data leakage. The positive-negative ratio in this dataset is well-
balanced and the original benchmark paper reports AUROC. We follow their convention.
AUROC measures discrimination ability across all thresholds and is appropriate when
classes are reasonably balanced. None of the pairs of sequences in this dataset was present
in the training set for StringDB and SynthPPI.

* Yeast-PPI Xu et al.|[2022],|Guo et al.|[2008]: A binary PPI prediction benchmark among
S. cerevisiae proteins from TorchDrug, containing approximately 5,000 training pairs with
fixed splits. We report accuracy for this task following TorchDrug convention.

* Human-PPI Xu et al.| [2022], |Pan et al.|[2010]: A binary PPI prediction benchmark among
human proteins from TorchDrug, containing over 35,000 training pairs with fixed splits. We
report accuracy for this task following TorchDrug convention.

In addition to the PPI tasks, we evaluated ProPRINT on eight single-sequence downstream tasks
spanning protein function, property and structure prediction (appendix [E.4).
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E.2 PPI Task Dataset Compositions

Table A3: Dataset splits and class distributions for the four binary PPI benchmarks. SKEMPI is a
regression task and is excluded. Mutational PPI uses 5-fold cross-validation with no predefined splits.

Dataset Train Valid Test Positive  Negative
Golden-PPI 163,019 59,260 52,048 137,166 137,161
Human-PPI 26,319 234 180 18,520 17,701
Yeast-PPI 4,945 95 394 2,688 2,746

Mutational PPI  No predefined split - 6,306 total 4,833 1,473
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Figure A3: AAG distribution for SKEMPI dataset.

E.3 Evaluation Details

E.3.1 Generation of Embeddings for PPI pairs

Embeddings were computed using a frozen encoder. We evaluated three protein language models:
ESM2, MINT, and our model (ProPRINT). For ProPRINT, we used the inpainting and pair inpainting
task mode when extracting embeddings for single sequence and protein-protein pairs respectively.

3-sequence PPI tasks. For single-sequence models (ESM2) or inpainting mode, each of the three
sequences—wild-type, mutant, and binding partner—was encoded independently. Residue-level
embeddings for wild-type (or mutant) and binding partner were concatenated and mean-pooled to
obtain sequence-level representations for the protein-protein pairs.

For pair-inpainting mode, the wild-type or mutant sequence was concatenated with the interacting
partner and encoded jointly. Residue-level embeddings for the protein complexes were mean-pooled
together to obtain representations for the protein-protein pairs.

We further took a difference between the wild-type and mutant embeddings to isolate the effect
of the mutation. This strategy reduced confounding effects from protein identity and focused the
representation on the mutational effect.

2-sequence PPI tasks. For single-sequence models or inpainting mode, each protein in the pair
was encoded independently. The embeddings were then concatenated and mean-pooled to obtain
protein-protein pair embeddings. For pair-inpainting models, both sequences were concatenated and
encoded jointly, followed by mean pooling.

E.3.2 Probing Head

We used a 2-layer MLP probing head (hidden dimension 640, ReLU activation) optimized with
AdamW (learning rate 1073, weight decay 10~%), following the setup from MINT |Ullanat et al.
[2026]. For datasets with predefined splits (Golden-PPI, Human-PPI, Yeast-PPI), we used the
provided train/validation/test partitions. For datasets without predefined splits (SKEMPI, Mutational
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PPI), we performed group 5-fold cross-validation, where groups were defined by PDB complex ID
for SKEMPI and Interactor ID for Mutational PPI. In each fold, one-fifth of the groups were held out
as the test split, another fifth as validation, and the remaining groups as training data. We tested each
group only once. Each MLP was trained for 500 epochs per fold. For SKEMPI which is a regression
task, we used mean-squared error loss, and for the other four PPI prediction tasks, we used binary
cross-entropy loss.

All experiments were repeated across 20 random seeds, which controlled both the fold assignment
and MLP weight initialization. We used predefined splits where available and group 5-fold cross-
validation otherwise. We report metrics for predictions on the test set corresponding to the epoch with
the highest validation metric. For cross-validation tasks, overall out-of-fold metrics were aggregated
per seed with 95% t-distribution confidence intervals. For fixed-split tasks, metrics were aggregated
across seeds with 95% bootstrapped confidence intervals.

E.4 Single-Sequence Downstream Tasks

Train-valid-test splits for all eight tasks were downloaded from https://huggingface.co/biomap-
research .

Fitness Prediction Xu et al. [2022]. This task involves predicting the fitness landscape of the GB1
domain, assessing how sequence variants affected binding affinity and stability. The dataset captures
combinatorial mutations and their measured fitness values. We report Spearman rank correlation
coefficient (Spearman p).

Enzyme Catalytic Activity |Li et al.[[2022]. This task involves predicting k.,; values (enzymatic
turnover numbers) representing the maximum chemical conversion rate for metabolic enzymes across
diverse organisms. We report Pearson correlation coefficient (Pearson ).

Stability Prediction Rocklin et al.|[2017]. This task involves predicting the protease concentration
at which a protein retained its folded state, serving as a proxy for thermodynamic stability. We report
Spearman rank correlation coefficient (Spearman p).

Solubility Prediction Niwa et al.|[2009]. A binary classification task predicting whether a protein is
soluble or insoluble, evaluated on a diverse set of proteins. We report accuracy.

Cloning Classification Wang et al.|[2014]]. Protein crystals for X-ray crystallography undergo a
series of step during experimental structure prediction — including selection, expression, purification,
and crystal structure determination. This task predicts whether a protein was stable at a given
experimental stage, based on stage-specific labels. We report ROC AUC.

Material Production Wang et al. [2014]. This task predicts whether a protein sequence fails at the
material production stage during experimental characterization. We report ROC AUC.

Metal Ion Binding |Cheng et al.[[2023]]. Metal ion binding is one of the processes through which
proteins function in cellular environments. This task predicts whether a protein bound metal ions. We
report accuracy.

Fold Classification (Chen et al. [2024]. A multi-class classification task assigning protein sequences
to one of 1,195 known structural folds. We report accuracy.

E.5 Probing head for single-sequence tasks

We used a MLP as a linear probe to compare the learned protein representations. The per-residue
embeddings were averaged, projected into 128 dimensions followed by ReLU activation and then
passed to the output layer. Each MLP was trained for 2,000 epochs using AdamW. We selected test
predictions from the epoch with the highest validation metric, and results were aggregated across 20
random seeds with 95% bootstrapped confidence intervals.
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Figure A4: Validation loss curves for ProPRINT. Loss is still decreasing indicating model is under-
trained.

F Ablation Studies

F.1 Effect of Data Mixing Proportions

We performed ablation studies with seven 1B models trained on 100B tokens but with different data
proportions to understand the effect of different proportions of inpainting and pair inpainting data
during pre-training. We evaluated the trained models on the 5 PPI tasks (table [Ad) and 8 single
sequence tasks (table[A3)).

Multi-task training improved PPI benchmarks over single-task inpainting and pair inpainting
baselines. Ablation experiments which included a mixture of the two tasks overall performed better
for the PPI tasks compared to models trained with 100% inpainting or 100% pair inpainting data.
There wasn’t a single data composition that performed the best across all the 5 tasks, indicating that
combining both PPI data sources StringDB and SynthPPI with single-sequence data yielded broadly
strong representations. We made a similar observation for single sequence downstream tasks as well
where no single data composition was a clear winner (table [A5). We decided to train a larger 3B
model on 34% Inpainting + 66% Pair inpainting (33% StringDB + 33% SynthPPI) data composition.

Table A4: 1B ablation experiments: PPI task metrics across the two task modes and for different task
and data mixing proportions. Values reported as mean =+ std over 20 seeds. Bold indicates best result
per column across both modes.

Golden-PPI ~ Human-PPI Yeast-PPI SKEMPI Mutational PPI
Mode Task proportion (AUROC 1)  (Accuracy 1)  (Accuracy 1) (Pearson r 1) (AUPRC 1)
Inpainting  100% IP 0.673 £.006  0.829 + .028 0.578 +.033 0.478 £ .019 0.300 £ .013
70% IP + 15% Str + 15% Syn 0.681 +.005  0.852 4+ .027 0.551 +.031 0.483 + .028 0.337 + .023
50% IP + 50% Str 0.671 +.004  0.854 £ .025 0.579 + .044 0.465 £ .017 0.316 +.033
50% IP + 50% Syn 0.668 +.006  0.856 + .031 0.554 + .037 0.478 + .020 0.349 + .023

50% IP + 25% Str + 25% Syn 0.677 +£.005  0.856 + .025 0.549 + .031 0.468 + .017 0.297 + .025
34% IP + 33% Str + 33% Syn 0.684 + 004  0.870 + .025 0.561 + .036 0.476 + .037 0.333 + .022
100% PIP (50% Str + 50% Syn)  0.669 +.006  0.844 +.025 0.556 + .036 0.470 + .017 0.289 + .024

Pair

inpainting  100% IP 0.671 +£.005  0.821 +.029 0.550 =+ .031 0.435 +.017 0.281 =+ .020
70% TP + 15% Str + 15% Syn 0.671 +.003  0.871 +.025 0.543 4+ .029 0.441 + 054 0.302 £ .019
50% IP + 50% Str 0.668 +.005  0.866 + .023 0.565 + .041 0.437 £ .019 0.369 + .029
50% IP + 50% Syn 0.672 +.004  0.869 + .027 0.555 +.032 0.436 + .037 0.345 + .021

50% IP + 25% Str + 25% Syn 0.679 +.006  0.875 + .023 0.558 + .042 0.449 + .025 0.330 £ .023
34% IP + 33% Str + 33% Syn 0.666 +.005  0.875 +.023  0.566 +.038 0.464 + .030 0.319 £ .017
100% PIP (50% Str + 50% Syn)  0.663 + .006  0.844 + .026 0.547 + .031 0.453 + .023 0.283 £ .017

IP - inpainting, PIP - pair inpainting, Str -StringDB, Syn - SynthPPL.
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Table AS: 1B ablation experiments: Single sequence evaluation metrics. Values reported as mean +
std over 20 seeds. Bold indicates best result per column.

Task proportion Cloning clf Enzyme cat. eff. Fitness pred. Fold pred. Material prod.  Metal ion bind. ~ Solubility pred.  Stability pred.
(ROC AUC 1) (Pearson r 1) (Spearman p 1) (Accuracy 7) (ROC AUC 1) (Accuracy 1) (Accuracy T) (Spearman p 1)
100% 1P 0.849 -+ .006 0.693 + 018 0.862 + .008 0.635 +.009 0.866 =+ .006 0.761 + .013 0.746 + .006 0.717 + 012
70% IP + 15% Str + 15% Syn 0.843 +.006 0.699 + 018 0.877 + .007 0.625 +.009 0.868 + .006 0.755 + .013 0.752 + .006 0.759 + 012
50% 1P + 50% Str 0.843 + .006 0.695 + 018 0.860 + .009 0.597 + .009 0.864 + .006 0.759 + 014 0.750 + .006 0.721 + 012
50% IP + 50% Syn 0.835 =+ .006 0.692 + .019 0.863 +.008 0.645 = 008 0.866 =+ .006 0.766 =+ 014 0.741 + 007 0.685 +.020
50% IP + 25% Str + 25% Syn 0.841 =+ .006 0.691 + .019 0.874 + .007 0.628 =+ .009 0.865 =+ .005 0.753 + 014 0.754 + .006 0.735 + 016
34% IP + 33% Str + 33% Syn 0.841 =+ .006 0.697 + 019 0.871 + .008 0.607 =+ .009 0.865 + .005 0.760 + 013 0.747 + 006 0.712 + 013
100% PIP (50% Str + 50% Syn) ~ 0.828 -+ .006 0.688 + .019 0.873 + .008 0.591 + 010 0.854 + .006 0.751 + 014 0.734 + 006 0.730 + 016

1P = inpainting, PIP = pair inpainting, Str = StringDB pair inpainting, Syn = SynthPPI pair inpainting.

F.2 Effect of Contact-Aware Masking

We compared two masking strategies for SynthPPI data for a 3B model trained with 100B tokens
and under the same 50% Inpainting + 25% StringDB + 25% SynthPPI data mixing proportion
(table [AG). The training was completed in 127156 steps. The contact-aware strategy applied a
separate Beta-linear masking function («=>5, 3=5) to residues at the binding interface and a lighter
masking function (a=2, f=8) to the remaining residues, while the uniform strategy applied the same
Beta-linear masking (a«=>5, 5=8) across the entire second sequence.

Contact-aware masking consistently outperformed uniform masking across all five PPI bench-
marks under both task modes. These results support our hypothesis that preferentially masking
residues at binding interfaces helps the model learn stronger inter-protein dependencies, as there are
stronger correlations between the two interacting proteins at the binding interface. Contact-aware
masking also improved performance on most single sequence downstream tasks; full results are pro-
vided in table[A7] This finding is further supported by the validation loss curves where contact-aware
masking resulted in lower loss values, particularly for the SynthPPI dataset (fig.[AJ).

Table A6: Effect of contact-aware masking on PPI tasks across both task modes (50/25/25 data mix).
Values reported as mean =+ std over 20 seeds. Bold indicates better result per column within each
mode.

Golden-PPI Human-PPI Yeast-PPI SKEMPI Mutational PPI
Mode Masking strategy  (AUROC 1)  (Accuracy 1) (Accuracy 1)  (Pearson r 1) (AUPRC 1)
Inpainting  Contact-aware 0.672 + 004  0.876 + .023 0.566 + .048 0.481 + 014 0.342 + 031
Uniform 0.668 +.007  0.841 + .027 0.545 + 032 0.466 + .045 0.329 + .038
Pair
inpainting ~ Contact-aware 0.669 + 005  0.870 & .023 0.594 + 028 0.438 + 033 0.304 + 017
Uniform 0.663 +£.005  0.820 £ .029 0.582 + .033 0.426 + .031 0.283 + .020

Table A7: Effect of contact-aware masking on single sequence downstream tasks (inpainting embed-
dings, 50 Inpainting/25 StrinDB/25 SynthPPI data mix, 3B model trained on 100B tokens). Values
reported as mean =+ std over 20 seeds. Bold indicates better result per column.

Cloning clf Enzyme cat. eff. Fitness pred. Fold pred. Material prod. Metal ion bind. ~ Solubility pred.  Stability pred.
Masking strategy  (ROC AUC 1) (Pearson 7 1) (Spearman p 1)  (Accuracy 1) (ROC AUC 1) (Accuracy 1) (Accuracy 1) (Spearman p 1)

Contact-aware 0.841 + .006 0.696 + 018 0.853 +.009 0.641 + 008 0.870 + .005 0.766 + 014 0.750 =+ .006 0.732 + 021
Uniform 0.841 =+ .006 0.694 + 019 0.859 =+ .008 0.630 =+ .009 0.863 =+ .006 0.748 + 014 0.746 + .006 0.726 + .020

F.3 Contribution of PPI Data at Final Scale

To directly isolate the contribution of PPI data at final scale, we trained a token-matched 3B single-
sequence-only control: an identical T5 encoder-decoder architecture with an identical training budget
(200B tokens, 508K steps), but trained on 100% single-sequence inpainting data only (no pair
inpainting, no StringDB, no SynthPPI). Comparing this control against ProPRINT-3B isolates the
effect of the pair inpainting data, since the two models differ only in their training data composition.
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Ablation Study: Contact-aware masking
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Figure AS: Validation loss curves comparing contact-aware masking versus uniform masking across
four validation sets. Contact-aware masking achieves lower loss on all datasets, with the largest
gains on SynthPPI pair inpainting, consistent with the hypothesis that preferentially masking binding-
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interface residues results in better representations for protein-protein pairs.

Results for the PPI tasks and single-sequence tasks are shown in tables[A8|and [A9respectively, where

A denotes the pair inpainting contribution (ProPRINT-3B minus control).

Table A8: Contribution of PPI data on PPI tasks: token-matched 3B single-sequence-only control
(100% inpainting) versus ProPRINT-3B. Values reported as mean =+ std over 20 seeds. A is the pair

inpainting contribution (ProPRINT-3B — control).

Task Metric 3B Control (inpainting only)  ProPRINT-3B A (pair inpainting)
Golden-PPI AUROC 0.676 + .005 0.690 £ .006 +0.014
Human-PPI Accuracy 0.849 + .026 0.888 + .024 +0.039
Yeast-PPI Accuracy 0.603 + .029 0.593 &+ .051 —0.010
SKEMPI Pearson r 0.482 + .017 0.505 + 018 +0.023
Mutational PPI ~ AUPRC 0.368 +.027 0.354 + .029 —0.014

Table A9: Contribution of PPI data on single-sequence tasks: token-matched 3B single-sequence-only
control (100% inpainting) versus ProPRINT-3B. Values reported as mean =+ std over 20 seeds. A is

the pair inpainting contribution (ProPRINT-3B — control).

Task Metric 3B Control (IP only) ProPRINT-3B A (pair inpainting)
Cloning clf ROC-AUC 0.852 =+ .006 0.858 =+ .006 —+0.007
Enzyme cat. eff.  Pearson r 0.651 + .022 0.695 + .019 +0.044
Fitness pred. Spearman p 0.867 + .008 0.904 + .006 +0.037
Fold pred. Accuracy 0.656 =+ .009 0.676 + .008 +0.020
Material prod. ROC-AUC 0.874 =+ .005 0.872 + .006 —0.001
Metal ion bind. Accuracy 0.768 £ .016 0.778 + 014 +0.010
Solubility pred. ~ Accuracy 0.759 £ .006 0.769 + .006 +0.010
Stability pred. Spearman p 0.745 & .024 0.731 & .027 —0.014

Pair inpainting provides gains on 3 of 5 PPI tasks at final scale. Golden-PPI (+0.014), Human-PPI
(+0.039), and SKEMPI (40.023) all improve with PPI data. SKEMPI is the cleanest attribution: the
control (0.482) sits below ESM2-3B (0.485), while pair inpainting lifts ProPRINT to 0.505, above all

baselines in table
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PPI data acts as a beneficial regularizer for single-sequence tasks. Six of eight single-sequence
tasks show positive contributions from pair inpainting, with the strongest gains on enzyme catalytic
efficiency (+0.044) and fitness prediction (40.037).

Yeast-PPI and Mutational PPI show no significant difference. Both are within noise across the
control and ProPRINT-3B.

G Limitations

ProPRINT currently operates on sequence pairs; extending to multi-chain complexes and higher-order
assemblies is a natural next step. The contact-aware masking relies on predicted structures from
AFDB, inheriting any biases in AlphaFold’s structure predictions. Our evaluation used frozen-encoder
probing; fine-tuning may improve performance. Finally, the model has not converged after 500k steps
and that scaling compute would likely yield further improvements.
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