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Abstract

Biomolecular foundation models such as AlphaFold 3 and Boltz-2 are typically
used through their decoded structural outputs. However, many biologically im-
portant molecules, including RNA and intrinsically disordered proteins, populate
conformational ensembles that cannot be fully represented by a single static struc-
ture. We propose that intermediate representations from these models contain rich
pre-structural embeddings useful for downstream tasks involving conformationally
flexible biomolecules. Including predicted-structure information is expensive and
provides little value in this context. We validate this representation strategy on
protein-RNA binding affinity prediction, a task where both partners are structurally
heterogeneous and structure-based methods generalize poorly outside related ex-
amples. We introduce ZeroFold, a transformer-based model that integrates protein
and RNA pre-structural embeddings from Boltz-2 through cross-modal attention to
predict binding affinity directly from sequence. To ensure rigorous evaluation, we
construct PRADB, a curated benchmark of 2,582 unique protein-RNA pairs with
experimentally measured affinities, split at a strict 40% sequence identity thresh-
old for both modalities. On the held-out test set, ZeroFold achieves a Spearman
correlation of 0.64, approaching the empirical ceiling imposed by inter-replicate
experimental variability [Landrum and Riniker, 2024, Kramer et al., 2012]. Under
progressively stricter evaluations that remove training-set overlap with competing
methods, ZeroFold performs consistently better than the leading structure-based
predictor (CoPRA) and sequence-based predictor (DeePNAP), with the advantage
widening as overlap is reduced. Ablations replacing pre-structural embeddings
with language-model features or Boltz-2 distogram-derived structural features
substantially degrade performance. These results support pre-structural embed-
dings as an optimal representation strategy for learning the interactions of flexible
biomolecules.
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1 Introduction

Protein-RNA interactions are fundamental to cellular regulation and are involved in key regulatory
functions across cell types and tissues [Glinos et al., 2022, Liu et al., 2024]. Their misregulation
has been implicated in a wide range of diseases, [Tao et al., 2024, Vaghf et al., 2022, Van Nostrand
et al., 2020, Corley et al., 2020, Gebauer et al., 2021]. Protein-RNA interactions remain challenging
to predict as their complexes typically involve large shallow surface areas that lack the hydropho-
bic pockets characteristic of traditionally druggable targets [Seufert et al., 2022], and the binding
frequently involves disordered protein regions.

Several computational strategies have been developed to address this problem, broadly categorised
into two approaches. Structure-based methods, such as PRdeltaGPred [Hong et al., 2023], PredPRBA
[Deng et al., 2019], as PRA-Pred [Harini et al., 2024] and the state-of-the-art CoPRA [Han et al.,
2025] extract features at the binding interface from experimentally resolved structures for training
affinity predictors. Sequence-based models, such as PNAB [Yang and Deng, 2019] and recently
DeePNAP [Pandey et al., 2024] avoid this structural dependency but perform variably across test sets
[Han et al., 2025]. A central limitation across all these models is the scarcity of high-quality training
data, with existing datasets often either noisy and heterogeneous at scale or clean but limited in size.

A key insight motivating this work is that the intermediate (pre-structural) embeddings from structure
prediction algorithms encode richer information about binding than the final predicted structures
themselves. Extracting these embeddings before the structure decoding step avoids the information
loss incurred when a conformational ensemble is reduced to a small set of decoded structures
[Brotzakis et al., 2025, Zhang et al., 2025], which is particularly consequential for flexible molecules
such as RNA. This principle has recently been validated for protein-ligand binding affinity prediction,
[Zhang et al., 2025, Schnapka et al., 2026]. Similar approaches have been successful across a range
of other tasks, such as predicting conformational protein ensembles [Lewis et al., 2025], binding
pockets [Gazizov et al., 2026], and protein-protein interactions [Shi et al., 2026].

Figure 1: Schematic of ZeroFold. ZeroFold is a transformer-based predictor of protein-RNA binding
affinity. Pre-structural embeddings are extracted from the Boltz-2 trunk before its structure-decoding
step. Encoders refine both streams followed by a stack of pair-biased self-attention blocks. Tokens
are pooled and passed to an affinity head that outputs a scalar pKD. Dotted boxes denote components
with fixed parameters (the Boltz-2 trunk); solid boxes denote trainable components.

Our contributions.

We assembled PRADB, the largest ML-ready dataset for this task, comprising 2,582 unique protein-
RNA pairs with 3,939 experimentally measured affinities, with a rigorous benchmark split at a strict
40% sequence identity threshold for both protein and RNA sequences.

We introduce ZeroFold (Fig. 1), the first sequence-based protein-RNA affinity predictor built on
pre-structural embeddings, which outperforms both the leading structure-based predictor (CoPRA)
and the leading sequence-based predictor (DeePNAP).
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Through controlled ablations, we demonstrate that pre-structural embeddings outperform both
language-model and decoded structural features. Further, we find that incorporating decoded struc-
tures provides no measurable benefit and may be detrimental, consistent with the conformational
flexibility of RNA being poorly captured by decoded structures.

2 Methods

Dataset. To train and evaluate ZeroFold, we assembled PRADB, a curated dataset of 2,582 unique
protein-RNA pairs with experimentally measured binding affinities (pKD) drawn from four comple-
mentary sources: ProNAB [Harini et al., 2022], BioLiP2 [Zhang et al., 2024], the UTexas Aptamer
Database [Askari et al., 2024], and PDBBind v2020 [Liu et al., 2017] (see Figure A.1). The 2,582
unique pairs derive from 502 distinct proteins and 1,392 distinct RNA sequences, with protein
sequence lengths spanning a wide range that encompasses both compact RNA-binding domains and
larger multidomain assemblies, and RNA sequence lengths similarly covering a broad spectrum from
short aptamers to longer structured RNAs. Further details are in Appendix C.

ZeroFold Model. ZeroFold comprises four main components: the RNA encoder, the protein encoder,
the pair-biased self-attention blocks, and the affinity prediction head. ZeroFold employs Boltz-2
[Passaro et al., 2025] to extract representations for both protein and nucleic acid chains. These
are the single-sequence and pair representations, which encode the per-residue (or per-nucleotide)
and residue–residue (or nucleotide–nucleotide) spatial and evolutionary relationships, respectively.
They are extracted from the final layer of the Boltz-2 trunk (recycling_steps = 3), just before the
structure module decoding. Both RNA and protein encoders map their Boltz-2 trunk representations
into refined single and pair feature streams. They are each passed through two successive transition
layers with dropout and residual connections. Encoded protein and RNA single representations
are concatenated into a joint token sequence, while the pair representations are combined into a
block-diagonal tensor with the off-diagonal blocks being initialised to zero. The joint single and pair
streams are refined by stacked pair-biased self-attention blocks [Zhang et al., 2025]. The affinity
head then applies masked mean pooling separately over the final protein and RNA single-token
representations, concatenates the two pooled vectors, and passes them through a layer-normalised
MLP with residual blocks to output a scalar pKD prediction. Full details are in Appendix D.

Clustering and sample weighting. To prevent data leakage, protein and nucleic acid sequences were
clustered independently with MMseqs2 easy-cluster [Kallenborn et al., 2025] at 40% sequence
identity and 80% coverage, and train/validation/test splits were assigned at the cluster level. Following
AlphaFold-Multimer [Evans et al., 2021], training samples were weighted inversely to the product of
their protein and RNA cluster sizes, down-weighting densely sampled families and up-weighting rare
pairs. See Appendix C for details.

Training and ablations. All models were trained for 100 epochs on a single NVIDIA GH200
120GB GPU using the Adam optimizer [Kingma and Ba, 2014], using identical splits. Each epoch
comprised 900 samples from the training set weighted by cluster representation. For each ablation,
the same 40-trial Bayesian hyperparameter sweeps with Hyperband early termination were performed,
and the hyperparameters that achieved the best validation SCC were selected. The sequence-LM
representation ablation used ESM-2 t33 650M UR50D protein embeddings [Lin et al., 2023] and
RiNALMo giga v1 RNA embeddings [Penić et al., 2025]. To generate distograms, we discretised
intra-chain Cα (protein) and C ′

4 (RNA) pairwise distances from five Boltz-2 predicted structures into
64 bins over 0–50Å and averaged the per-sample one-hot encodings, giving a soft distogram as the
pair input z, with the Boltz-2 per-residue embedding.

3 Results

ZeroFold performance The final model performed strongly on the test set, achieving a mean
absolute error (MAE) of 1.22, a root-mean-square error (RMSE) of 1.47, a Pearson correlation
coefficient (PCC) of 0.63, and a Spearman correlation coefficient (SCC) of 0.64. Replicate measure-
ments, where present, agree only moderately (PCC 0.68 and 0.58 on the train- and test-set pairs),
indicating substantial label noise and an approximate upper bound on model performance (Appendix
Figure A.1E)[Kramer et al., 2012, Landrum and Riniker, 2024]..
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In addition to its predictive performance, ZeroFold offers a substantial computational advantage by
precomputing structural embeddings for proteins and RNAs. For screening libraries of N protein
molecules against M RNA molecules, the model requires only N + M expensive embedding
passes followed by cheap affinity head predictions, in comparison to the N ×M expensive steps
in conventional structure-based models (Appendix Figure A.2), saving time and cost in large-scale
protein–RNA screening.

Comparison with SOTA predictors We compared the performance of ZeroFold to the leading
structure- and sequence- based protein-RNA affinity predictors, CoPRA [Han et al., 2025] and
DeePNAP [Pandey et al., 2024]. Structure-based predictors, can leverage interaction information
encoded in 3D structures, but only when structures are available. In this study, predicted complex
structures were first generated using Boltz-2 and subsequently used as input for CoPRA. However,
both CoPRA and DeePNAP apply much less stringent sequence similarity thresholds (70% and 100%
respectively) on the proteins in their test sets, and none on the RNA side. This potentially inflates the
reported performance due to data leakage.

To compare ZeroFold and these models, performance was evaluated on four progressively stricter
subsets of the ZeroFold test set (Table 1), from setting A, where everything was included, regardless
of overlap with the training data of CoPRA or DeepNAP, to Setting D where a stricter 40% protein-
sequence-identity threshold was applied. A set where both protein and RNA sequences had < 40%
identity with the corresponding training sets was omitted because it left too few samples.

Table 1: ZeroFold comparison with CoPRA and DeePNAP. Comparison on the full test set (A) and
progressively stricter subsets (B–D), imposing increasingly stringent constraints on protein sequence
overlap with the respective training datasets.

As expected, the performance of CoPRA and DeePNAP decreased as the evaluation criteria became
more stringent, with PCC falling from 0.50 and 0.46 in A to 0.22 and 0.41 in D, reflecting the
difficulty of predicting affinities without closely related sequences. In contrast, the performance of
ZeroFold remained largely consistent across these subsets, with PCC around 0.6. Notably, ZeroFold
outperformed both even in the least restrictive setting, where the other models’ training sets contained
identical or highly similar protein sequences, and it does so without experimentally determined
structural inputs. Bootstrap confidence intervals for all entries are given in Appendix B.

Ablation study on sequence embeddings To quantify the contribution of pre-structural embed-
dings and to justify encoding the protein and RNA separately, four alternative representations were
compared in Table 2. First, each protein–RNA pair was embedded in a joint Boltz-2 pass, so that
pair features span both chains. Second, the full Boltz-2 pipeline was run, including diffusion, over
the default five structures to incorporate explicit structural representations. Third, the structure
was discarded entirely, encoding protein and RNA sequences with ESM-2 [Lin et al., 2023] and
RiNALMo [Penić et al., 2025] respectively. Fourth, to test the contribution of the pair features, only
the Boltz-2 single representation was retained and the pair input was set to zero.

In Table 2, pre-structural embeddings are the strongest representation (A; PCC 0.628 ± 0.015).
Encoding the protein and RNA jointly gives no benefit and is consistently slightly worse (C; 0.578±
0.009), supporting our decision to encode the two chains separately. Adding explicit predicted
structure to either pre-structural variant lowers performance, markedly for the separately encoded
pair (B; 0.478± 0.104, the most variable condition) and mildly for the joint one (D; 0.564± 0.025).
This indicates that the geometric signal in the distogram is already encoded within the trunk features;
we attribute the residual advantage of the pre-structural representation to ensemble-level information
retained before decoding, though we do not test this directly. Frozen language-model embeddings
perform markedly worse than the trunk representation (E; PCC 0.521± 0.060 versus 0.628± 0.015
for A); replacing them with a one-hot encoding alongside the same distogram does not close the gap
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Table 2: Representation ablation. Held-out test-set performance for different input representations.
The joint encoder takes trunk embeddings from a single Boltz-2 pass over the protein–RNA complex.
Sequence Language Model takes ESM-2 and RiNALMo token embeddings. The distogram represen-
tations are derived from inter-residue distance matrices computed from Boltz-2 predicted coordinates.
The single-only condition retains the Boltz-2 single representation s and sets the pair input z to zero.
Mean± 1 s.d. across the top-3 of 5 seeds selected by validation SCC.

Representation PCC SCC

A - Pre-structural (PS) 0.63±0.01 0.64±0.01
B - PS + Distogram 0.48±0.10 0.50±0.08
C - Joint encoding 0.58±0.01 0.60±0.01
D - Joint + Distogram 0.56±0.03 0.57±0.02
E - Sequence Language Model 0.52±0.06 0.50±0.08
F - Sequence + Distogram 0.54±0.04 0.59±0.02
G - PS single only (no pair representation) 0.49±0.02 0.52±0.03

(F; 0.535 ± 0.037), indicating that neither evolutionary nor decoded structural features substitute
for the trunk representation. Retaining only the single representation and zeroing the pair input also
lowers performance substantially (G; PCC 0.493±0.021, SCC 0.524±0.033), to a level comparable
to the language-model baseline, indicating that the pair features carry much of the trunk’s predictive
signal.

Discussion and limitations Several limitations remain. The available quantitative protein-RNA
affinity data are modest in scale relative to other areas of machine learning. Thus, prediction accuracy
is likely to vary across protein classes, RNA types, and affinity regimes. Because Boltz-2 was trained
on public structural data, some PRADB test pairs may have been seen during its pretraining, and we
have not excluded this overlap. It does not confound the comparison with CoPRA, which inherits the
same structures from Boltz-2, but it could favour ZeroFold over baselines that do not use Boltz-2
features, such as DeePNAP. Attention analysis could provide additional evidence that the advantage
of pre-structural embeddings arises from ensemble encoding rather than from general pretraining.

Pre-structural embeddings are thus an informative transfer strategy for conformationally hetero-
geneous partners. We hypothesise that this is because trunk representations retain ensemble-level
information attenuated by structure decoding [Brotzakis et al., 2025, Passaro et al., 2025]. This is
especially consequential for protein-RNA systems, where RNA flexibility, context dependence, and
binding-induced rearrangements limit the utility of static structural models [Ganser et al., 2019].
Crucially, the approach requires no resolved structure at inference time, making it directly applicable
to the large majority of protein-RNA pairs for which structural data do not exist.

A central finding is that the advantage of ZeroFold over both structure-based and sequence-based
baselines widens as evaluation conditions become fairer. Against CoPRA, its lead grows as test
subsets are progressively filtered to remove sequences with training-set overlap. Against DeePNAP,
ZeroFold attains higher correlations on every subset (A–D), although with only 23–48 pairs remaining
on the stricter subsets, these differences are not statistically significant (Appendix B). Together, these
comparisons suggest that the gains of ZeroFold reflect genuine generalisation rather than favourable
dataset composition.

In conclusion, we introduced ZeroFold, a sequence-based transformer for protein–RNA binding
affinity prediction built on pre-structural embeddings from Boltz-2, together with PRADB, a curated
benchmark split at a strict 40% sequence identity threshold for both modalities. ZeroFold outper-
formed leading structure- and sequence-based methods under progressively stricter evaluation, and
controlled ablations showed that pre-structural embeddings were more informative than language-
model and decoded structural features. These results suggest that intermediate representations from
biomolecular foundation models are a more effective strategy than predicted static structures for trans-
ferring information to tasks modelling interactions involving conformationally flexible biomolecules
such as RNA.
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A Supplementary Figures

Figure A.1: Composition and characteristics of PRADB. (A) Breakdown of the 2,582 unique
protein-RNA pairs in PRADB by source database, illustrating the dominance of ProNAB and the
complementary coverage provided by BioLiP2, the UTexas Aptamer Database, and PDBbind v2020.
(B) Distribution of RNA sequence lengths across 1,392 unique RNA sequences, reflecting the broad
range of RNA classes represented in the dataset. (C) Distribution of protein sequence lengths
across 502 unique proteins, highlighting the diversity of RNA-binding protein families included. (D)
Distribution of experimentally measured binding affinities (pKD) across all 2,582 protein-RNA pairs,
showing the range and central tendency of affinity values used for model training and evaluation. (E)
Agreement between independent replicate affinity measurements for the 351 protein-RNA pairs with
two or more experimental values, illustrating the degree of experimental noise that sets a practical
upper bound on achievable model performance.
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Figure A.2: Computational efficiency of ZeroFold compared with Boltz-2. (A) Mean infer-
ence time per protein-RNA pair on a log scale for full Boltz-2 structure prediction (n = 12 pairs;
recycling_steps = 3, sampling_steps = 200, one diffusion sample), Boltz-2 trunk-only extrac-
tion of pre-structural embeddings, and the trained ZeroFold affinity model (n = 297 test pairs). Error
bars show one standard deviation across samples. Both pipelines require the trunk forward pass; the
structure-based pipeline additionally performs diffusion-based structure decoding, whereas ZeroFold
passes pre-structural embeddings directly to its affinity model. (B) Inference time as a function
of total sequence length (protein residues + nucleotides), showing that the separation between the
two regimes holds across the length range of the benchmark. Model loading is excluded from all
measurements, as is Boltz-2 MSA preprocessing. Trunk extraction is performed once per chain rather
than per pair, so its cost amortises over a screen as N +M passes rather than N ×M .

Figure A.3: Representation ablation for affinity prediction. Held-out test-set Pearson (a) and
Spearman (b) correlations for seven input representations (A–G, as in Table 2). Bars show mean ± 1
s.d. across the top-3 of 5 seeds selected by validation Spearman; dashed line marks condition A. ∗
and ∗∗ denote p < 0.05 and p < 0.01 respectively by Welch’s two-sample t-test against condition A
(n = 3 per condition, not corrected for multiple comparisons).

B Uncertainty Estimation for the Benchmark Comparison

The ± values reported in Table 1 describe variation across training seeds: how much the correlation
moves if ZeroFold is retrained from a different initialisation. They do not describe the uncertainty of
the correlation estimate itself, which is governed by the number of test pairs available. These are
distinct quantities, and they diverge sharply on the stricter subsets: subset D retains 97 pairs in the
CoPRA comparison and 23 in the DeePNAP comparison, so a correlation computed there is far less
precisely determined than one computed on the full 297-pair test set, however stable training may be.

To quantify this, we estimated 95% percentile bootstrap confidence intervals for every entry of
Table 1 (Tables A.1 and A.2). For each of 10,000 replicates, we resampled the test pairs of a subset
with replacement to its original size, recomputed each correlation, and took the 2.5th and 97.5th
percentiles of the resulting distribution. The resampled indices are drawn once per replicate and
applied to all models simultaneously (a paired bootstrap), so that every replicate compares the models
on an identical set of pairs. This removes the shared sampling variation from the comparison and
permits a confidence interval on the difference between models, reported as ∆. ZeroFold correlations
are computed separately for each of the three seeds and then averaged, matching the convention
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of Table 1; CoPRA predictions are averaged over its five cross-validation folds, as in the main
comparison.

The ∆ column is the informative one. Because the individual intervals widen substantially on the
small subsets, they may overlap even where the paired difference is consistent across resamples; a
∆ interval excluding zero indicates that ZeroFold outperforms the baseline on that subset at the 5%
level, whereas one spanning zero indicates that the subset is too small to resolve the difference. We
report both so that the strength of each comparison can be judged directly rather than inferred from
point estimates alone.

Table A.1: Bootstrap confidence intervals on the CoPRA comparison subsets. Point estimates
with 95% percentile bootstrap confidence intervals (10,000 paired resamples of the test pairs with
replacement; the same resampled indices are applied to both models within each replicate). ZeroFold
values are the mean across the three seeds, matching Table 1. ∆ is the ZeroFold−CoPRA difference;
an interval excluding zero indicates a significant advantage on that subset.

Subset n CoPRA ZeroFold ∆

Pearson correlation
A) All 297 0.50 [0.42, 0.57] 0.63 [0.57, 0.69] 0.14 [0.05, 0.22]
B) Protein not in reference 280 0.47 [0.40, 0.54] 0.67 [0.62, 0.72] 0.20 [0.13, 0.27]
C) Max protein identity < 70% 162 0.46 [0.35, 0.57] 0.71 [0.65, 0.77] 0.25 [0.15, 0.35]
D) Max protein identity < 40% 97 0.22 [0.01, 0.48] 0.54 [0.37, 0.69] 0.33 [0.15, 0.48]

Spearman correlation
A) All 297 0.54 [0.46, 0.62] 0.64 [0.57, 0.70] 0.10 [0.02, 0.18]
B) Protein not in reference 280 0.52 [0.43, 0.60] 0.67 [0.61, 0.73] 0.15 [0.08, 0.23]
C) Max protein identity < 70% 162 0.55 [0.42, 0.66] 0.69 [0.59, 0.76] 0.14 [0.04, 0.24]
D) Max protein identity < 40% 97 0.23 [0.03, 0.44] 0.49 [0.34, 0.62] 0.26 [0.04, 0.47]

Table A.2: Bootstrap confidence intervals on the DeePNAP comparison subsets. As Table A.1,
for the subsets defined against the ProNAB reference. Both models are evaluated on the same pairs
within each subset, restricted to those DeePNAP can score; ZeroFold values therefore differ from
Table 1 by up to 0.01, where ZeroFold is evaluated on the full test set.

Subset n DeePNAP ZeroFold ∆

Pearson correlation
A) All 287 0.46 [0.35, 0.56] 0.63 [0.56, 0.69] 0.17 [−0.08, 0.26]
B) Protein not in reference 48 0.48 [0.23, 0.69] 0.58 [0.38, 0.75] 0.10 [−0.06, 0.27]
C) Max protein identity < 70% 26 0.44 [0.13, 0.75] 0.57 [0.35, 0.78] 0.13 [−0.05, 0.31]
D) Max protein identity < 40% 23 0.41 [0.05, 0.77] 0.49 [0.25, 0.72] 0.08 [−0.12, 0.31]

Spearman correlation
A) All 287 0.35 [0.22, 0.46] 0.63 [0.56, 0.69] 0.29 [ 0.18, 0.39]
B) Protein not in reference 48 0.42 [0.14, 0.65] 0.60 [0.40, 0.74] 0.18 [−0.01, 0.37]
C) Max protein identity < 70% 26 0.45 [0.07, 0.73] 0.58 [0.26, 0.76] 0.14 [−0.21, 0.47]
D) Max protein identity < 40% 23 0.34 [0.02, 0.71] 0.47 [0.11, 0.71] 0.13 [−0.29, 0.49]

Against CoPRA, the ∆ interval excludes zero on every subset and for both correlation measures,
including the most stringent subset D (∆ SCC 0.26 [0.04, 0.47], n = 97). Against DeePNAP, the
advantage is resolved on the full comparison set (∆ SCC 0.29 [0.18, 0.39], n = 287) but not on
subsets B–D, where 23–48 pairs remain and every interval spans zero. ZeroFold attains the higher
point estimate throughout, but we do not claim a statistically resolved advantage over DeePNAP
under the stricter identity thresholds; establishing one would require a larger set of test pairs whose
proteins are absent from the ProNAB reference.

C Dataset Details

To train and evaluate ZeroFold, we assembled PRADB, a curated dataset of 2,582 unique protein-
RNA pairs with experimentally measured binding affinities (pKD) drawn from four complementary
sources: ProNAB [Harini et al., 2022], BioLiP2 [Zhang et al., 2024], the UTexas Aptamer Database
[Askari et al., 2024], and PDBBind v2020 [Liu et al., 2017] (Figure A.1A). ProNAB constitutes the
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largest single contribution, reflecting its broad coverage of RNA-binding protein families, while the
remaining three databases provide complementary coverage of structurally characterised complexes
and aptamer interactions. The per-source counts given below precede cross-source deduplication; the
breakdown of the 2,582 unique pairs is shown in Figure A.1A.

ProNAB. ProNAB (academic license) is a manually curated database of over 20,000 experimentally
measured protein–nucleic acid binding affinities, including 5,323 protein-RNA complexes [Harini
et al., 2022]. After retaining entries with valid KD measurements and filtering for natural amino acids
and unmodified nucleotide bases, we obtained 3,588 protein-RNA pairs. Replicate measurements for
identical sequence pairs often differed substantially (Appendix Figure A.1E), likely reflecting assay-
and condition-dependent experimental variability. Because no single standard condition could be
defined consistently across the database, all valid measurements were retained.

BioLiP2. The next largest source of affinity data was BioLiP2 [Zhang et al., 2024] (BSD license).
This database contains biologically relevant protein-ligand interactions derived from the Protein Data
Bank (PDB), annotated with binding affinity measurements collected from external databases and
manual literature curation. BioLiP2 contains 425 protein-RNA complexes with reported binding
affinity data.

UTexas Aptamer Database. The aptamer database curated by the University of Texas compiles
binding affinity measurements reported in the literature between 1990 and 2022 [Askari et al., 2024].
Within this resource, 258 protein-RNA complexes were associated with labelled binding affinity
values.

PDBBind v2020 . The final dataset used was PDBBind v2020 (under the PDBBind v2020 Data
Use Agreement), which was considered the most reliable source of affinity data due to its high level
of curation and the availability of experimentally determined 3D structural information alongside
binding affinity annotations [Liu et al., 2017]. This dataset contains 239 protein-RNA complexes
with reported binding affinities.

PRADB. The union of the four previously described databases was taken to produce a redundant set of
3,939 protein-RNA pairs. For pairs associated with multiple affinity measurements, the value reported
in PDBBind v2020 was preferentially selected due to its higher level of curation; if no PDBBind
v2020 measurement was available, the median affinity across the remaining sources was used. After
resolving these redundancies, the final Protein-RNA Affinity DataBase (PRADB) comprised 2,582
unique protein-RNA sequence pairs. The distributions of protein sequence lengths, RNA sequence
lengths, and affinity values are shown in Appendix Figure A.1B–D.

The distribution of experimentally measured affinities (pKD) is approximately unimodal and centred
around 7.1, with a standard deviation of 1.38, reflecting a dataset that is neither dominated by very
low-affinity nor very high-affinity binders and spans a range well suited to training a regression model
(Figure A.1D).

Clustering and sample weighting. To prevent data leakage, protein and nucleic acid sequences were
clustered independently with MMseqs2 easy-cluster [Kallenborn et al., 2025] at 40% sequence
identity and 80% coverage, and train/validation/test splits were assigned at the cluster level. We
audited the splits with bidirectional MMseqs2 easy-search, removing 23 validation/test entries
above the 40% threshold to training sequences, and removed 20 training pairs with RNA longer than
1,500 nt, yielding 2,056 training, 209 validation, and 297 test pairs (≈8:1:1). Because both tools
rely on k-mer seeding, which is insensitive for the short RNAs in this dataset (median 22 nt) and
causes them to be split into predominantly singleton clusters, we additionally verified the splits by
exhaustive Smith–Waterman alignment of every evaluation sequence against every training sequence;
no validation or test protein or RNA exceeds 40% local identity at 80% mutual coverage to any
training sequence.

Following AlphaFold-Multimer [Evans et al., 2021], training samples were weighted inversely to
the product of their protein and RNA cluster sizes (Appendix C), down-weighting densely sampled
families and up-weighting rare pairs:

wij =
1

|PCi|
· 1

|RCj |
(1)

where PCi is the protein cluster of pair i and RCj is the RNA cluster of pair j. Weights were
normalised to sum to unity across the training set. This down-weights complexes from densely
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sampled families (such as ribosomal proteins paired with rRNA) and up-weights unique sequence
pairs, encouraging the model to learn from the full diversity of the dataset rather than fitting dominant
clusters.

D ZeroFold Model

ZeroFold comprises four main components: the RNA encoder, the protein encoder, the pair-biased
self-attention blocks, and the affinity prediction head.

RNA/Protein input representations. ZeroFold employs Boltz-2 [Passaro et al., 2025] to extract
representations for both protein and nucleic acid chains. These representations were extracted from the
final layer of the Boltz-2 trunk (recycling_steps = 3), just before the structure module decoding.
The protein and nucleic acid representations each consist of two components. First, we extracted the
single sequence representation {ssingle

i }, where ssingle
i ∈ Rcsingle , csingle = 384, and i ∈ {1 . . . Nres},

which is the per-residue (or per-nucleotide) embedding from the final trunk layer. Second, we
extracted the pair representations {zpair

ij }, where zpair
ij ∈ Rcpair , cpair = 128 and i, j ∈ {1 . . . Nres},

which are the pairwise embeddings encoding residue–residue (or nucleotide–nucleotide) spatial and
evolutionary relationships.

RNA-protein encoder. Each encoder maps its Boltz-2 trunk representations into refined single and
pair feature streams. The single representation ssingle

i and pair representation zpair
ij are each passed

through two successive transition layers with dropout and residual connections (omitted where a
layer changes width). Here, a transition layer denotes an AlphaFold-style position-wise two-layer
MLP: layer normalisation, four-fold channel expansion, ReLU, and projection to the model’s internal
width (cs = 384, cz = 128). The RNA encoder is identical except that a learned 32-dimensional
nucleic acid type embedding (RNA vs. DNA) is concatenated to its single representation beforehand,
allowing it to condition on nucleic acid type. Full dimensions and hyperparameters are given in
Appendix E.

Pair-biased self-attention module and affinity head Encoded protein and RNA single represen-
tations are concatenated into a joint token sequence, so that self-attention operates across both
modalities, while the pair representations are combined into a block-diagonal tensor with the off-
diagonal blocks initialised to zero. The joint streams are refined by stacked pair-biased self-attention
blocks [Zhang et al., 2025]: within each block, the pair representation is projected to a per-head
bias added to the attention logits, the attention output updates the single stream, and the logits are
projected through a two-layer MLP to update the pair stream. Each block is followed by transition
layers, with residual connections and dropout throughout. The affinity head then applies masked
mean pooling separately over the final protein and RNA single-token representations, concatenates
the two pooled vectors, and passes them through a layer-normalised MLP with residual blocks to
output a scalar pKD prediction.

Training and evaluation. A Bayesian hyperparameter sweep [Snoek et al., 2012] with Hyperband
early termination [Li et al., 2018] tuned the model using the PRADB training/validation split,
optimising validation SCC. The search space included model depth, number of attention heads,
hidden dimensions, affinity-head depth/width, dropout rates, maximum learning rate, cosine learning-
rate schedule parameters, weight decay, and gradient clipping.

The final model was trained for 100 epochs, with each epoch comprising 900 samples from the
training set weighted by cluster representation (see above). All ZeroFold variants and downstream
experiments were trained on a single NVIDIA GH200 120GB GPU using the Adam optimizer
[Kingma and Ba, 2014].

Ablations. The sequence-LM representation used ESM-2 t33 650M UR50D protein embed-
dings [Lin et al., 2023] and RiNALMo giga v1 RNA embeddings [Penić et al., 2025], using
sequence_lm_s_only features with c_single_in = 1280 for both encoders. These were used as
the single input s to the encoder, with the pair input z set to a zero tensor of the model’s internal pair
dimension.

To generate the distograms, we ran the full Boltz-2 pipeline including diffusion and, for each of the
five predicted structures, extracted the Cα atom (backbone offset 1) of every protein residue and
the C ′

4 atom (backbone offset 5) of every nucleotide. Intra-chain pairwise distances between these
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representative atoms were computed from the predicted coordinates, discretised into 64 linear bins
spanning 0–50 Å with distances beyond the range assigned to the final bin, and the resulting per-
structure one-hot encodings were averaged over the five samples to give a soft distogram [L,L, 64]
as the pair input z. We use a wider range than the 2–22 Å employed by the AlphaFold2 and Boltz-2
distogram heads because those are calibrated for interface-proximity prediction; applied to full-chain
matrices, whose median separation is 30 Å, that range would place most pairs in the overflow bin. For
the combined conditions, the soft distogram was concatenated with the Boltz-2 pair representation
along the feature axis (cpair,in = 192). The single input s was the Boltz-2 per-residue embedding of
dimension 384.

Ablations were run using the same training, validation and test splits as ZeroFold. The same Bayesian
hyperparameter sweep with Hyperband early termination was run for each ablation (40 trials, except
12 trials for the single-only condition G, reduced for computational reasons), and the hyperparameters
achieving the best validation SCC were selected. Models were then trained on five random seeds
using these fixed hyperparameters, and the top three seeds by validation SCC were evaluated on the
test set.

All ZeroFold variants and downstream experiments were trained on a single NVIDIA GH200 120GB
GPU using the Adam optimizer [Kingma and Ba, 2014].

E Hyperparameters

Table A.3 gives the final ZeroFold configuration, selected by a 40-trial Bayesian sweep with Hyper-
band early termination optimising validation SCC.

Table A.3: ZeroFold hyperparameters (condition A). Architecture and optimiser settings selected
by validation SCC.

Parameter Value

Architecture
Cross-modal blocks (no_blocks) 8
Attention heads (no_heads) 32
Attention hidden dimension (c_hidden) 128
Single representation width cs 384
Pair representation width cz 128
Affinity-head blocks (aff_no_blocks) 6
Affinity-head width (aff_c_hidden) 384

Regularisation
Encoder and trunk dropout 0.0886
Affinity-head dropout 0.2276
Weight decay 5.02× 10−7

Gradient clipping 1.232

Optimisation
Optimiser Adam
Maximum learning rate 5.619× 10−4

Cosine schedule T0 9,470
Cosine ηmin ratio 0.0645
Batch size 1
Maximum epochs 100
Batches per epoch 900
Early-stopping patience 25
Random seed 2,823,573

Each ablation received its own independent sweep over the same search space (40 trials; 12 for
condition G, reduced for computational reasons); the selected settings differ from ZeroFold and from
each other (Table A.4).

Checkpoint selection. Models were trained for up to 100 epochs with early stopping (patience 25)
on validation Spearman correlation. The checkpoint achieving the highest validation Spearman was
the one evaluated on the held-out test set.
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Table A.4: Selected hyperparameters for the joint-encoder and single-only ablations. Remaining
conditions used the same search space; all sweep configurations are released with the code.

Blocks Heads c_hidden Max LR Dropout

C — Joint encoder 4 16 128 9.25× 10−4 0.264
D — Joint + distogram 4 16 64 8.62× 10−4 0.058
G — PS single only 6 32 64 3.33× 10−4 0.286
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